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P R E FA C E

When we look at the history of logic, we see that most logicians have
not worked with data at all: logicians would generally not create more
than a handful of sentences in the formal language they developed.
When computer scientists started to build Knowledge Representation
and Reasoning (KR) systems like KL-ONE and Cyc in the second half of
the twentieth century, it became evident that existing approaches were
unable to support the encoding and usage of larger collections of formal
statements. KR is not simply a subfield of logic: it needs to develop
additional techniques in order to cope with change management, expert
divergence, schema dynamicity, and other factors. Still, research in KR
is often conducted with collections of formal statements that are small
enough for Big Data problems to not arise.

logic without data

While valid reasoning must have been performed within every human
civilization, the recognition that validity is independent of content
probably dates back to the pre-Socratics [91]. The advent of logic
follows from the realization that whether an argument is valid or not
is independent of what the argument is about. It is this separation of
the structure of reasoning from the content of reasoning that makes the
study of logic possible in the first place. The oldest witness to this
insight in preserved writing is found in Aristotle’s work.

In the Analytica Posteriora Aristotle lays down the rules for valid deduc-
tion over a formal language now known as ‘syllogistic’ or ‘term’ logic.
In this formal language, terms denote concepts and statements are
composed of terms. The meaning of statements is determined by inclu-
sion and/or exclusion relations between the concepts denoted by these
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terms. Interestingly, Aristotle’s work contains only few propositions
that are actually expressed in the presented formalism.

The Categoriae, another Aristotelian work, presents an in-depth treat-
ment of concepts that can be denoted by terms in the syllogistic logic.
As with the Analytica Posteriora, very few propositions involving these
concept-denoting terms actually appear in the work. What is more, many
of the informal inferences that Aristotle draws in the Categoriae, and
that are crucial to his philosophical argumentation, cannot be described
in the syllogistic logic due to lack of expressivity.

It must have been apparent from a very early stage that very few propo-
sitions, and therefore very few arguments, can actually be formally
encoded in syllogistic logic. Nevertheless the Aristotelian formalism
was not fundamentally innovated upon until the seventeenth century.
Writing as late as 1787, Immanuel Kant in the preface to his Kritik der
Reinen Vernunft considers syllogistic logic to have been invented and
completed by Aristotle [88]. The fact that syllogistic logic is extremely
limited in terms of expressivity seems not to have bothered him, even
though none of the arguments he presents in his Kritik can be encoded
in it.

These observations are not specific to Aristotelian logic. The existence
of theories of valid inference that are not applied to any significant
collection of formal expressions in that logic will become a pattern in
the history of logic.

kr: logic with data

The idea to encode a significant number of formal statements seems
intimately tied to the intention of querying and reasoning over those
statements by automated means. Logicians who do not want to auto-
mate the process of reasoning do also not encode very many statements
in a formal language. However, the very few logicians that have wanted
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to perform automated processing, have also intended to encode many
statements formally.

One of the most prominent historic examples of the intention of build-
ing an automated knowledge system is Leibniz’ characteristica univer-
salis: a formal language that can represent scientific, mathematical and
metaphysical knowledge [36]. The language would be complemented
by an automated reasoner (calculus ratiocinator) that could manipu-
late the expressions in the formal language. Unfortunately, Leibniz
happened to live in a time when the material conditions required for
studying complex automated systems could not be easily met. It is no
accident that the writings of Leibniz are interlaced with complaints of
the viability of his computing enterprise.

With the invention of the electronic computer, and later KR as a disci-
pline, the material conditions for constructing an automated knowledge
system started to arise. Two prominent examples are KL-ONE [29],
which was used to encode knowledge about diseases and run a calculus
on finding treatments, and Cyc [96], which takes on the task of writing
down generic or common sense knowledge. Since both systems are
built before the invention of the Internet, they do not allow knowledge
to be easily shared with others. They do not allow everybody to extend
the knowledge base either. As a consequence, these early KR systems
are either successful within a particular domain, or they are unsuc-
cessful when they try to model knowledge in a domain-independent
way. Even though none of these systems allows the formal encoding
and sharing of the world’s knowledge, these systems – for the first
time in history – do start to write down a large number of formally
interpretable expressions.

In an important divergence from the logical tradition, the KR systems
that are built in the last quarter of the twentieth century allow infor-
mation about instances to be encoded. Since terms in syllogistic logic
denote concepts, statements about particulars (e.g., a particular person)
could not be expressed in syllogistic logic at all. Even though expres-
sions about instances can be formulated in first-order logic, knowledge
about particulars seems not to have been commonly thematized before
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the advent of Description Logics (DL), where the separation between
ABox and TBox makes this distinction explicit.

semantic web: big data with an air of logic

With the invention of the Internet and – later – the Semantic Web, the
material conditions for building an automated system that can store the
world’s knowledge has finally arisen. Where Cyc stored its knowledge
in a dedicated format and had a spotty track record in terms of sharing
its products with the wider community, the Semantic Web started out
with an emphasis on standardized formats and community access to
Open Data.

This is the moment in time where we are now, in which the following
three enablers for large-scale KR have become available. Firstly, the
Internet has reduced the cost of sharing digitized documents, which
makes it technologically possible to obtain large amounts of data. Sec-
ondly, data interchange formats have been developed that allow large
amounts of data to be read by automated means as well. Thirdly, due
to standardized ontologies, it is now possible to interpret large amounts
of data by automated means.

In this sense, writing the current thesis was easy: the material conditions
for studying Big Data KR were all in place from the outset. However, it
quickly turned out that even though it was theoretically possible to obtain,
read and interpret large amounts of data, this was not yet an actuality,
let alone a common and low-cost practice in the field.

Today the Semantic Web comes close to an environment where Big
Data KR can be conducted. However, there are also several deficiencies
that prevent it from being conducted. While technologically feasible,
these problems are very difficult to fix socially, either because people
are unwilling to fix them (e.g., they do not understand that they are
deficiencies) or because people are unable to fix them (e.g., the cost is
too high or the required competencies are not available).
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The Semantic Web community tries to solve these issues by laying down
a collection of standards and best practices that everyone must follow.
While the standardization efforts of the Semantic Web community
are a necessary precondition for our work, they are not our ultimate
goal. Luckily, we do not have to wait for standards and practices to
be adopted universally. By automating data collection, data cleaning
and data publishing practices, we are able to study Big Data KR in an
imperfect world where standards and best practices are only partially
followed.

our approach

Instead of following a fully distributed approach for data publication
and consumption, we centralize the gathering, cleaning, querying
and (re)publishing of Linked Open Data [16]. Contrary to what is
advocated by W3C standards, we do not use the Semantic Web query
language SPARQL for most of our data dissemination strategies.

In our centralized approach, we store all the data in one spot for the
following two reasons. First, this makes it easy to ensure efficient
computation. Second, it gives us complete control over how the data
is encoded, formatted, stored and disseminated. This allows us to
implement numerous quality guarantees that simplify handling the
data.

Even though the Semantic Web is intended to be used by machine
processors, today’s infrastructure and tools are still heavily shaped
to fit the human scale. Most tools and libraries assume that data can
be fully loaded into memory and therefore cannot cope with the web
scale at which Big Data KR must be studied. We ended up (re)writing
many of the tools and libraries ourselves. We have built our own data
collection, data cleaning, data storage, and data querying pipelines in
the process.
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1
I N T R O D U C T I O N

With the arrival of Big Data, the field of Knowledge Representation and
Reasoning (KR) has significantly changed. Specifically, working with
Big Data has unearthed a set of simplifying assumptions under which
KR has been conducted in the past. This development has also been
observed in the Semantic Web field, where research on Description
Logics and the study of relatively small ontologies has been extended
to include applications of a wide variety of methodologies – from
logics to Machine Learning – over increasingly larger collections of
Linked Open Data (LOD), Microdata and Schema.org annotations.
Nevertheless, even in most Semantic Web research of the past decade,
many of the same assumptions that limited classical KR are still present.

The main contribution of this thesis is to show that Big Data KR is
possible, in other words: that experiments can be run over the entire,
ever increasing, collection of structured knowledge that is available on
the web. One part of this thesis is about building the infrastructure
that makes these investigations possible. The other part of this thesis
is about conducting experiments in Big Data KR, and specifically
into theories and techniques for Knowledge Representation when the
following simplifying assumptions – present in both mainstream KR
and much of modern Semantic Web research – no longer hold:

quantity assumption There is only little data.

quality assumption Assertions are (largely) syntactically well--
formed and (largely) semantically sound. Modelers know how
to use logics in order to formulate their assertions. They are also
aware of the logical consequences of their assertions.
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accessibility assumption Whereas traditional KR assumes that
knowledge is locked into isolated systems, and cannot be readily
accessed for reuse, the Semantic Web assumes exactly the oppo-
site, namely that data is open and published in a standardized
format so that it can be readily accessed for reuse.

homogeneity assumption Results obtained over a small number
of datasets translate to all datasets.

context-independence assumption The meaning of assertions
is independent of the context in which they are used.

declarativeness assumption Meaning is determined by the model-
theoretic interpretation of collections of declarative logical state-
ments.

We will now discuss each of these simplifying assumptions in relation
to the chapters of this thesis.

§ 1 quantity assumption

Traditional KR systems are relatively small when compared to today’s
Semantic Web [79]. As with the WWW, the growth-rate of the Seman-
tic Web far exceeds that of offline data publishing efforts that have
preceded it [25]. The sheer size of the data that is available in today’s
Linked Open Data Cloud (LOD Cloud) makes performing long-term
and comprehensive academic studies a challenge. Current innova-
tions in Big Data research are relying heavily on expensive, memory-
intensive horizontal scaling solutions such as Hadoop, MapReduce,
Spark, and ElasticSearch that either run on academically hosted multi-
node networks or on commercial cloud solutions. These solutions
are viable for experiments that are run incidentally, e.g., academic
multi-node networks allow a process to run for a specified number
of hours, and commercial cloud solutions are too expensive to run
for multiple weeks. Our requirements are quite different: we want
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§ 1 quantity assumption

to perform long-term comprehensive studies over the Semantic Web.
What is more, we want to give everybody else access to this same resource as
well.

In order to realize this, our solutions take a radically different approach,
both technologically and conceptually, from what has been common
practice in our field. The widely held believe that hardware innovations
alone will solve the problems of scalability has not been proven correct
in our field. Indeed, hardware has not become sufficiently cheap so as
to allow a Semantic Web scientist to permanently store, host and study
the world’s structured knowledge. The falsity of this supposition is
clear from the fact that no research institute with a claimed interest in
studying KR/SW is currently storing, hosting and studying the world’s
structured knowledge. To the contrary, due to the popularity of Linked
Open Data and Schema.org annotations, it may well be the case that
the growth of the world’s combined structured knowledge is currently
outpacing the rate of hardware innovation.

Drawing on insights and approaches from other fields that have
comped with similar scalability issues (e.g., Information Retrieval,
SQL databases) we make the following choices/compromises:

centralization Instead of a fully distributed approach for data
publication and consumption, we centralize the gathering, clean-
ing, querying and (re)publishing of Linked Open Data. This
allows us to create indexes that facilitate very fast graph traver-
sal. Our centralization effort results in a vertically scaled approach.
While a very uncommon approach, this allows us to circumvent
many of the problems inherent in horizontally scaled solutions.
Specifically, we do not have to deal with many of the problems
encountered by distributed approaches that have the overhead
of online graph traversal and that have to cope with inefficient
multi-node joins.

dissemination Complementary to what is advocated by the W3C
standards, we do not use the full Semantic Web query language
SPARQL to disseminate our data. Instead, we use (sometimes
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very small) subsets of SPARQL that most optimally support a
given set of use cases and/or tasks. We use open web standards
like Linked Data Fragments, and dedicated software like Frank
to disseminate our data.

graph traversal We do not allow IRIs to be dereferenced, because
we do not own the authorities of the IRIs we collect, clean and
republish. However, we do allow forward ánd backward links
to be followed, something that is not possible on the (Semantic)
Web.

hardware footprint By using recent advances in RDF storage
and retrieval, we trade expensive memory for cheap disk. When
querying (our copy of) the Semantic Web, we can do so under
bounded memory. This gives us a guaranteed upper limit to the
amount of resources that can be consumed by our data stores.
Combined with the fact that memory consumption of our solu-
tions is not only bounded but also very low, it is implied that we
do not need expensive hardware resources that are required by
traditional triple stores.

Because of these choices/compromises, we are able to study (a very
large subset of) the Semantic Web, ánd we allow others to do the same
thing. LOD Laundromat has been online available for others to use
since the summer of 2014. It has been used by 12,093 users who have
issued 12,376,978 queries. Our implementation has been able to scale
to this number of users while running on academic infrastructure.1

The notion of quantity is so central to our work that it runs through all
chapters of this thesis.

1 For more information, see our IEEE Internet Computing column “Why the Semantic
Web needs centralization (even if we don’t like it)” [16].
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§ 2 quality assumption

In traditional KR systems, a relatively small group of knowledge
engineers and domain experts is tasked with the creation of a dataset.
In such smaller groups, the expertise levels of the group members are
generally very high. Specifically, KR engineers know how to use logics
in order to formulate their assertions. They also understand the logical
consequences of their assertions. Within a group of KR researchers,
discussions about modeling issues can generally be conducted against
a shared theoretic background. At the same time, having such a shared
cultural and theoretical background can be a culprit as well: certain
aspects of meaning may receive less attention and/or may not be
considered at all; cultural and professional biases may not always be
detected.

In 2001 Tim Berners-Lee came up with the idea of marrying KR with
the World Wide Web [23]. This has resulted in a bold combination
of (i) a complicated craft that is understood by few with (ii) a global
communications platform that is used by many. As a consequence,
quality assumptions that had been implicit in the professional culture
in which KR development had taken place until that point turned out
to no longer hold on the Semantic Web. This partly explains why
high-quality DL-inspired ontologies are crucial in specialized domains
(e.g., bio-medicine), but play almost no role in the overall LOD Cloud.

Because the Semantic Web involves thousands of practitioners, with
very different backgrounds and working under very different circum-
stances, many quality issues arise. For example, on the LOD Cloud
we can simply not assume that a dataset is consistent, that the seman-
tics of identity is understood by data publishers, or that an XML file
that starts with <?xml version="1.0" encoding="UTF-8" ?> uses Uni-
code encoding. In practice we find that a surprisingly low percentage
of datasets is syntactically well-formed and semantically sound.

Contemporary Linked Data quality approaches still adhere to the
quality assumption, when they try to improve the quality of the LOD
Cloud through standardization, education and the creation of better
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tool support. The reality is that most Semantic Web practitioners will
not be aware of all the (details of the) standards and/or will not have
the required competencies to use tools correctly.

Quality issues are not design flaws that can be overcome by improv-
ing the design. Instead, they are inherent to the complicated social
construct that is needed in order to build a truly universal knowledge
base with a globally distributed, multi-lingual, multi-cultural, and
multi-generational ‘development team’. Because of the way in which
the Semantic Web is constructed, quality issues are here to stay. Over
time, as the number of contributors grows, quality issues will increase
rather than decrease.

For these reasons, we believe that the quality assumption should
be dropped entirely: we must anticipate that Semantic Web data
contains incorrect metadata, contains an unknown encoding, cannot
be unarchived by standard tools, is syntactically malformed, uses
unknown namespaces, and encodes propositions that contradict each
other. Firstly, these quality issues must be analyzed in order to make
their presence transparent. Secondly, these quality issues must be fixed
by fully automated means wherever possible.

Using our LOD Laundromat infrastructure it becomes possible to
assess and improve the quality of the LOD Cloud by automated means
(Hypothesis 1). Our research into web-scale automated data cleaning
is described in Chapter 2. Our web-wide data quality analyses and
other LOD Observatory findings are described in Chapter 4.

Hypothesis 1 (Quality). It is possible to analyze, assess and improve the
quality of the LOD Cloud as a whole by fully automated means.

§ 3 accessibility assumption

The KR field has a bad track record when it comes to accessibility
and reuse. Even though most KR systems have used widely shared
grammars to encode their knowledge (e.g., LOOM), the constants
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§ 3 accessibility assumption

and predicates that they described could not easily by reused across
systems. Another technical barrier towards accessing KR datasets is
that many systems have introduced more or less severe deviations from
these widely shared grammars (e.g., CycL, SUO-KIF). Besides technical
reasons, there have also been numerous practical and institutional
restrictions on accessing KR data, sometimes even violating the basic
principle that publicly funded work should also be publicly accessible.

The Semantic Web has significantly improved this situation by in-
troducing a unified namespace for constants and predicates, aimed
towards reuse. Besides these technical innovations, the Linked Open
Data movement, as part of the larger Open Data movement, has made
open access to data the new norm. Even though Linked Data can be
used for internal use as well, the sharing of data is facilitated and
promoted by the community.

Even though Linked Open Data is now a global phenomenon, there
are still technological and infrastructural barriers that prohibit access
to the full Semantic Web today. The vast majority of Linked Open Data
still resides in files, also called datadumps. From empirical studies we
know that there are millions of such files, but only hundreds of live
query endpoints: 557 according to SPARQLES2, the most extensive
SPARQL endpoint monitoring service [33].

While the number of endpoints is growing over time [46], at the current
growth rate the gap between data that is published in datadumps and
data that is exposed though live queryable endpoints will only increase
[143]. The reason for the growing discrepancy between datadumps on
the one hand and SPARQL endpoints on the other, is that the former
are easier and cheaper to make available and maintain than the latter.

In Chapter 3 we show that we are able to make (a very large subset of)
the LOD Cloud accessible to a large number of users (Hypothesis 2)
over a prolonged period of time. A problem with the approach pre-
sented in that Chapter is that we now have access to too much data, and
it becomes difficult to find which data is relevant for a given experiment

2 Number retrieved on 2016-12-29 from http://sparqles.ai.wu.ac.at/
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or for a certain use case. Chapter 5 generates metadata descriptions for
all datasets that are made accessible in the LOD Laundromat, thereby
allowing datasets to be selected based on various criteria.

Hypothesis 2 (Access). Using recent advances in Linked Data storage and
state-of-the-art Linked Data tooling, it is possible to facilitate query access to
(a very large subset of) the LOD Cloud for thousands of users, while running
on university hardware.

§ 4 homogeneity assumption

Even though the Semantic Web can be seen as a single, very large
KR system, it actually consists of a multitude of KR datasets. These
datasets can be very different from one another: created by knowledge
engineers, or as the result of crowd sourcing; created by professionals,
or by hobbyists; by human curators, or by mechanical processes. With
millions of data documents [35, 60] having very different properties,
the heterogeneity of the Semantic Web is a given. From a research
perspective, this means that results obtained over one dataset (e.g., a
crowd-sourced encyclopedia) do not necessarily translate to another
dataset with very different properties (e.g., a table of measurements
produced by IoT devices).

When we count the number of datasets that are used in contemporary
Semantic Web research evaluations in Chapter 6, we find out that
this number is only 2 (two!) on average. Even though the LOD
Cloud is vast and inherently web-based, researchers are apparently
unable to access most of this data in practice. Drawing on results
presented in earlier chapters, we present LOD Lab, a new approach for
performing Semantic Web research in which the heterogeneity of the
LOD Cloud is taken into account (Hypothesis 3), and which results in
more generalizable research findings.

Hypothesis 3 (Heterogeneity). Semantic Web research evaluations, cur-
rently conducted over 2 datasets on average, can be scaled up to run on (a
very large subset of) the LOD Cloud.
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§ 5 context-independence assumption

In the Semantic Web tradition there has been a strong emphasis on the
context-independence of assertions. Specifically, it has been assumed
that meaning can be encoding independent of the application domain
in which data is used. Context-independence is not a nice-to-have, it is
essential for the practice of linking. Indeed, context-independence is
what allows data to be asserted in one context and reused in another:
“The value [of the SW] is the re-use of information in ways that are
unforeseen by the publisher, and often unexpected by the consumer.”
[21]

Over time it has become clear that this notion of unanticipated and
arbitrary reuse is not feasible (Hypothesis 4). Publishers and con-
sumers that operate in different contexts may not be able to make use
of each others knowledge. In Chapter 7 we focus on an important in-
stance of context-dependence on the Semantic Web: the use of identity
(owl:sameAs). Concepts and instances are often considered identical in
some but not all contexts, thereby barring reuse across contexts.

Hypothesis 4 (Contextual Dependence). On the web, meaning is not
always context-independent. However, in many cases context-dependent
meaning can still be determined by automated means.

§ 6 declarativeness assumption

According to RDF semantics [75], meaning is determined by the model-
theoretic interpretation of collections of declarative logical statements.
The architects of the Semantic Web seem to have been aware that
there are additional aspects of meaning that are not captured by the
formal meaning of declarative statements. Early drafts of the first RDF
specification3 contained a section called ‘Social Meaning’:

3 See https://www.w3.org/TR/2002/WD-rdf-concepts-20021108/#section-Social
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“The meaning of an RDF document includes the social
meaning, the formal meaning, and the social meaning of
the formal entailments.”

With social meaning the Semantic Web architects wanted to capture
aspects of meaning that cannot be readily encoded in formal logics, but
that are nonetheless important in the human interchange of knowledge:

“An RDF graph may contain ‘defining information’ that is
opaque to logical reasoners. This information may be used
by human interpreters of RDF information [. . . ]”

Social meaning would not become a part of the RDF specification, and
very little quantitative research has gone into this topic. (See [69] for
a thorough qualitative investigation into this topic.) In Chapter 8 we
focus on the practice of naming, i.e., the use of IRIs to refer to resources.
We prove empirically that non-declarative meaning exists on today’s
LOD Cloud (Hypothesis 5). Moreover, we quantify a lower bound
to the amount of non-declarative meaning that is present in individual
datasets.

Hypothesis 5 (Declarativeness assumption). Non-declarative meaning,
i.e., meaning that is not encoded formally and that is not captured by a
model-theoretic semantics, exists and can be quantified.

§ 7 other simplifying assumptions

There are several other simplifying assumptions that we will not ad-
dress in this thesis. Firstly, a simplifying assumption that we will not
address is the completeness assumption: with online sources appearing
and disappearing all the time it is difficult to claim completeness on
the web in general, and on the Semantic Web in particular. Secondly,
we will not address the consistency assumption: assertions are assumed
not to contradict each other. Existing work has focused on identifying
maximal consistent subsets, e.g., [81], but such approaches are not
yet widely applied to the Semantic Web as a whole. Finally, we men-
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tion the stability assumption: assertions do not change very often and
schemas do not change at all. Now that the Internet is evolving from a
document publishing platform to a data streaming platform, this as-
sumption becomes increasingly problematic. The stability assumption
has been extensively contested in the work on stream processing [9]
and in the Dynamic Linked Data Observatory [87].

§ 8 chapter overview

The rest of this thesis is structured as follows.

Chapter 2 is about large-scale web data cleaning. It is based on the
following publications:

• W. Beek, L. Rietveld, H.R. Bazoobandi, J. Wielemaker, S. Schlo-
bach. “LOD laundromat: A Uniform Way of Publishing Other
People’s Dirty Data.” In: Proceedings of the International Semantic
Web Conference, pp. 213-228 [14].

I have developed the requirements overview for a web-scale data clean-
ing and republishing platform, and have implemented the LOD Wash-
ing Machine for data cleaning.

• W. Beek, L. Rietveld, F. Ilievski, S. Schlobach. “LOD Lab: Scalable
Linked Data Processing.” In: Reasoning Web: Logical Foundation of
Knowledge Graph Construction and Query Answering, pp. 124-155

[15].

I have conducted the problem analysis, developed the integrated tuto-
rial on using the LOD Lab, and have written most of the chapter.

Chapter 3 is about large-scale web data querying. It is based on the
following publications:

11
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• L. Rietveld, R. Verborgh, W. Beek, M. Vander Sande, S. Schlobach.
“Linked Data-as-a-Service: the Semantic Web Redeployed.” In:
Extended Semantic Web Conference, pp. 471-487 [127].

I have contributed the LOD Laundromat data cleaning component, and
have written the motivation section.

• F. Ilievski, W. Beek, M. van Erp, L. Rietveld, S. Schlobach. “LO-
TUS: Adaptive Text Search for Big Linked Data.” In: European
Semantic Web Conference, pp. 470-485 [83].

I wrote the Semantic Search problem description and conducted the
related work overview.

• W. Beek, L. Rietveld. “Frank: Algorithmic Access to the LOD
Cloud.” In: Proceedings of the ESWC Developers Workshop [13].

I wrote the paper based on the implementation by Laurens.

Web-scale quality analysis and improvement are studied in Chapter 4.
It is based on the following publications:

• W. Beek, F. Ilievski, J. Debattista, S. Schlobach, J. Wielemaker.
“Literally Better: Analyzing and Improving the Quality of Literals.”
In: Semantic Web Journal (under minor revision), [12].

I developed the taxonomy of literal quality, wrote the majority of the
paper, and performed the analyses over datatyped literals.

• W. Beek, P. Groth, S. Schlobach, R. Hoekstra. “A Web Observatory
for the Machine Processability of Structured Data on the Web.”
In: Proceedings of the 2014 ACM Conference on Web Science, pp.
249-250 [11].

I developed the operationalization of the existing five-star morel of
Linked Data publishing, and performed the quantitative analysis over
the Datahub registrations.

12



§ 8 chapter overview

Chapter 5 is about automatically generating large-scale Semantic Web
metadata properties. It is based on the following publication:

• L. Rietveld, W. Beek, R. Hoekstra, S. Schlobach. “Meta-Data for a
Lot of LOD.” In: Semantic Web Journal (to appear) [122].

I contributed the scraping and cleaning metadata for the metadataset.

Chapter 6 is about running large-scale Semantic Web experiments. It
is based on the following publications:

• L. Rietveld, W. Beek, S Schlobach. “LOD lab: Experiments at
LOD scale.” In: International Semantic Web Conference, pp. 339-355

(best paper award) [123].

I co-developed the underlying data cleaning and publication framework,
and wrote the motivation section.

In Chapter 7 we describe the problems that arise when a formal rela-
tion (in this case the identity relation) is used on the web by a large
number of data publishers and data consumers. We give an alternative
semantics for owl:sameAs that takes the context of use into account and
that can be calculated automatically, i.e., without requiring data to be
remodeled and/or modelers to be (re)educated.

• W. Beek, S. Schlobach, F. van Harmelen. “A Contextualized Se-
mantics for owl:sameAs.” In: International Semantic Web Conference,
pp. 405-419 [17].

I developed the alternative semantics for owl:sameAs and wrote most
of the paper.

In Chapter 8 we focus on the practice of assigning names to web
resources. We show that even though names are meaningless according
to model theoretic semantics, a lot of meaning can be found in the way
in which names are used. This chapter is based on the following paper:
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• S. de Rooij, W. Beek, P. Bloem, F. van Harmelen, S. Schlobach.
“Are Names Meaningful? Quantifying Social Meaning on the
Semantic Web.” In: International Semantic Web Conference, pp.
184-199 [42].

I conducted the large-scale experiment, conducted the related work
overview, and wrote the methodology section.
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S C A L I N G D ATA C L E A N I N G T O T H E W E B

This chapter is based on the following publications:

• W. Beek, L. Rietveld, H.R. Bazoobandi, J. Wielemaker, S. Schlo-
bach. “LOD laundromat: A Uniform Way of Publishing Other
People’s Dirty Data.” In: Proceedings of the International Semantic
Web Conference, pp. 213-228 [14].

• W. Beek, L. Rietveld, F. Ilievski, S. Schlobach. “LOD Lab: Scalable
Linked Data Processing.” In: Reasoning Web: Logical Foundation of
Knowledge Graph Construction and Query Answering, pp. 124-155

[15].

• W. Beek, P. Groth, S. Schlobach, R. Hoekstra. “A Web Observatory
for the Machine Processability of Structured Data on the Web.”
In: Proceedings of the 2014 ACM Conference on Web Science, pp.
249-250 [11].

It is widely accepted that proper data publishing is difficult. The
majority of Linked Open Data (LOD) does not meet even a core set
of data publishing guidelines. Moreover, datasets that are clean at
creation, can get stains over time. As a result, the LOD Cloud now
contains a high level of dirty data that is difficult for humans to clean
and for machines to process.

Under these conditions, general human intelligence is needed in order
to process content on the Semantic Web. Even though content is
intended to be machine-processable, the extent to which a machine is

15



scaling data cleaning to the web

able to navigate, access, and process Linked Open Data is currently
limited. While ample publications on (Linked) Data quality exist, the
machine-processability of data on the web has not been extensively
researched.

Because today’s Semantic Web assumes there is a human-in-the-loop
to perform data quality checks and data cleaning tasks, existing solu-
tions such as standards, guidelines, and software tools are all targeted
towards a human user. Unfortunately, empirical studies show that
many data creators are unable to implement all standards and guide-
lines correctly. This chapter presents the LOD Washing Machine, a
fully automated approach for removing the stains from data without a
human-in-the-loop. In addition, we present the LOD Laundromat, an
integrated infrastructure that runs multiple LOD Washing Machines
in order to clean, store and republish a significant subset of the LOD
Cloud. As such, the LOD Laundromat is able to make very large
amounts of Linked Open Data more easily accessible to human and
non-human users.

§ 1 introduction

Uptake of Linked Open Data (LOD) has seen a tremendous growth
over the last decade. Due to the inherently heterogeneous nature of
interlinked datasets that come from very different sources, Linked
Open Data is not only a fertile environment for innovative data (re)use,
but also for mistakes and incompatibilities [77, 79]. Such ‘stains’ in
datasets not only degrade a dataset’s own quality, but also the quality
of other datasets that link to it. There is thus a responsibility – and an
incentive – to clean stains in Linked Open Data that extends beyond
the original dataset creators.

Existing solutions for cleaning Semantic Web data (standards, guide-
lines, tools) are targeted towards human data creators, who can (and
do) choose not to use them. Therefore, despite these efforts, many
Linked Open Data is still difficult to use, mostly because of mistakes
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for which solutions exist. This poses an unnecessary impediment to the
(re)use of Linked Open Data for academic and commercial purposes.

This chapter presents the LOD Washing Machine, which implements a
detailed operationalization of the high-level 5-star model for Linked
Open Data publishing [19]. This chapter also presents the LOD Laun-
dromat: a collection of LOD Washing Machines that cleans a large
subset of the LOD Cloud. The LOD Laundromat takes immediate
action by targeting the data directly, not (only) its maintainers. By
cleaning stains in Linked Open Data without any human intervention,
LOD Laundromat is able to make very large amounts of LOD more
easily available for further processing right now. The collection of
cleaned datasets that LOD Laundromat produces are standards- and
guidelines-compliant siblings of existing, idiosyncratic datasets.

The data-oriented approach of LOD Laundromat is complementary
to existing efforts. Indeed, it is preferable that someday the original
dataset is cleaned by its own maintainers. Until that day, our com-
plementary approach is necessary to make LOD succeed while the
momentum is still there.

LOD Laundromat is unlike any of the existing initiatives towards
realizing standards-compliant LOD in each of the following three
ways:

1. The scale on which clean data is made available: LOD Laundro-
mat comprises hundreds of thousands of data files that contain
tens of billions of triples.

2. The speed at which data is cleaned and made available: LOD
Laundromat cleans about one billion triples a day and makes
them immediately available online.

3. The level of automation. LOD Laundromat automates the entire
data processing pipeline, from dataset discovery to serialization
in a standards-compliant canonical format that enables easy re-
use.
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Besides making Linked Open Data standards-compliant, LOD Laun-
dromat implements existing standards in such a way that the resultant
data documents are specifically geared towards easy reuse by further
tooling. Firstly, certain aspects of the RDF datamodel that often cause
problems in practice, such as blank nodes, are simplified. Secondly,
the way in which RDF data is serialized is carefully chosen in order
to significantly reduce the complexity for post-processors to parse
the data (e.g., the LOD Laundromat serialization format is regular
expression-friendly).

The LOD Laundromat is available at http://lodlaundromat.org. The
collection of datasets that it comprises is continuously being extended. Any-
one can add new seed points to the LOD Laundry Basket by using a web
form or HTTP request. The fully automated LOD Washing Machine takes
seed points from the LOD Laundry Basket and cleans them. Cleaned datasets
are disseminated in the LOD Wardrobe. Human data consumers are able to
navigate a large collection of high-quality datasets. Machine processors are
able to easily load very large amounts of real-world data, by selecting clean
data documents through a SPARQL query. For illustrative purposes, various
visualizations about the cleaned data are available online as well.

This chapter is organized as follows: Section § 2 gives an overview of re-
lated work. Section § 3 specifies the requirements we pose for clean and
useful data, and compares the different approaches towards collecting large
amounts of Linked Open Data. Section § 4 presents an operationalization of
the high-level five star model of Linked Data publishing that can be imple-
mented by automated means. Section § 5 describes an implementation of
the operationalization that allows the data cleaning process to be fully auto-
mated. Section § 6.2 elaborates on the way in which LOD Laundromat makes
the automatically cleaned data available for further processing. Section § 7

concludes and mentions future work.

§ 2 related work

In this section we discuss standards and best practices with respect to Linked
Data publishing, existing Linked Data collections and crawlers, and available
Linked Data catalogs together with their respective (dis)advantages.
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§ 2.1 Standards & best practices

VoID1 [3] is a vocabulary for describing datasets. It specifies generic metadata
(e.g., the homepage of a dataset), access metadata (e.g., which protocols are
available for accessing the data), links to other datasets (e.g., linksets), as
well as structural metadata. Structural metadata includes means for lifting
out subsets of the data (e.g., statements with a given property), means for
pointing to exemplary resources (e.g., void:exampleResource), as well as
dataset statistics (e.g., the number of classes).

Bio2RDF2 [34] presents a collection of dataset metrics that extends the struc-
tural metadata of the VoID vocabulary, and provides more detail. For example,
it allows the number of unique objects that are linked from a specific predicate
to be described.

While such vocabularies are useful, from the perspective of the data pub-
lisher as well as from the perspective of the data consumer, uptake of these
vocabularies is lacking.3 Additionally, since metadata descriptions are pub-
lished together with the data, the issue of finding the right dataset remains
unresolved as long as these metadata descriptions cannot be centrally queried.

A number of observations and statistics related to Linked Data publishing
best practices are presented in [53] and by the W3C Linked Data Best Practices
Working Group4. In addition, [79] have analyzed over a billion triples from
four million crawled RDF/XML documents. This analysis includes a wealth
of interesting empirical observations. For example, it shows that 15.7% of
RDF nodes are blank nodes. Furthermore, this analysis shows that most
Linked Data is not fully standards-compliant, corroborating the need for
large-scale cleaning approaches. Existing studies in this area tend to be
purely observational. Specifically, they do not try to automatically clean and
republish the accessed data.

1 See http://www.w3.org/TR/void/
2 See http://bio2rdf.org
3 An overview of VoID descriptions that can be found by automated means is given by

the SPARQLES service: http://sparqles.okfn.org/
4 See http://www.w3.org/TR/ld-bp/
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§ 2.2 Data Crawlers

Sindice [115] is a Semantic Web indexer. The main question it tries to address
is how and where to find statements about certain resources. It does so by
crawling Linked Data documents. This includes RDF, RDFa and Microformats,
while large datasets are imported on a per-instance and manual opt-in basis.
Sindice maintains a large cache of this data, and provides access through
both a human-accessible User Interface and a machine-accessible API. Public
access to the raw data is not possible, nor is a public SPARQL endpoint
provided. This restricts the usefulness of Sindice for Semantic Web and Big
Data research.

Built on top of Sindice, Sig.ma [142] is an explorative interactive tool, that
enables Linked Data discovery. Similar to Sindice, Sig.ma has both a human-
accessible User Interface and a machine-accessible API. Even though this
service can be quite useful for data exploration, the actual, raw data is not
accessible for further processing.

Contrary to Sig.ma and Sindice, data from the Billion Triple Challenge5 (BTC)
2012 [71] are publicly available and are often used in Big Data research. The
BTC dataset is crawled from the LOD Cloud6 and consists of 1.4 billion triples.
It includes large RDF datasets, as well as data in RDFa and Microformats.
The BTC is not a complete crawl of the LOD Cloud (nor does it aim to be), as
datasets from several catalogs are missing.

Freebase [27] publishes 1.9 billion triples, taken from manual user input
and existing RDF and Microformats datasets. Access to Freebase is possible
through machine-accessible API and through a (non-SPARQL) structured
query language. In addition, a complete datadump in the N-Triples format is
available. Unfortunately, these datadumps contain many non-conformant or
syntactically incorrect triples. To give a concrete example, the data file that is
the dereference of the Freebase concept ‘Monkey’7 visually appears to contain
hundreds of triples, but a state-of-the-art and standards-conformant parser
such as Raptor8 only extracts 30 triples. Additionally, knowing which datasets
are included in Freebase, and finding these particular datasets, is not trivial.

5 See http://km.aifb.kit.edu/projects/btc-2012/
6 See http://lod-cloud.net
7 See http://rdf.freebase.com/ns/m.08pbxl
8 Tested with version 2.0.9 obtained from http://librdf.org/raptor/rapper.html
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LODCache9 is an open SPARQL endpoint that is hosted by OpenLink10.
It takes a similar crawling approach as Freebase does, but the data is not
available as a datadump. Because the SPARQL endpoint enforces restrictions,
it is not possible to extract larger result sets, let alone the entire dataset,
without sacrificing completeness and correctness. In addition to the SPARQL
endpoint, LODCache also offers a text-based search engine that allows entities
to be retrieved based on a given search string.

The Open Data Communities service11 is the UK Department for Commu-
nities and Local Government’s official Linked Open Data site. It publishes
datasets as datadumps and through SPARQL and API endpoints. Although
this service supports a broad selection of protocols for accessing the data,
the number of datasets is limited and restricted to the particular domain of
eGovernment.

Finally, the Dynamic Linked Data Observatory12 [95] is a long-term experi-
ment to monitor the dynamics of a core set of 80,000 Linked Data documents
on a weekly basis. Each week’s crawl is published as an N-Triples file. This
work provides interesting insight in how Linked Data evolves over time.
However, it is not possible to easily select the triples from a particular dataset,
and not all datasets that belong to the LOD Cloud are included. Another
form of incompleteness stems from the fact that the crawl is based on URI
dereferencing, not guaranteeing that a dataset is included in its entirety (see
Section § 3.1).

§ 2.3 Portals

Linked Data portals are web services that publish indexed catalogs that
improve the findability of Linked Datasets. The Datahub13 lists a large set
of RDF datasets and SPARQL endpoints, including the famous collection of
datasets that is called the ‘LOD Cloud’. Datasets that are missing from the
Billion Triple Challenge collection are present in the Datahub catalog, and –
to a lesser extent – the other way round. This catalog is updated manually
through user input. Only the metadata of datasets is stored, but not the

9 See http://lod.openlinksw.com/
10 See https://www.openlinksw.com
11 See http://opendatacommunities.org
12 See http://swse.deri.org/dyldo/
13 See http://datahub.io
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data itself. This increases the risk of stale dataset descriptions, and results in
missing or incorrect metadata14.

vocab.cc15 [137] builds on top of the BTC dataset. At the time of writing, it
provides a list of 422 vocabularies. Access to these vocabularies is possible
through SPARQL and API endpoints. This service increases the ease of finding
and re-using existing vocabularies, but does not crawl, clean or republish
instance data.

§ 3 requirements

Poor data quality on the LOD Cloud poses great challenges to Big Data
and Semantic Web researchers, as well as to the developers of web-scale
applications and services. In practice, this means that Linked Open Data
is less effectively (re)used than it should and could be. In order to solve
this problem, we first conduct an analysis of the three main approaches
for collecting Linked Open Data, and evaluate each with respect to the
completeness of their results in Section § 3.1. We then compare the problem
of poor data quality on the Semantic Web with the problem of poor data
quality on the World Wide Web in Section § 3.2. Finally, we formulate the set
of requirements for a Semantic Web data cleaning framework in Section § 3.3.

§ 3.1 Data collection

Data collection is a difficult task on the LOD Cloud. With online sources
appearing and disappearing all the time it is inherently impossible to claim
completeness. There is also the issue of no longer being up-to-date once a
data source changes. There are alternative approaches to collect large volumes
of Linked Open Data, each with its own incompleteness issues. Here we
discuss the three main approaches for collecting large volumes of Linked
Open Data in terms of their completeness.

14 At the time of writing DBpedia links to version 3.5.1 instead of the then current version
3.9: http://datahub.io/dataset/dbpedia (12 May 2014)

15 See http://vocab.cc
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resources Resource crawlers use the dereferenceability of IRIs to find
Linked Open Data about that IRI. This approach has the following
deficiencies:

• Datasets that do not contain dereferenceable IRIs are ignored. In
a comprehensive empirical study [77] showed that 7.2% of the
crawled IRIs could not be dereferenced.

• For IRIs that can be dereferenced, back-links are often not in-
cluded [79]. Even though it is a best practice to publish the
Symmetric Concise Bounded Description (SCBD) [138] of a re-
source (i.e., a resource’s forwards and backward pointing links,
closed under blank node traversal and reification assertions), this
is not required and many publishers do not implement it. As a
consequence, even datasets that contain only dereferenceable IRIs
still have parts that cannot be reached by a crawler because they
are sources (i.e., nodes with only outgoing links).

• Even for datasets that have only dereferenceable IRIs and that
include back-links, the dataset may contain disconnect graph
components.

• Even if a dataset consists of a single graph component and con-
tains only dereferenceable IRIs whose payload is the complete
SCBD, a crawler can still never be certain that the entire dataset
has been crawled. There is no mechanism that allows complete-
ness to be verified.

endpoints Querying endpoints provides another way of collecting large
volumes of Linked Open Data. The disadvantages of this approach are
as follows:

• Datasets that do not have a query endpoint are ignored. While
hundreds of SPARQL endpoints are known to exist today, there
are millions of RDF documents.

• Many datasets that can be queried through an endpoint do so
by using a custom API and/or require an API key in order to
pose queries. These datasets cannot be accessed by an auto-
mated crawled, because they require custom code to talk to a
non-standard API, or they require the creation of an account in
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order to receive an API key (a process that is specifically intended
to keep machine agents out).

• Most SPARQL endpoints return incomplete results. While the
SPARQL standard allows result sets to be of arbitrary size, almost
all triple stores enforce limits on result set size in practice (often
10,000 rows). Clients try to work around these limitations by
issuing multiple consecutive requests in which windows over the
total result set are retrieved by using the limit (window size) and
offset keywords. Since result set limits are not advertised to the
client in a standardized and machine-readable way, completeness
is only guaranteed when a client performs (at least) two consec-
utive queries, where the offset of the second query is identical
to the result set cardinality of the first one. Unfortunately, the
practice of retrieving windows over the full result set presumes
that the underlying order of the data does not change across mul-
tiple requests. Since many datasets contain millions of solutions,
a crawler must issue hundreds of requests in sequence. Requests
cannot be performed in parallel because many servers will classify
such behavior as a Denial-of-Service (DoS) attack. There is thus a
long period of time in which the crawler can only hope that the
underlying order of the data will remain unchanged.

• Most SPARQL endpoints returns incorrect results. Because of the
need to use a shifting window in order to circumvent arbitrary
limits of retrieval size (see above), result sets are spread over
multiple reply payloads. The SPARQL specification [70] states
that blank nodes are scoped to the result set document in which
they appear. This means that whenever the same blank node
appears in two windows, it is no longer identifiable as the same
graph node.

• For practical reasons, otherwise standards-compliant SPARQL
endpoints put restrictions on the calculations that are allowed
to be performed as part of the SPARQL algebra. For example,
many triple stores limit the number of rows that can be involved
in a sorting operation or in an aggregation operation [46]. To
complicate matters, different SPARQL endpoints impose different
restrictions [33], and restrictions are not advertised to the client
(they are not part of service descriptions). This makes it difficult
to define a minimal set of features that are supported by all, or
even most, endpoints.
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• Overall, open SPARQL endpoint availability is rather low. This
is quantified by LOD Observatories like SPARQLES [33, 143] and
LODStats [8]. It has been observed that keeping an open SPARQL
endpoint up and running requires considerably more resources
than hosting a datadump [144].

datadump Downloading datadumps is a third approach for collecting large
volumes of Linked Open Data. It has the following disadvantages:

• Datasets that are not available as datadump are ignored.

• Since the same datadump can often be found on, and downloaded
from, different web locations, it is not always clear which RDF
documents belong to the same dataset and who is the original
data publisher.

• Datadumps do not expose dynamic data, since they require some
time to be generated.

From this overview it is clear that datadumps pose far fewer infrastructural
and technological hurdles. With datadumps it is also easier to ensure com-
pleteness. Still, some data may only be available as dereferenceable IRIs
and/or through SPARQL endpoints. An inclusive crawling and cleaning
approach should therefore support all three forms.

§ 3.2 Comparison to the WWW

The problem of low data quality is not unique to the Semantic Web; on the
WWW data consumers also have to deal with many quality issues. However,
on the WWW data quality is less of an issue because of the following four
reasons:

1. On the human-readable WWW, the typical data consumer is a human
being. On the machine-readable Semantic Web the typical data con-
sumer is a client application whose intelligence is significantly less
than that of an average human being. Human users can deal with
data quality issues significantly better than machine users do. For
example, if a human has to download a document whose link is ill-
formatted, the human can often come up with fallback mechanisms
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such as copying/pasting the link from plain text or looking up the
same document on a different site, maybe by using a popular search
engine that does not allow algorithmic use through an open API. On
the other hand, a machine agent can be completely lost when only
a single bracket is pointing in the wrong direction or when any of a
myriad of unanticipated irregularities occurs.

2. The original Web exhibited what Tim Berners-Lee called “direct gratifi-
cation” [21]: changing a few HTML tags in a text document immediately
resulted in a visible change in a web page. On the Semantic Web, most
data cleaning operations do not have an immediately noticeable result,
because raw data is not directly interacted with.

3. Client applications for the original Web have been optimized for
many decades to deal with common mistakes that data publishers
make. Specifically, web browsers are able to display most web pages
pretty well, even though very few web pages contain fully standards-
compliant HTML.

4. On the WWW, linking to a web page with data quality issues does
not affect the quality of the page that is linked from. On the Semantic
Web this is different: linking to someone else’s data may change the
meaning of the data from which the link is made. For example, the
description of an entity may become inconsistent simply by linking to
another data source.

§ 3.3 Requirements

Besides the obvious requirements of being syntactically correct and standards-
compliant Linked Open Data (Section § 4), we also pose additional require-
ments for how Semantic Web datasets should be serialized and disseminated.
We enumerate these additional requirements, and briefly explain why they
result in data that is more useful for Big Data researchers and Linked Open
Data developers.

easy grammar We want Linked Open Data to be disseminated in such
a way that it is easy to handle by subsequent processors. These sub-
sequent processors are often non-RDF tools, such as Pig [113], grep,
sed, and the like. Easy post-processing is guaranteed by adherence to
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a uniform data format that can be safely parsed in an unambiguous
way, allowing triples and terms to be extracted with a simple regular
expression.

speed We want to allow tools to process Linked Open Data in a speedy
way. Data document parsing may be slow due to the use of inefficient
serialization formats (e.g., JSON-LD, RDF/XML), the occurrence of
large numbers of duplicate statements, or the presence of syntax errors
that necessitate a parser to come up with fallback options.

quantity We want to make available a large number of data documents
(hundreds of thousands of them) and triples (tens of billions of them),
to cover a large subset of the LOD Cloud.

combine We want to make it easy to combine data documents, e.g., splitting
a single document into multiple ones, or appending multiple docu-
ments into a single one. This is important for large-scale data processing
approaches where data is split over multiple nodes. It also allows a
dataset to be split into chunks that are of similar size, supporting use
cases in which load job balancing is important

streaming We want to support streamed processing of triples, in such a
way that the streaming processor does not have to perform additional
bookkeeping on the processed data. Specifically, a streamed processor
should be required to maintain a history of statements observed only for
determining whether or not the same statement was observed before.

completeness The data must be a complete representation of the input
dataset. This can only be guaranteed to the extent at which the original
dataset is standards-compliant.

§ 4 operationalization of the five star model

This section gives an operationalized interpretation of the first four stars
of the famous five star model of Linked Open Data publishing [19]. By
specifying what is wrong with data that does not meet these operationalized
data publishing criteria, we can make a detailed overview of the sorts of
quality issues that we find in data on the web, and of ways in which they
can be cleaned by automated means. We here enumerate these first four
principles:

27



scaling data cleaning to the web

Principle 1 (?). Make data available on the web (in whatever format) but with an
open license.

Principle 2 (??). Make date available as machine-readable structured data.

Principle 3 (? ? ?). As Principle 2, plus make sure the data has a non-proprietary
format.

Principle 4 (? ? ??). As Principle 3, plus the use of open standards to identify
things, so that people can point at data items.

Our goal is to make this model concrete enough so that it can be implemented
(Section § 5) and so that conformance can be quantified on a per-dataset
basis.

§ 4.1 Availability

In order to operationalize Principle 1 we need to make some of the terms that
appear in it more explicit. We quality being on the web in terms of datadumps
(Section § 3.1), i.e., being retrievable as a document on the Internet. We
restrict ourselves to those parts of the Internet that are publicly accessible,
i.e., without requiring authentication, over TCP/IP by using a standardized
Internet protocol (currently limited to HTTP(S)). For practical purposes,
we start out with those datadumps for which online access locations can
readily be found. However, our approach is not restricted to easily findable
datadumps, since arbitrary datadumps and datadump locations can be added
manually (Section § 5).

In addition, there are various aspects to making data available (Principle 1)
on the web. Availability of a document for a machine agent means that the
agent is able to (1) locate the document, (2) find the host that disseminates the
document by connecting to it, and (3) retrieve the document from the host.
We will discuss each of these in turn.

Locatability

A document is universally locatable if there exists a resource locator that
denotes the document’s location and this locator can be readily found by
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a machine agent. Resource locators have to be supplied to the agent. This
cannot always be done in an automated way. In the absence of a Semantic
Web Search engine that has decent coverage, we must resort to a hand-curated
catalog of resource locators for the automated agent to use (Section § 5).

URIs are used as document locators. URIs identify a resource via a represen-
tation of its primary access mechanism or scheme and its network location
that can be accessed using standardized operations defined for that scheme
[105]. Some URI strings do not parse according to the RFC 3986 grammar [22].
Some URI strings parse per RFC 3986, but do not have an IANA-registered
scheme16, or the file scheme which is host-specific and cannot be used for
locating documents on the web.

An RDF document is locatable if it has a URIs that parses per RFC 3986 (after
IRI-to-URI conversion) and that has an IANA-registered scheme that is not
host-specific.

Findability

Findability of the location presupposes that the location exists and that there
is some apparatus residing at that location that is able to serve representations
of the document located there. Existence is a transient notion on the web:
locations go in and out of existence continuously.

For URIs that are grammatically correct an automated agent is able to verify
whether there exists a host authority at the location denoted by the URI. As
with the Web of Documents, host authorities do not always exist, resulting
in a “host not found exception”. Once a host authority is found, it has to
accept a connection with the automated agent. Only when a connection
is established can the agent send its request to the authority. The agent
and authority both have to maintain the connection for the duration of the
subsequent request/response-interaction.

Retrievability

The ability of the apparatus at the findable location to serve representations of
the document consist of (a) it being responsive to requests by external agents,

16 See http://www.iana.org/assignments/uri-schemes/uri-schemes.xhtml
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(b) its ability to interpret requests based on the standardized communication
protocol that is indicated in the universal locator (e.g., the ‘scheme’ part of
a URI), and (c) its ability to respond to a correctly formulated request in a
reply that is itself correctly formulated according to the same communication
protocol (e.g., HTTP).

Once a reliable connection between agent and host is established for the
duration of a communicative interaction, the agent is able to send a request in
one of the standardized Internet communication protocols. Specifically, our
operationalization assumes communications over HTTP(S).

Various things can go wrong in formulating the request and in replying to it.
This results in various status codes that denote different problems that cause
the communication to be ineffective.

With respect to retrievability, we exclude those cases in which it is necessary
to authenticate and/or use a non-automated way of retrieving representations
of the resource. This explicitly excludes content for which a form has to be
filled in, a custom API call has to be made, or an account has to be created by
a human user in order to gain access.

§ 4.2 Open license

We operationalize the requirement of being made available under an open
license (Principle 1) as being made available under a license that is defined
by the Open Data Commons17 [109], and that is compliant with either the
Open Knowledge Foundation’s Open Definition18 or with the Open Source
Initiative’s Open Source Definition19 [128], or both.

As existing research points out [78], the vast majority of Linked Datasets
(> 95%) do not specify any licensing conditions in the data itself. When given
a URI pointing to a data document, we look for licensing information in that
data document. When given a URI that points to an archive file containing
multiple files, we look for licensing information in a VoID file.

17 See http://opendatacommons.org/
18 See http://opendefinition.org/od/
19 See http://opensource.org/license
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The open license has to apply to all aspects of the RDF document. This
includes its archive format (e.g., TAR is open but RAR is not), its compression
format (e.g., GNU Zip is open but RAR is not), and its data serialization
format (e.g., Turtle is open but binary export formats supported by various
commercial triple stores are not).

§ 4.3 Structured or unstructured

We operationalize structured data (Principle 2) as a gradient: the structuredness
of data is characterized by the set of relational operators that are supported
by the common implementations of query languages over that data. The
appeal to common implementations is needed to rule out exotic cases such as
the application of set operators on image data. This operationalization is
difficult to put into practice, due to the variety of relational operators and
the absence of a formal definition of when such an operator is considered
common. Still this interpretation allows us to distinguish between an Excel
table and an image of the same table, since the former allows more queries to
be performed than the latter (e.g. the ordering of the rows by the values in
the first column; the summation of the values in the respective columns).

§ 4.4 Non-proprietary formats

With respect to the notion of non-proprietary (Principle 3) we have not found
an authoritative source that enumerates which formats are proprietary and
which are not. Such a source is not even available for the subset of the IANA-
registered Media Types [90]. We therefore interpret the proprietary nature
of structured data formats based on common knowledge that is available on
the web. We list the 4 ways in which we can usually check for a document’s
Media Type:

• The value of a metadata property that denotes the Media Type and that
is part of the RDF document itself.

• The Media Type in the HTTP Content-Type response header, received
upon downloading the RDF document.
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Media Type Standardized (X) RDF-specific (X)
or de-facto (7) or not (7)

application/n-quads X X

application/n-triples X X

application/rdf 7 X

application/rdf+turtle 7 X

application/rdf+xml X X

application/rss+xml X 7

application/trig X X

application/turtle 7 X

application/x-trig 7 X

application/x-turtle 7 X

application/xhtml+xml X 7

application/xml X 7

text/html X 7

text/n3 X X

text/rdf 7 X

text/rdf+n3 7 X

text/rdf+xml 7 X

text/turtle X X

text/xml X 7

application/x-gzip X 7

Table 1: The Media Types that are used to identify RDF documents.

• The file extension of the file or, in the case of an archive, entry name of
an RDF document.

• A parse of the beginning of the document against the following stan-
dardized RDF serialization formats: JSON-LD, RDFa, RDF/XML, Turtle,
TriG, N-Triples and N-Quads.

We have extended the list of IANA-registered Media Types with ones that
we have found to be used in practice for denoting Linked Data documents.
This includes Media Types that are specified in RDF serialization standards
but that are not registered with IANA, deprecated Media Types that used to
be standardized but have by now been replaced, and Media Types that have
never been standardized but that are often used in practice (these can, for
instance, be found by looking at the HTTP Accept headers that are sent out
by LOD crawlers). The full overview is given in Table 1.
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§ 4.5 Compliance to open standards

In order to operationalize the use of open standards (Principle 4), we quantify
by the number of syntax errors that occur when parsing a data file with a
standards-compliant parser. In practice it is not easy to find parsers that are
fully standards-compliant, and parsers differ on the number of errors they
check for and emit.

We use SWI-Prolog’s Semweb library [147] for parsing the RDF documents
in order to check for their syntactic correctness. The number of triples that
can be loaded from an RDF document often turns out to be very different
from the number of triples that is reported in the metadata about that RDF
document.20

§ 4.6 Overview

Based on the operationalization described above, we are able to identify the
following quantifiable culprits for machine access to RDF documents:

• A given locator string does not parse according to the URI grammar.

• A parsed URI locator string does not contain an IANA-registered
scheme.

• A parsed URI locator string contains the file scheme, which does not
denote a universally unique location.

• The host that is denoted by a URI’s authority component cannot be
found on the web.

• The host can be found, but refuses the client to make a TCP connection
with it.

• The host can be found, but a TCP connection is neither refused nor
accepted.

20 Unfortunately, most contemporary visualizations of the LOD Cloud makes use of
these metadata values that are known to often be incorrect.
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• A TCP connection is established, but is broken off during subsequent
communication.

• The host is redirecting the connecting agent indefinitely.

• The host encounters an error before finishing the reply (e.g., a 5xx code
for HTTP).

• No license information, neither in the metadata description nor in the
data itself, can be found.

• A license string is found, but cannot be mapped to a license that occurs
in the Open Data Commons license description set.

• A license string is recognized, but denotes a license that is not open.

• The content type of the retrieved document is not set.

• The content type of the retrieved document is set, but does not map to
a Media Type that is registered by IANA (and is also not one of the de
facto used Media Types that are listed in Table 1).

• The content type of the retrieved document can be mapped to an
IANA-registered Media Type, but that Media Type does not denote
RDF data.

• An RDF document is retrieved, but no triples can be read from it.

• An RDF document is retrieved and some triples are read, but some
syntax errors occur as well.

• An RDF document is retrieved, some triples are read, and no syntax
error occurs.

§ 5 implementation: lod washing machine

In Section § 3.3 we have described the requirements that Linked Data should
fulfill in order to be more useful in practice. In Section § 4 we gave a detailed
interpretation of the first four starts of the five star model for Linked Open
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Data publishing. In this section we make the aforementioned requirements
concrete in such a way that they can be automatically applied to dirty Linked
Datasets. These concretizations have been implemented in our LOD Washing
Machine21.

step a : collect uris that denote datadumps In Section § 3.1 we
have discussed the problems of existing approaches for collecting
Linked Open Data. The LOD Washing Machine is agnostic with respect
to which data collection approach is followed: (1) When given a deref-
erenceable URI the LOD Washing Machine performs resource-based
retrieval. (2) When given a SPARQL query encoded inside a URI the
Washing Machine performs a SPARQL request. (3) When given a link
to a datadump the Washing Machine downloads that datadump.

Before a data wash can be started, some dirty data is needed to fill
the LOD Laundry Basket with: a seedlist of URIs. The LOD Washing
Machine does not completely automate the process of obtaining an
initial seedlist. There are four reasons for this. Firstly, catalogs that
collect metadata descriptions must often be accessed by website-specific
APIs (e.g., the CKAN API). Secondly, standards-compliant metadata de-
scriptions are stored at multiple locations and cannot always be found
by web search operations that can be automated. Thirdly, metadata de-
scriptions of datasets, whether standards-compliant or catalog-specific,
are often outdated (e.g., pointing to an old endpoint or a download
location that no longer exists). Finally, many datasets are not described
anywhere and require someone to know the server location where the
data is stored.

Because of these reasons, the LOD Washing Machine relies on catalog-
specific scripts that collect seed URIs for washing. An example of such
a catalog is Datahub, which contains registrations for many Linked
Open Datasets, including those belonging to the original LOD Cloud.
The Datahub web service runs on an instance of CKAN22, an open data
management system that defines a web-based API for accessing dataset
metadata.

This means that URIs that are not included in a LOD catalog or portal
are less likely to be washed by the LOD Washing Machine. To overcome
this limitation, we have added several seed points by hand for datasets

21 Code available at https://github.com/LOD-Laundromat/LOD-Laundromat
22 See http://ckan.org
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that we know reside at specific server locations. In addition, anyone
can queue washing jobs by adding seed URIs to the LOD Laundry
Basket through the LOD Laundromat website.

URI strings that do not parse according to RFC 3986 are removed from
the seedlist early on (Section § 4.1). If an non-conformant URI string is
entered through the LOD Laundry Basket’s web form an error message
is displayed immediately.

step b : connect to the hosting server When processing the list of
URIs from the previous step, we must be careful with URIs that contain
the same authority component, since they are likely to reside at the
same server. In practice, many servers do not accept multiple (near)
simultaneous requests from the same IP in order to defend against
Denial-of-Service (DoS) attacks. In order to avoid this situation, the
LOD Washing Machine groups URIs with the same authority and
makes sure they get processed in sequentially, and not in parallel.

At the level of TCP/IP, not all URI authorities denote a running server
or host. Some running servers do not react to requests (neither reject
nor accept), and some actively reject establishing a connection. Some
connections that are established are broken off during communication
(Section § 4.1).

step c : communicate with the hosting server Once a connection
has been established over TCP/IP, the LOD Washing Machine sends
an HTTP request with SSL verification (for secure connections) and
an Accept header that includes the RDF Media Types enumerated in
Table 1 (Section § 4.4). Some requests are unsuccessful, receiving either
a server error (5xx), existence error (404), or permission error (403).
Some requests are unsuccessful due to redirection loops or due to
indefinite redirection chains.

step d : unpack archived data Many Linked Datasets are contained in
archives. The LOD Washing Machine supports the archive filters and
formats that are supported by library libarchive23. The LOD Washing
Machine accesses archives in a stream and opens additional streams
for every archive entry it contains. Since archive entries can themselves
be archives, this procedure is nested, resulting in a tree of streams. The
root node of the tree is the stream of the original archive file, the leaf

23 See http://www.libarchive.org
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nodes are streams of non-archived files or ‘entries’, and the other non-
leaf nodes are streams of intermediate archived files. Some archives
cannot be read by libarchive, resulting in an exception.

step e : guess encoding The format we use to store clean data files in
uses UTF-8 encoding. There are sill many dirty datasets online that do
not use Unicode encoding but, for example, Latin-1 encoding instead.
We try to detect the encoding in the following three ways:

1. If a byte order mark (BOM) appears at the beginning of the stream
then it is interpreted and the encoding it denotes is set.

2. If no BOM appears at the beginning of the stream and the first
1,000 codes can be parsed as the beginning of an XML file [31, 30],
a XML parser looks whether the encoding attribute of the XML
declaration clause (production rule XMLDecl) is present.

3. If neither the BOM nor an XML declaration encoding is found, the
external program uchardet24 is used to guess the encoding based
on the first 1,000 codes in the stream.

To simplify processing of the data in subsequent steps, we recode the
stream from the identified encoding to UTF-8. For this we use the
external program iconv25.

step f : guess serialization format Based on the previous steps, we
now have a tree of streams, whose leaf nodes contain sequences of
UTF-8 characters. In order to parse these sequences of characters we
need to know which grammar a stream is formatted in.

There are various ways in which the RDF serialization format of a
character stream can be assessed. The most reliable way is to parse
the entire stream using each of the RDF serialization parsers, and
take the one that emits the least syntax errors and/or reads the most
valid RDF statements. Unfortunately, parsing every dataset with every
parser is inefficient (CPU) and requires either local storage of the whole
stream on file (disk space) or multiple downloads of the same stream
(bandwidth).

24 See https://www.freedesktop.org/wiki/Software/uchardet/
25 See https://www.gnu.org/software/libiconv/
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The standardized RDF serialization formats can be split into the fol-
lowing three categories: XML-like (RDF/XML and RDFa), JSON-like
(JSON-LD), and Turtle-like (Turtle, TriG, N-Triples, and N-Quads). The
distinction between these three categories can be reliably made by only
looking at an initial segment of the character stream. Also notice that
every valid Turtle document is also a valid TriG document, and every
valid N-Triples document is both a valid Turtle and a valid N-Quads
document. This implies that for Turtle-like streams we only need to
distinguish between TriG and N-Quads.

The LOD Washing Machine tries to keep its hardware footprint low
and is able to reliably guess the RDF serialization format of a stream
based only on a first chunk of that stream. Using a look-ahead function
on the stream, the LOD Washing Machine can use the first bytes on that
stream without consuming those bytes (a practice called ‘peeking’). The
number of bytes available in the look-ahead is the same as the stream
chunk size that is used for in-memory streaming of HTTP payloads.
In practice we have found that a peek size of 1K characters suffices
in the majority of cases. For the remaining cases the LOD Washing
Machine takes increasingly larger peeks: 2K, 4K, and 8K characters. In
practice, we have found that the RDF serialization format can always
be determined based on the first 1K-8K characters.

For XML streams, the difference between RDF/XML and RDFa can be
made early on because RDF/XML is required to declare the XML name-
space for RDF. Theoretically speaking, this will not work in cases where
the XML file starts with XML comments that together are longer than
the maximum peek size (8K characters in the current implementation).
(But we have never found such a document.)

For streams in the Turtle category, we need to distinguish between TriG
and N-Quads. Any occurrence of one of the following productions
within the first 8K characters is sufficient for determining that a stream
is formatted in TriG and not in N-Quads:

• Base IRI declaration: @base

• Prefix declaration: @prefix

• Relative IRI: <no-colon>

• RDF type abbreviation: a
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• Quadruple starting with the named graph: <named-graph> {

• Implicit datatype for an XSD Boolean, decimal, double, or integer
literal: e.g., true instead of "true"ˆˆxsd:boolean

• Predicate list notation: <s> <p1> <o1> ; <p2> <o2>

• Object list notation: <s> <p> <o1> , <o2>

• Single single quoted, triple single quoted, or triple double quoted
literal: '...', '''...''', or """..."""

• Unlabeled blank node: [<p1> <o1>] <p2> <o2>

• RDF collection: <s> <p> (<o1> <o2>)

In addition, any occurrence of the following production within the first
8K characters is sufficient for determining that a stream is formatted in
N-Quads and not in TriG:

• Quadruple ending with the named graph: <s> <p> <o> <g>

Only if the first 8K characters contain triples in the notation <s> <p>
<o> exclusively, are we unable to distinguish between TriG and N-
Quads. For example, in the following document only the last line gives
away that this is a TriG document:

<s1> <p1> <o1>
...
<sn> <pn> <on>
<g> { <s> <p> <o> }

For those streams that can be formatted in either TriG or N-Quads, we
use the extension of the file name (if any), the extension of the entry
name (for archives), and the value of the Content-Type header in the
HTTP response message (if present) to decide on one format or the
other. For example, if the file extension is .ttl.gz or the content type
is application/trig we will use the TriG parser. If neither of these
methods applies we choose N-Quads, because N-Triples/N-Quads
files that only contain triples in their first 8K characters are more
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common than Turtle/TriG files that use none of the above enumerated
productions in the first 8K characters.

Summarizing, the above approach allows the LOD Washing Machine
to parse its inputs only once, in a fully streamed pipeline, without
storing intermediary results to disk, resulting in a relatively modest
consumption of hardware resources.

step g : parse according to the determined rdf serialization

The LOD Washing Machine parses the whole file using standards-
conforming grammars. For this it uses the parsers from the Semweb
library [148]. This library passes the RDF 1.1 test cases and has been
actively used in Semantic Web research and applications for over a
decade. Using this library, the LOD Washing Machine is able to rec-
ognize different kinds of syntax errors and recover from them during
parsing.

We enumerate some of the most common syntax errors the LOD Laun-
dromat is able to identify:

• Bad encoding sequences (e.g., non-UTF-8).

• Undefined IRI prefixes.

• Missing end-of-statement characters between statements (i.e., ‘tri-
ples’ with more than three terms and ‘quadruples’ with more
than four terms).

• Non-escaped, illegal characters inside IRIs.

• Newlines in literals in N-Triples/N-Quads (only allowed in Turtle/TriG).

• Missing or non-matching end tags (RDF/XML).

• End-of-file occurrence within the last statement (probably due to
a mistake made while splitting files).

• IRIs that no not occur between angular brackets (Turtle category
formats).
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The LOD Washing Machine reports each syntax error it comes across.
For data that contains syntax errors, there is no formal guarantee that a
one-to-one mapping between the original file and the cleaned sibling
file exists. This is an inherent characteristic of dirty data and the
application of heuristics in order to clean as many stains as possible. In
the absence of a formal model describing all the syntactic errors that
can be made, recovery from arbitrary syntax errors is more of an art
than a science. We illustrate this with the following example:

ex:a1 ex:a2 $"" ex:b1 ex:b2 ex:b3 .
ex:c1 ex:c2 ex:c3 .
...
ex:z1 ex:z2 ex:z3 .

""" .

A standards-compliant RDF parser will not be able to parse this piece
of syntax and will give a syntax error. A common technique for
RDF parsers is to look for the next end-of-statement indicator (in
this case: the dot at the end of the first line), and resume parsing from
there on. This results in parsing the collection of triples starting with
〈rdf:c1, rdf:c2, ex:c3〉 and ending with 〈rdf:z1, rdf:z2, ex:z3〉. The
triple double quote that occurs at the end of the code sample will result
in a second syntax error.

However, very different results may be obtained when different heuris-
tics are used. Alternatively, by using minimum error distance, the
syntax error is recovered by replacing the dollar sign with a double
quote sign. This results in a single triple with an unusually long, but
standards-compliant, literal term.

step h: de-duplicate rdf statements The LOD Washing Machine writes
all and only correctly parsed statements to a clean output file. After the
input stream has been fully processed, the output file is sorted, while
at the same time removing all duplicate statements.

Besides character-for-character equivalence, our notion of duplicate
statements in the output format includes three non-trivial equivalence
closures over serialized statements. Firstly, source data statements that
only differ in their use of white space (including newlines) and/or com-
ments outside of lexical forms are considered syntactically equivalent.
Secondly, statements that only differ in the use of RDF aliases for IRI
prefixes, and other format-specific abbreviation mechanisms such as
the use of the letter ‘a’ to denote the RDF type relation, are considered
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syntactically equivalent. Thirdly, literals that would ‘round-trip’ to the
same canonical lexical form are considered syntactically equivalent as
well. Whether or not two distinct lexical forms map onto the same
canonical lexical form depends on their associated datatype. For ex-
ample, the lexical expressions "0.1" and "0.10000000009" map to the
same floating-point number (datatype IRI xsd:float), but to different
decimal numbers (datatype IRI xsd:decimal).

Our output format is chosen to support a wide range of data processing
scenario’s (Section § 3.3) by exhibiting the following features:

statements are lines A one-to-one mapping between RDF state-
ments and file lines is ensured. This allows the end-of-line charac-
ter to be used in subsequent processing, such as pattern matching,
e.g., by using simple regular expressions in grep, and parsing.
This also means that data documents can easily be split at any
newline character without running the risk of splitting in-between
triples. Furthermore, the number of statements in an RDF doc-
ument can be easily and reliably determined by counting the
number of lines in a file, e.g., by using the GNU word-count
command wc -l.

no header information No header information is present. Ex-
amples of header information are encoding information, base
URI declarations, and IRI prefix declarations. Having no header
information makes it easy to stream data, because the first part of
a file is not treated in a special way. It also allows larger files to
be split into smaller parts, as well as smaller files to be arbitrarily
combined into larger ones, without having to copy or re-generate
the header part.

no blank nodes Output files are guaranteed to be free of blank
nodes. Blank node labels cause many problems in practice be-
cause they are not universally unique but scoped to the graph or
document in which they occur. (The blank node label scope is
not even specified in RDF 1.1 [75], and can be either the scope of
the graph or the scope of the document.) For example, smaller
data files cannot be simply concatenated into larger ones since
this requires blank node relabeling. It also makes it difficult to
open data streams for results that originate from multiple data
documents, since blank node relabeling has to be applied in that
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case as well. The maintenance of blank node relabeling requires a
state to be maintained while streaming.

sorting The statements within a document are sorted lexicograph-
ically. This allows post-processing tools to optimize for the fact
that data is streamed in a specific order. For example, statements
describing the same subject term always appear in sequence.

uniqueness Because of de-duplication, the same statement never ap-
pears twice within the same output document. Since RDF graphs
are defined as sets of triples, identical statements within the same
document do not encode additional information according to the
standard model-theoretic semantics. The same statement in differ-
ent documents, or in different graphs within the same document
is preserved, since such statements do encode additional infor-
mation. For example, the same statement can be supported by
multiple organizations, or the same fact can be known by multiple
people.

From the existing serialization formats, N-Quads comes closest to
these requirements. Additionally, we have to restrict the standard N-
Quads format so that it excludes (1) superfluous white space (only one
space between terms that appear within a statement and one space
before the end-of-statement character), (2) superfluous newlines (exactly
one newline after each end-of-statement character and no unescaped
newlines inside lexical forms), and (3) comments (none at all).

All occurrences of blank nodes are replaced by well-known IRIs26,
in line with the RDF 1.1 specification27. Effectively, this means that
blank nodes are interpreted as Skolem constants, not as existentially
quantified variables. The Skolem constant is an IRI that is based on the
URI that was used to stream the RDF data from, thereby making it a
universally unique name at the onset of the data cleaning process.28

The clean data documents are also compressed using GNU Gzip to
save disk space.

26 See https://tools.ietf.org/html/rfc5785
27 See http://www.w3.org/TR/2014/REC-rdf11-concepts-20140225/

#section-skolemization
28 When a new file is disseminated at the same URI at a later point in time, the same

Skolem constant may be used to denote a different blank node. Using skolemization,
this becomes an instance of the generic problem that IRIs can denote different things
at different times, as the data document is updated.
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step i : void closure For each statement that is written to a clean data
output file, the LOD Washing Machine performs a quick check as to
whether it denotes the download location of a new source data file that
is not yet present in the seedlist. For example, the VoID vocabulary
allows online datadumps to be denoted by the void:dataDump property.
These links are added to the LOD Laundry Basket for later processing.
Since some datasets describe other datasets (so-called metadatasets),
this process results in a much extended coverage of the LOD Cloud.

step j : store scraping & cleaning metadata Since we want to in-
centivize the dataset creators to improve data over time, to bring it
more in adherence with data publishing guidelines, we keep track of
all the mistakes that are enumerated in Section § 4.6. The mistakes
(if any) are asserted together with some basic statistics about the data
(e.g., the number of clean triples and the number of bytes processed)
into a publicly queryable metadata graph. For syntax errors we include
the line and column number at which the error occurred, relative to
the original file or archive entry. This makes it easy for the dataset
maintainers to improve their data and turn out cleaner in a next wash.
Metadata descriptions are automatically overwritten by future crawls
of the dataset.

Each individual LOD Washing Machine gives a tabular overview of the results
of the data cleaning tasks it has performed (Figure 1). Each LOD Washing
Machine is able to store the scraping and cleaning metadata it generates into
an external triple store (using the SPARQL Update protocol). This makes it
possible to combine multiple Washing Machines into a single Laundromat.

§ 6 the lod laundromat web service

A collection of LOD Washing Machines (Section § 5) is combined into one
web service called LOD Laundromat29. This web service consists of several
components. Firstly, the LOD Laundry Basket (Section § 6.1) allows a collection
of Washing Machines to take cleaning jobs from the same seedlist. Secondly,
the LOD Wardrobe (Section § 6.2) is where datasets that are cleaned by one
of the Washing Machines are ironed and folded and made available for data
consumption. Thirdly, the metadata that is generated by the LOD Washing
Machines is exposed through a single SPARQL endpoint (Section § 6.3).

29 See http://lodlaundromat.org
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Figure 1: A part of the table that is generated by one LOD Washing
Machine. Each row in the output table shows the results of
retrieving and processing a single RDF document. Each row
in the table corresponds to a dataset. Each column in the table
performs a task that either succeeds (green) or that leads to
one of quality culprits enumerated in Section § 4.6. Column
shows the results of downloading, column 2 shows the results
of archive unpacking, column 3 shows the number of bytes
that could be read, and column 4 shows basic statistics that
quantify how much RDF data could be parsed.
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Finally, several visualizations that are the result of SPARQL queries over the
metadata collection are included. These visualizations show LOD Cloud-wide
properties that emerge from the cleaned data (Section § 6.4).

§ 6.1 LOD Laundry Basket

In order to extend our collection of datasets over time, users can add new
seed URIs to the LOD Laundry Basket. Seed URIs either point to a VoID
description that describes datadump locations, or to a datadump location
directly. Seed locations can be added through a web form, a Dropbox plugin,
or an HTTP request.

§ 6.2 LOD Wardrobe

The LOD Wardrobe (Figure 2) is where the cleaned datasets are disseminated
for human data consumers. The data documents are listed in a table that can
be sorted according to various criteria (e.g., the number of statements). For
every data document, a row in the table includes links to both the old (dirty)
and new (cleaned) data files, as well as a link to the metadata that has been
generated while processing that document. Furthermore, it is easy to filter
the table based on a search string and multiple rows from the table can be
selected in order to download multiple files at the same time.

§ 6.3 SPARQL endpoint

The LOD Washing Machines that run within the LOD Laundromat all send
their crawling and cleaning metadata to the same SPARQL endpoint by using
the SPARQL Update protocol. For this we use the Open Source version of
Virtuoso, developed by OpenLink, together with the YASGUI SPARQL editor
and result set visualizer [124]. From this endpoint all metadata collected
during the scraping and cleaning process is made publicly available30. The
metadata that the LOD Wardrobe publishes is updated whenever new cleaned
laundry comes in.

30 See http://lodlaundromat.org/sparql
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Figure 2: The LOD Wardrobe is available at
http://lodlaundromat.org/wardrobe

§ 6.4 Visualizations

Besides access to the datasets, the LOD Laundromat also provides real-time
visualizations of the crawled data31. These visualizations are small JavaScript
widgets that use SPARQL queries on the metadata SPARQL endpoint and
show LOD Cloud-wide properties that emerge from the cleaned data.

For illustrative purposes, we include a snapshot of such a widget in Figure 3.
For a small collection of 1,276 cleaned documents (containing approximately
2 billion triples) this widget shows the serialization format that was used
to parse the original file. The majority of documents from this collection,
59.2%, are serialized as RDF/XML. Turtle and RDFa amount to 29.5% and
6.7% respectively. Only 4.4% of source documents are serialized as N-Triples.

As another example of the kinds of queries that can be performed on the
SPARQL endpoint, we take the HTTP Content-Length header. Values for
this header are often set incorrectly. Ideally, a properly set Content-Length

31 See http://lodlaundromat.org/visualizations
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XML (59.2%)

Turtle (29.5%)

RDFa (6.7%)
NTriples (4.4%)

TOTAL

1,276
documents

Figure 3: Overview of the serialization formats of 657,902 RDF docu-
ments.

header would allow data consumers to retrieve data more efficiently, e.g., by
load-balancing data depending on the expected size of the response. However,
our results show that 32% of the documents return an invalid content length
value, thereby showing that in practice it is difficult to reliably make use of
this property.

§ 7 conclusion

Existing research shows that much Linked Open Data does not comply with
current standards and best practices. To deal with this issue, we have (1)
presented an operationalization of the quality issues for LOD publishing, (2)
an implementation of this operationalization called LOD Washing Machine,
and (3) a data cleaning and republishing web service called LOD Laundromat.
Together these provide a uniform way of publishing other peoples’ dirty data.

Using LOD Laundromat, we publish standards- and guidelines-compliant
datasets that are siblings of existing, idiosyncratic datasets. LOD Laundromat
implements a Linked Data cleaner that continuously crawls for additional
datasets; the amount of data that we publish (38 billion statements at the
time of writing) already surpasses that of existing data collections, such as
the Billion Triple Challenge. In addition, the LOD Laundromat publishes
metadata for every cleaned document on a publicly accessible website, and
through machine-accessible web services. Because anybody can drop their
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dirty data in the LOD Laundry Basket, the coverage of the LOD Laundromat
will increase over time.

All datasets are published in a very simple form of N-Quads, which makes
it easy for post-processing tools to parse, possibly in a stream. By using
the LOD Laundromat, data consumers do not have to worry about different
serialization formats, syntax errors, encoding issues, or duplicates. In doing
so, LOD Laundromat acts as an enabler for Big Data and Semantic Web
research, as well as a provider of data for web-scale applications.

LOD Laundromat does not yet clean documents that are formatted in JSON-
LD [136]. JSON-LD seems to be primarily used for data interchange, but
some people seem to use it as a storage format as well.

Since most datasets do not publish their licensing conditions in a machine-
interpretable format (if at all), LOD Laundromat may include datasets that are
not allowed to the republished. The long-term solution for this is to make it
easier to publish licensing conditions together with the data, and to stimulate
data publishers to make use of them, e.g., by making it easier (or required) to
specify licensing conditions in popular data catalogs.

The most common question we have received is whether we can store multiple
versions of the LOD Cloud over time. This would indeed enable new forms of
research into the evolution of the Semantic Web over time. Because the data
collection quite large, we can only do this if we would calculate the delta’s
between versions. While research on the topic of calculating delta’s for RDF
data exist, we have not yet been able to put this into practice.
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3
S C A L I N G Q U E RY I N G T O T H E W E B

This chapter is based on the following publication:

• L. Rietveld, R. Verborgh, W. Beek, M. Vander Sande, S. Schlobach.
“Linked Data-as-a-Service: the Semantic Web Redeployed.” In: Extended
Semantic Web Conference, pp. 471-487 [127].

Ad-hoc querying is crucial to access information from Linked Data, yet
publishing queryable RDF datasets on the Web is not a trivial exercise. The
most compelling argument to support this claim is that the Web contains
hundreds of thousands of data documents, but only 557 queryable SPARQL
endpoints. Even worse, the SPARQL endpoints we do have are often unstable,
do not comply with the standards, and differ in the subset of features that
they support. In other words, hosting datadumps is easy, but publishing
Linked Data via a query endpoint is still difficult.

In this chapter, we combine the large-scale Linked Data publication framework
described in Chapter 2 with a low-cost server-side interface that is based on
Linked Data Fragments (LDF) and Header Dictionary Triples (HDT) in order
to bridge the gap between the web of downloadable datadumps and the web
of live query endpoints. To demonstrate the viability of this approach, we
made 657,902 queryable endpoints available through our LOD Laundromat
web service. Together these endpoints expose 38,606,408,854 atomic ground
statements.

Because it is still difficult to search this large number of endpoints, e.g.,
based on a given term or namespace of interest, we also introduce Frank, a
command-line interface to the collection of endpoints that is optimized for
running large-scale Semantic Web experiments and stress-testing Linked Data
applications.
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§ 1 introduction

In 2001 the Semantic Web promised to provide a distributed and hetero-
geneous data space, like the original World Wide Web, that could at the
same time be used as a machine-readable web services platform [23]. Data
publishers would open up their knowledge for arbitrary and unanticipated
reuse by data consumers. Intelligent agents would navigate this worldwide
and heterogeneous data space in order to perform intelligent tasks. Although
many advances have been made in the meantime as well, fifteen years later
this promise remains largely unmet.

When we look at empirical data about the rudimentary infrastructure of
the Semantic Web today, we see multiple problems: millions of data docu-
ments exist that potentially contain information that is relevant for intelligent
agents. However, only a tiny percentage of those data documents can be
straightforwardly used by software clients. Typically, online data sources
cannot be consistently queried over a prolonged period of time, so that no
commercial web service would dare to depend on general query endpoint
availability and consistency. In practice, Semantic Web applications run lo-
cally on self-deployed and centralized triple stores that host data that has
been integrated and cleaned for a specific application or purpose. Meanwhile,
the universally accessible and automatically navigable online LOD Cloud
remains structurally disjointed, unreliable, and – as a result – largely unused
for building the next generation of large-scale web solutions.

The problem here is sustainability. Firstly, while it is technically possible to
publish data in a standards-compliant way, many data publishers are unable
to do so. Secondly, while it is technically possible to pose structured live
queries against a large dataset, this is prohibitively expensive in terms of both
engineering effort and hardware support.

Take for example the concept of federation, in which a query is evaluated
against multiple datasets at the same time. According to the original promise
of the Semantic Web federation is crucial, since it allows an automated agent
to make intelligent decisions based on an array of knowledge sources that
are both distributed and heterogeneous. In practice, however, federation is
difficult [108] since most datasets do not have a live query endpoint; the few
query endpoints that do exist often have low availability; the few available
live query endpoints sometimes implement constrained APIs which makes it
difficult to guarantee that queries are answered in a consistent way and with
consistent performance.
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We have performed a very large-scale redeployment of the LOD Cloud that
makes the Semantic Web queryable on an unprecedented scale, while re-
taining its originally defined properties of openness and heterogeneity. We
provide an architecture plus working implementation which allows queries
that span a large number of heterogeneous datasets to be performed. The
working implementation consists of a full-scale and continuously updating
copy of the LOD Cloud as it exists today. This complementary copy can
be queried by intelligent agents, while guaranteeing that an answer will be
established consistently and reliably. We call this complementary copy Linked
Data-as-a-Service (LDaaS).

LDaaS was created by tightly combining two existing state-of-the-art ap-
proaches: the LOD Laundromat and Linked Data Fragments (LDF). While
the integration itself is straightforward, we show that its consistent execution
delivers a system that is able to meet a wide-spanning array of requirements
that have not been met before in both width and depth.

This chapter is organized as follows: Section § 2 gives an overview of the
core concepts and related work. Section § 3 details the motivation behind
LDaaS. Section § 4 specifies the architecture and design of LDaaS, which is
evaluated in Section § 5. Section § 6 concludes.

§ 2 core concepts & related work

This section presents the core concepts that we will use in later sections, as
well as the related work on which we build.

§ 2.1 Web Interfaces to RDF Data

In order to characterize the many possibilities for hosting Linked Datasets
on the web, Linked Data Fragments (LDF) [144] was introduced as a uniform
view on all possible web APIs to Linked Data. The common characteristic
of all interfaces is that, in one way or another, they offer specific parts of a
dataset. Consequently, by analyzing the parts offered by an interface, we can
analyze the interface itself. Each such part is called a Linked Data Fragment
which consists of the following three components:
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data Statements from a dataset that match an interface-specific selector.

metadata Statements that describe the fragment;

controls Hyperlinks and/or hypermedia forms that lead to other data
fragments.

The choices made for each of the three elements influences the functional and
non-functional properties of an interface. This includes the effort of a server to
generate fragments, the ability to cache those fragments, the availability and
performance of query execution, and which party is responsible for executing
those queries. We will now discuss several specific interfaces in terms of this
conceptual framework.

Datadumps

File-based datasets are conceptually the most simple APIs: the data consists
of all statements of a dataset. They are possibly combined into a compressed
archive and published at a single URI. Sometimes the archive contains meta-
data, but controls – with the possible exception of HTTP URIs in RDF triples
– are not present. Query execution over these file-based datasets is entirely
the responsibility of the client; obtaining up-to-date query results requires
re-downloading the entire dataset periodically or upon change.

Linked Data documents

By organizing triples by subject, Linked Data documents allow URLs to be
dereferenced. A document’s data component consists of triples related to the
resource (usually triples where the subject or object is the dereferenced URI).
It might contain metadata triples about the document as well (e.g., who created
it, or the date of creation) and its controls are the URIs of other resources,
that can – in turn – be dereferenced themselves. LOD documents provide a
fast way to collect the authoritative information about a particular resource
and they are cache-friendly, but predicate- or object-based queries, as well
as queries involving blank nodes, literals, or IRIs that do not dereference, is
practically impossible.

54



§ 2 core concepts & related work

SPARQL endpoints

The SPARQL query language [70] allows very precise selections of triples in
datasets to be expressed. A SPARQL endpoint [111] allows the execution of
queries on a dataset through an HTTP API. Assuming queries that return
RDF data, i.e., SPARQL construct and describe queries, a fragment’s data
component consists of triples that match the query. However, the metadata
and control components are empty. Executing the query is entirely performed
by the server. Because each client can ask highly individualized queries, the
ability to cache SPARQL queries is relatively low. This, combined with com-
plexity of SPARQL query execution, likely contributes to the low availability
of public SPARQL endpoints [46]. To mitigate performance and availability
issues, many endpoints restrict usage, by limiting the allowed query execution
time, the number of results that can be retrieved, and/or the functions and
operators that are supported [33] (see also Section § 3.1).

Triple Pattern Fragments

The Triple Pattern Fragments (TPF) API [144] has been designed to minimize
server-side processing, while at the same time enabling efficient client-side
live querying. A fragment’s data component consists of all triples that match
a specific triple pattern, and can possibly be retrieved using pagination. Each
fragment (page) contains the estimated total number of matches, to allow for
query planning, and contains hypermedia controls to find all other Triple
Pattern Fragments of the same dataset. The controls ensure each fragment is
self-describing: just like regular web pages do for humans, fragments describe
in a machine-interpretable way what the possible actions are and how clients
can perform them. Consequently, clients can use the interface without needing
the specification. Complex SPARQL queries are decomposed by clients into
Triple Pattern Fragments. Since requests are less granular, fragments are more
likely to be reused across clients, improving the benefits of caching [144].
Because of the decreased complexity, the server does not necessarily require a
triple store to generate its fragments.

Other specific APIs

Several APIs with custom fragment types have been proposed, including the
Linked Data Platform [135], the SPARQL Graph Store Protocol [111], and
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other HTTP interfaces such as the Linked Data API1 and Restpark [101]. In
contrast to Triple Pattern Fragments, the fragments offered by these APIs are
not self-describing: clients require an implementation of the corresponding
specification in order to use the API, unlike the typically self-explanatory
resources on the human web. Furthermore, no comprehensive query engines
for these interfaces have been implemented to date.

§ 2.2 Existing Approaches to Linked Data-as-a-Service

We now enumerate existing attempts at offering Linked Data as a web service.

Large Linked Datasets

The Billion Triple Challenge2 is a collection of crawled Linked Data that is
made publicly available and that is often used in Big Linked Data research. It
is crawled from the LOD Cloud and consists of 1.4 billion triples. It includes
large RDF datasets, as well as data in RDFa and Microformats. However, this
dataset is not a complete crawl of the LOD Cloud (nor does it aim to be), as
datasets from several catalogs are missing. Additionally, the latest version of
this dataset dates back to 2012.

Freebase [27] publishes 1.9 billion triples, taken from manual user input
and existing RDF and Microformats datasets. Access to Freebase is possible
through an API, through a (non-SPARQL) structured query language, and as
a complete datadump of N-Triples. However, these datadumps include many
non-conforming, syntactically incorrect statements.

Large-scale Linked Data indexes

In order to make Linked Data available through a centralized interface, Sindice
[115], active from 2007 to 2014, crawled Linked Data resources, including
RDF, RDFa and Microformats. Datasets were imported on a per-instance and

1 See https://code.google.com/archive/p/linked-data-api/
2 See http://km.aifb.kit.edu/projects/btc-2012/
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manual opt-in basis. Raw data versions cannot be downloaded and access is
granted through a customized API.

LODCache3, provided by OpenLink, similarly crawls the web for Linked Data,
but does not make datadumps available. There is no transparent procedure
as to how data is (manually or automatically?) included. Other initiatives,
such as Europeana [73], aggregate data from specific content domains, and
allow queries through customized APIs.

Finally, the Dynamic Linked Data Observatory [95] is a long-term experiment
to monitor the dynamics of a core set of 80 thousand Linked Data documents
on a weekly basis. Each week’s crawl is published as an N-Quads file.
This work provides interesting insight in how Linked Data evolves over
time. It is not possible to easily select triples from a single dataset, and
not all datasets belonging to the Linked Data Cloud are included. Another
form of incompleteness stems from the fact that the crawl is based on URI
dereferencing, not guaranteeing datasets are included in their entirety.

LOD Laundromat

The LOD Laundromat4 [14] crawls the Linked Open Data Cloud, and re-
publishes any Linked Dataset it finds, in a canonical, standards-compliant and
compressed N-Quads format. LOD Laundromat is not a primary publication
platform, but is complementary to existing publication approaches, cleaned
siblings of existing, possibly idiosyncratic, datasets. The collection of datasets
that it comprises is continuously being extended, both in an automated as
well as in a manual way: anyone can add their dataset URI to the LOD
Laundromat through the LOD Laundry Basket. Human data consumers are
able to navigate a large collection of high-quality datasets, and download
the corresponding clean data. Additionally, machine processors are able to
easily load very large amounts of real-world data, by selecting clean data
documents through a SPARQL query.

3 See http://lod.openlinksw.com
4 See http://lodlaundromat.org
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Dydra

Dydra5 is a cloud-based RDF graph database, that allows users without
hosting capabilities to publish RDF graphs on the web. Via their web interface,
Dydra provides a SPARQL endpoint, the option to configure permissions,
and other graph management features. Dydra is a paid service, with a limited
free access plan.

§ 3 motivation

In this section, we motivate why there is a need for an alternative deploy-
ment of the Semantic Web, and why we opt for a Linked Data-as-a-Service
approach.

§ 3.1 Canonical form

One of the biggest hurdles towards web-scale live querying is that – at the
moment – Semantic Web datasets cannot all be queried in the same, uniform
way (Problem 5).

Problem 1 (Canonicity). In practice, there is no single, uniform way in which the
LOD Cloud can be queried today.

First of all, most Semantic Web datasets that are available online are data-
dumps [53, 79], which implies that they cannot be queried live. In order
to perform structured queries on such datasets, one has to download the
datadumps and deploy them locally. Secondly, many datadumps that are
available online are not fully standards-compliant [79, 14]. This makes the
aforementioned local deployment relatively difficult, since it requires the
use of tools that can cope with archive errors, HTTP errors, multiple syntax
formats, syntax errors, etc. Thirdly, not all datasets that can be queried live
use a standardized query language (such as SPARQL). Indeed, some require
a data consumer to formulate a query in a dedicated query language or to
make use of a custom API. Fourthly, most custom APIs are not self-describing,
making it relatively difficult for a machine processor to create such queries on

5 See http://dydra.com
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the fly. Fifthly, most online datasets that can be queried live and that are using
standardized query languages such as SPARQL are imposing restrictions on
queries that can be expressed and results that can be returned [46, 33]. Finally,
different SPARQL endpoints impose different restrictions [33]. This makes it
difficult for a data consumer to predict whether, and if so how, a query will
be answered. The latter point is especially relevant in the case of federated
querying (Section § 3.4), where sub-queries are evaluated against multiple
endpoints with potentially heterogeneous implementations.

For the last decade or so, Problem 5 has been approached by creating stan-
dards, formulating guidelines, and building tools. While still a worthy effort,
such efforts are inherently slow. We therefore introduce the complementary
Solution 1 that allows all Semantic Web data to be queried live in a uniform
and machine-accessible way.

Solution 1 (Canonicity). Allow all Semantic Web documents to be queried through
a uniform interface that is standards-compatible and self-descriptive.

§ 3.2 Scalability & availability

After the first 14 years of Semantic Web deployment there are at least millions
of data documents [35, 60] but only 557 live query endpoints [33]. Even
though the number of endpoints is growing over time [46, 33], at the current
growth rate, the gap between datadumps and live queryable data will only
increase (Problem 2). The number of query endpoints remains relatively low
when compared to the number of datasets, and many of the endpoints that
do exist suffer from limited availability [33].

Problem 2 (Gap). Existing deployment techniques do not suffice to close the gap
between the web of downloadable data documents and the web of live queryable data.

Several causes contribute to Problem 2. Firstly, it is difficult to deploy Seman-
tic Web data, since this currently requires a complicated stack of software
products. Secondly, existing query endpoints perform most calculations on
the server-side, resulting in a relatively high cost and thus a negative in-
centive model for the data publisher. Thirdly, in the presence of dedicated
query languages, custom APIs, and restricted SPARQL endpoints, some have
advocated to avoid SPARQL endpoints altogether, recommending the more
flexible data dumps instead, thereby giving up on live querying. Solution 6

addresses these causes.
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Solution 2 (Gap). Strike a balance between server- and client-side processing, and
automatically deploy all Semantic Web data as live query endpoints. If clients desire
more flexibility, they can download the full datadumps as well.

§ 3.3 Linked Data-as-a-Service

Even though software solutions exist to facilitate an easy deployment of
various Web-related services such as email, chat, file sharing, etc., in practice
users gravitate towards centralized online deployments (e.g., Gmail, Yahoo!
Mail, Facebook Chat, Dropbox). We observe similar effects in the (lack of)
popularization of Semantic Web technologies (Problem 3). Even though mul-
tiple software solutions exist for creating, storing, and deploying Semantic
web services (e.g., RDF parsers, triple stores, SPARQL endpoints), empirical
observations indicate that the deployment of such services has been problem-
atic [79]. As a consequence, live querying of Semantic Web data has not yet
taken off in the same way as other web-related tasks have.

Problem 3 (Service). Even though a technology stack for publishing Semantic Web
data exists today, there is currently no simplified web service that does the same thing
on a web-scale.

Under the assumption that take-up of traditional web services is an indicator
of future take-up of Semantic Web Services (an assumption that cannot be
proven, only argued for), it follows that many data publishers may prefer
a simplified web service in order to at least perform some of their data
publishing tasks (Solution 7).

Solution 3 (Service). Provide a service that takes care of the tasks that have proven
to be problematic for data publishers, having an effective cost model for servicing a
high number of data consumers.

§ 3.4 Federation

In a federated query, sub-queries are evaluated by different query endpoints.
For example, one may be interested in who happens to know a given person
by querying a collection of HTML files that contain FOAF profiles in RDFa.
At present, querying multiple endpoints is problematic (Problem 4), because
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of the increasing risk that one or more of these endpoints are unavailable, as
well as the heterogeneity of interfaces available Linked Data.

Problem 4 (Federation). On the current deployment of the Semantic Web it is
difficult to query across multiple datasets.

Given the heterogeneous nature of today’s Semantic Web deployment (Sec-
tion § 3.1), there are no LOD Cloud-wide guarantees as to whether, and if
so how, sub-queries will be evaluated by different endpoints. Also, in order
to find the right endpoints to query, a client must be able to select between
endpoints based on metadata descriptions of the data they host. Several
initiatives for describing datasets in terms of Linked Data exist: VoID, VoID-
ext, Bio2RDF metrics, etc. However, such metadata descriptions are often
not available or do not contain enough metadata in order to make efficient
federation possible.

Solution 4 (Federation). Allow federated queries to be evaluated across multiple
datasets. Allow metadata descriptions to be used in order to determine which datasets
to query.

§ 4 workflow & architectural design

The scale of the LOD Cloud requires a low-cost data publishing workflow.
Therefore, the LOD Laundromat service is designed as a (re)publishing
platform for datadumps, i.e. a file server. As detailed in Section § 2.1,
datadumps are the most simple API that can be offered. To allow structured
live querying, while still maintaining technical and economical scalability,
we have added the low-cost Triple Patter Fragment API. We first discuss the
publishing workflow supported by the combination of the LOD Laundromat
and Triple Pattern Fragments. We then elaborate on the architectural design
of their integration, and how we improved both approaches to keep the
resulting LDaaS solution scalable.

§ 4.1 Re-publishing Workflow

Figure 4 shows the re-publishing workflow of the LOD Laundromat, extended
with the Triple Patterns Fragment API. Here, we see how the LOD Laundro-
mat performs the following three tasks. Firstly, it takes a URI locator that
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Figure 4: Overview of the LOD Laundromat (re)-publishing workflow
for query endpoints.

locates an online data source as input. Secondly, it uses a LOD Washing
Machine to download and clean the data from that URI locator. Thirdly, it
generates and offers for download a gzipped N-Quads serialization of the
cleaned version of the data. Metadata that describes the crawling process is
stored in a triple store and exposed via a SPARQL endpoint. See Chapter 2

for more details.

The clean results published by the LOD Laundromat are still rather limited, be-
cause datadumps are the most simple web API over RDF data (Section § 2.1).
is the and also publishes the data through several APIs. This is why we
extend the formats that are published by LOD Laundromat with Header
Dictionary Triples (HDT) files as well. Header Dictionary Triples [56] are a
binary RDF serialization format that offers both compression and indexing.
Because of this, HDT files take up relatively little storage space and can still
be used for simple browsing and querying of the RDF data.

HDT files can be downloaded by users and queried directly from the command-
line, after downloading the HDT library6. In addition, each HDT file can be
queried online via a Triple Pattern Fragments (TPF) API. For this the Linked
Data Fragments (LDF) server7 is used.

The downloadable datadump works well for bulk download and streamed
processing, the HDT download and LDF endpoint work well for Triple
Pattern requests, and the SPARQL endpoint works well for selecting the right

6 See http://www.rdfhdt.org/
7 See https://github.com/LinkedDataFragments/Server.js
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§ 4 workflow & architectural design

datadumps, HDT files, and LDF endpoint based on metadata properties.
These difference dissemination formats are accessible via the LOD Wardrobe8

and the LOD Laundromat SPARQL endpoint9.

§ 4.2 LDaaS Architectural Design

The architecture for crawling and cleaning Linked Data is described in [14],
where the architecture of Triple Pattern Fragments is described in [144]. Below
we discuss the combination of these two existing approaches that results in a
cost-effective and scalable Linked Data-as-a-Service.

TPF horizontal scalability

The HDT library can read and query HDT files that are larger than main
memory by loading them as memory-mapped files. This means the file is
mapped byte-for-byte to pages of virtual memory of the application, and
regions of the file are swapped in and out by the operating system as needed.
This approach does not scale horizontally: although this approach works
well for up till 30 or 40 large datasets, processes hundreds or thousands of
memory-mapped files become unstable in practice.

Therefore, we extend the TPF architecture with an alternative approach in
which only very large HDT files (≥ 10 GB) are mapped to memory. In order
to query the remaining majority of smaller files, an out-of-process approach is
used. When an HTTP request arrives, the server spawns an external process
that briefly loads the corresponding HDT file, queries the requested triple
pattern, and closes the file again. While this incurs a larger delay than if the
file were mapped to the server process, the overhead is limited for smaller files
because of the efficient HDT index format. In turn, this approach results in a
stable server process. (The few large files remain memory-mapped, because
spawning new processes for them would result in a noticeably longer delay.)

8 See http://lodlaundromat.org/wardrobe
9 See http://lodlaundromat.org/sparql
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HDT file generation

Since the LOD Laundromat already creates and publishes clean compressed
N-Quads files, it was extended to generate HDT files out of them. HDT does
not support named graphs / quadruples, so the N-Quads files are parsed
with the Serd parser10 and read as triples, discarding the graph argument (if
present). The HDT file, once generated, becomes available for download in
the LOD Wardrobe.

Adding TPF datasets efficiently

Once the HDT file is generated, the Linked Data Fragments server starts a
Triple Pattern Fragments API. The original TPF implementation first applies
several sanity checks on the data documents before spawning endpoints over
them. However, with 657,902 documents in its configuration, this would take
TPF several minutes to complete. Because the LOD Laundromat pipeline
guarantees HDT files to contain clean data anyway, these sanity checks are
disabled. As a result, re-loading the configuration whenever a new dataset is
cleaned, requires only seconds.

§ 5 evaluation

We use the architecture described in the previous section to present a working
implementation where we publish the LOD Cloud via Triple Pattern Frag-
ments. In this section, we evaluate this deployment and validate the solutions
proposed in Section § 3.

Solution 5. Allow all Semantic Web documents to be queried through a uniform
interface that is standards-compatible and self-descriptive.

Solution 1 is evaluated analytically. Currently, 657,902 datasets, containing
38,606,408,854 triples, are hosted as live query endpoints. Although this does
not include all existing Semantic Web data, these numbers show that our
approach can realistically be applied on a web scale (see Solution 7 for usage
numbers).

10 See https://drobilla.net/software/serd
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Since the Triple Pattern Fragments APIs are generated for all data in the
LOD Wardrobe, data queryable by LDaaS inherits the completeness and data
standards-compliance properties of the LOD Laundromat (see Section § 4.6
for an overview). Query standards-compliance is only achieved partially,
when compared to the SPARQL 1.1 query language [70]. It is precisely
our purpose to deviate from the current query standards, in order to allow
Solution 6 to be implemented.11

The Linked Data Fragments API is self-descriptive, employing the Hydra
vocabulary for hypermedia-driven web APIs12. Hydra descriptions allow
machine processors to detect the capabilities of the query endpoints in an
automated way.

In addition, the LDaaS query endpoints do not impose restrictions on the
number of operations that may be performed or the number of results that
can be retrieved. This allows full data graphs to be traversed by machine
processors. Also, pagination is implemented in a reliable way, as opposed to
SPARQL endpoints which cannot guarantee consistency with shifting limit
and offset clauses.

Finally, uniformity is guaranteed on two-levels: data and interface. The former
leverages the LOD Laundromat infrastructure as an enabler for homogeneous
deployment strategies. Thus, when an agent is able to process one data
document, it is also able to query 657,902 data documents. The latter denotes
that through Triple Pattern Fragments, processing queries only relies on HTTP,
the uniform interface of the Web. Queries are processed in exactly the same
way by all endpoints, in contrast to the traditional Semantic Web deployment
where different endpoints are configured differently, or implement different
standards, versions or features.

Solution 6. Strike a balance between server- and client-side processing, and auto-
matically deploy all Semantic Web data as live query endpoints. If clients desire more
flexibility, they can download full datadumps as well.

The SPARQL protocol relies on servers to do the heavy lifting: the complete
computational processing is performed on the server, and the client is only
responsible for sending the request and receiving the result set. The Triple
Pattern Fragments API used by LDaaS takes a different approach: executing

11 Even though there is a client-side rewriter that allows full SPARQL 1.1 queries to be
performed against an LDF server backend, the standards-compliance of this client-side
rewriter is not assessed in this chapter.

12 See http://www.hydra-cg.com/spec/latest/core
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Figure 5: Overview of how processing time for the answering of SP²B
benchmark queries is shared between the client and the
server.

SPARQL queries on the Triple Pattern Fragments API requires the client to
perform joins between triple patterns, and e.g. apply filters or aggregations.
As a result, the computational processing is shared between client and server,
putting less strain on the latter.

To quantify this balancing act between server and client-side processing
of LDaaS, we evaluated a set of queries from the SP²B benchmark on a
synthetically generated dataset of 10 million triples, that were added to the
LOD Laundromat. We measure the client-side and server-side processing
time, both running on the same hardware, and exclude network latency. The
results (Figure 5), confirm that the computation is indeed shared between
client and server. More specifically, the client does most of the processing for
the majority of the SP²B SPARQL queries.

Solution 7. Provide a service to take care of the tasks that have proven to be
problematic for data publishers, having an effective cost model for servicing a high
number of data consumers.

Apart from facilitating common tasks (cleaning, ingesting, publishing), the
LOD Laundromat operates under a different cost model than public SPARQL
endpoints. In the month prior to submission of the original paper this
chapter is based on, the LOD Laundromat served more than 700 users who
downloaded 175,000 documents and who issued more than 35,000 Triple
Pattern Fragments API requests.

We consider the hardware costs of disk space and memory usage below.
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disk space Currently, 657,902 datasets (38,606,408,854 triples) are hosted
as Triple Pattern Fragments. The required storage for this is 265GB in the
compressed HDT format, or on average of 0.40MB per dataset or 8.97 bytes
per triple. The disk space used to store the equivalent gzipped N-Quads files
is 193GB (0.30MB per dataset; 6.53 bytes per statement).

memory usage The TPF server deployment consists of 10 independent
worker processes. Because JavaScript is single-threaded, it does not have a
concurrency policy for memory access, so each worker needs its own space
to allocate resources such as the metadata for each of the 657,902 datasets.
However, no further memory is required for querying or other tasks, since
these are performed directly on the HDT files. We have allocated 4 GB of
memory per worker process, which was experimentally shown to be sufficient,
bringing the total memory footprint for the service at 40 GB.

Solution 8. Allow federated queries to be evaluated across multiple datasets. Allow
metadata descriptions to be used in order to determine which datasets to query.

Finally, we ran FedBench [133] in order to test the employability of the
resulting TPF interfaces for answering federated SPARQL queries. A total
of 9 datasets13, excluding the isolated SP²B dataset, were added to the LOD
Laundromat, completing our publishing workflow. Also, we extended the
existing TPF client to distribute each fragment request to a predefined list of
interfaces and aggregate the results.

We executed the Cross Domain (CD), Linked Data (LD), and Life Science (LS)
query sets of FedBench in three runs, directly on the http://ldf.lodlaundromat.org
endpoint, connecting from a desktop computer on an external high-speed
university network.

Figure 6 shows the average execution time for each query with the number
of returned results. All queries were successfully completed with an average
result recall of 0.81, which confirms that our LDaaS deployment is able to
answer at least some federated queries. The imperfect recall is a result of an
occasional request timeout in queries (LS7, LD1, LD3, LD8, LD11), which,
due to limitations of the current implementation, can drop potential results.
As expected, general execution time is magnitudes slower compared to state-
of-the-art federated SPARQL systems [129], where we take into account that:

13 See https://code.google.com/p/fbench/wiki/Datasets
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Figure 6: All FedBench queries complete slowly, but successfully, with
high average recall (shown on top of each bar) when run on
the deployed LDaaS.

1. the LDF paradigm inherently sacrifices query performance to achieve
low deployment costs, and

2. the current federation implementation sends HTTP requests in a naive
Cartesian product between the set of fragments and the datasets.

Nevertheless, several queries (LD9, LS5, CD2, CD1, LS1, LD3, LS2) complete
within 10s, which is promising for future development in this area.

§ 6 conclusion

After the first fifteen years of Semantic Web deployment the promise of a
single distributed and heterogeneous data-space remains largely unfulfilled.
Although RDF-based data exists in ever-increasing quantities, large-scale
usage by intelligent software clients is not yet a reality. In this chapter we
have identified and analyzed the main problems that contribute to this lack of
usage. Although this list is probably not exhaustive, we selected four pressing
problems based on empirical evidence and related work:

1. no single uniform way exists to query the LOD Cloud;

2. there exists a gap between the web of downloadable data documents
and the web of live queryable data;
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3. despite the available technology stack, no simplified Web service offers
the same functionality on a Web-scale;

4. querying across multiple datasets on the current Semantic Web is
difficult.

In order to address these issues, we formulated corresponding sustainable
solutions, which we proposed and implemented as a redeployment architec-
ture for the Linked Open Data cloud. By combining a large-scale Linked Data
publication project (LOD Laundromat) with a low-cost server-side interface
(Triple Pattern Fragments, running on a Header Dictionary Triples backend),
we were able to realize this with minimal engineering.

In doing so, we

1. closed the API gap by providing low-cost structured query capabilities
to otherwise static datasets;

2. did so via a uniform, self-descriptive, and standards-compatible inter-
face;

3. enabled in turn federated queries across a multitude of datasets, and

4. provide a service for publishers to use.

More important than the deployment we provide is the wide applicability
of the Open Source technology stack, whose architecture is detailed in this
chapter. In contrast to centralized approaches such as LODCache, which
focus on a single centralized database of everything, our approach offers one
low-cost interface per dataset. There is no inherent reason why these datasets
and interfaces would not reside in various locations on the web. As such, our
approach enables querying over multiple datasets by providing clients with
the resources needed to perform federation themselves, rather than seizing
server-side control of this costly task. To increase accessibility even more,
future work is needed in order to disseminate the graph information of the
LOD Laundromat N-Quads files via an API as well. Another open issue is
the discoverability of these endpoints: with 657,902 endpoints to choose from,
a data consumer must be given some means of selecting the ones that are
relevant relative to a given interest or use case.
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Besides offering an alternative to SPARQL endpoints that are fast but that
cope with availability issues, we also provide live queryable access to a large
amount of datasets that previously could only be accessed as datadumps. We
hope that our LDaaS solution stimulates though about, and development of, a
Semantic Web that is not only technologically, but also economically scalable.
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4
S C A L I N G D ATA Q U A L I T Y T O T H E W E B

This chapter is based on the following publication:

• W. Beek, F. Ilievski, J. Debattista, S. Schlobach, J. Wielemaker. “Literally
Better: Analyzing and Improving the Quality of Literals.” In: Semantic
Web Journal (under minor revision), [12].

Quality is a complicated and multifarious topic in contemporary Linked Data
research. The aspect of literal quality in particular has not yet been rigorously
studied. Nevertheless, analyzing and improving the quality of literals is
important since literals form a substantial (one in seven statements contains
a literal) and crucial part of the Semantic Web. Specifically, literals allow
infinite value spaces to be expressed and they from the linguistic entry point
to the LOD Cloud.

This chapter presents a toolchain that builds on the LOD Laundromat data
cleaning and republishing framework and that allows us to analyze the quality
of literals on a very large scale, using a collection of quality criteria we specify
in a systematic way. We illustrate the viability of our approach by lifting
out two particular aspects in which the current LOD Cloud can not only be
analyzed, be can also be immediately improved upon by automated means.
These are value canonization and language tagging. Since not all quality
aspects can be addressed algorithmically, we also give an overview of other
problems that can be used to guide future work on tooling, training, and best
practice formulation.

Even though this chapter focuses on literals, the here presented approach is
actually more general, and can also be applied to other aspects of data quality
that be analyzed and improved on a web scale.
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§ 1 introduction

In this chapter we investigate the quality of literals in the Linked Open Data
(LOD) Cloud. A lot of work has focused on assessing and improving the
quality of Linked Data. However, the particular topic of literal quality has not
yet been thoroughly addressed. The quality of literals is particularly important
because (i) they provide a concise notation for large (and possibly infinite)
value spaces and (ii) they allow text-based information to be integrated into
the RDF data model. Also, one in seven RDF statements contains a literal as
object term.1

Our approach consists of the following steps. We create a toolchain that allows
billions of literals to be analyzed efficiently by using a stream-based approach.
The toolchain is made available as Open Source code to the community. We
show that the toolchain is easy to integrate into existing approaches and can
be used in a sustainable manner: Firstly, important parts of the toolchain
are integrated into the ClioPatria triple store and RDF library. Secondly,
important parts of the toolchain are integrated into the LOD Laundromat
infrastructure, and are permanently used to further improve the quality of
data cleaned by that service. Thirdly, the toolchain is used by Luzzu: a
state-of-the-art Linked Data quality framework. In addition to presenting,
implementing and integrating this toolchain, we also illustrate how it may
be used to perform analyses of the quality of literals. Finally we present
automated procedures and concrete suggestions for improving the quality of
literals in today’s Web of Data. The automated procedures are implemented
and evaluated in order to show that our approach and toolchain are well-
suited for running on a web scale, and may also be used in order to analyze
and improve other quality issues at a very large scale.

This chapter focuses on a relatively isolated and restricted part of quality: the
syntactic, semantic and linguistic aspects of literal terms. As such, it does not
cover quality issues that may arise once more expressive vocabularies such as
OWL are interpreted as well. Specifically, the problem of missing values may
occur in this context, as may constraint violations, e.g., uniqueness constraints.
These are considered to be future work.

This chapter is structured as follows. Section § 2 discusses related efforts on
quality assessment and improvement. In Section § 3 we give our motivation
for performing this work. In Section § 4 we define a set of quality criteria for
literals. The next section describes the toolchain and its role in supporting

1 A statistic derived from Frank (Section § 4) on 2016-05-18.
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the defined quality criteria. Section § 6 reports our analysis in terms of the
quality criteria defined in the previous section. In Section § 7 we enumerate
opportunities for improving the quality of literals based on our observations in
the previous section. We implement two of those opportunities and evaluate
their precision and recall. Section § 8 concludes the chapter and discusses
further opportunities for research on literals quality.

§ 2 related work

Quality assessment for Linked Data is a difficult and multifarious topic. A
taxonomy of problem categories for data quality has been developed by [112].
Not all categories are applicable to Linked Data quality. Firstly, due to its fluid
schema and the Open World Assumption, the absence of an RDF property
assertion does not imply a missing value. Secondly, because RDF does not
enforce the Unique Names Assumption, the problem of value uniqueness
does not arise.2 However, most other data quality categories do apply to
Linked Data and RDF literals: syntax violations, domain violations, and the
problem of having multiple representations for the same value (what we will
call ‘Non-canonicity’ in Section § 4.3).

§ 2.1 Empirical observations

The large-scale aspects of Linked Data quality have been quantified in various
‘LOD Observatory’ studies: [77, 79, 45, 7]. These studies, while focusing on
Linked Data quality overall, have only included cursory analyses of quality
issues for RDF literals. In [79], Hogan et al. conduct an empirical study
on Linked Data conformance, assessing RDF documents against a number
of Linked Data best practices and principles. They specifically cover (i)
how resources are named, (ii) how data providers link their resources to
external sources, (iii) how resources are described, and (iv) how resources
are dereferenced. Debattista et al. [45] have conducted an empirical study to
analyze, quantify, and understand the quality of how well data is represented
on the Web of Data. For this study, the authors assessed a number of RDF

2 For comparison, if distinct resources are described with the same value for one of
the primary key attributes, then this is considered a schema violation in relational
databases.
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documents that are present in the LOD Cloud3 against metrics classified
under the “Representational Category” in [149].

§ 2.2 Metadata

Various metadata descriptions for expressing Linked Data quality have been
proposed. In Assaf et al. [7], the authors give insight into existing metadata
descriptions. This assessment checks the metadata of each RDF document for
generic information, access information, ownership information and prove-
nance information. No vocabulary for expressing literal quality metadata
exists today. However, the taxonomy of literal quality in Section § 4.3 may
serve as a starting point for such a vocabulary. There are already several
data quality vocabularies that can be extended, e.g. [44, 58]. The W3C has
standardized a vocabulary (DQV) [2] for expressing Linked Data quality4.

§ 2.3 Quality frameworks

A number of tools have been developed for assessing the quality of Linked
data documents [92, 24, 43, 106]. The authors in [92] present RDFUnit, a
SPARQL based approach towards assessing the quality of Linked Data. Their
framework uses SPARQL query templates to express quality metrics. The
benefit of this tool is that it uses SPARQL as an extensibility framework for
formulating new quality criteria. The drawback of this framework is that
metrics that cannot be expressed in SPARQL, such as checking the correctness
of language tags, cannot be assessed in RDFUnit. In [106], the authors make
use of metadata of named graphs to assess data quality. Their framework,
Sieve, allows for custom quality metrics based on an XML configuration.
WIQA [24] is another quality assessment framework that enables users to
create policies on indicators such as provenance. Luzzu [43] is an extensible
Linked Data quality assessment framework that enables users to create their
own quality metrics either procedurally, through Java classes, or declaratively,
through a quality metric DSL.

3 See http://lod-cloud.net
4 See http://www.w3.org/TR/vocab-dqv/
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§ 2.4 Crowdsourcing

Some aspects of quality are highly subjective and cannot be determined by
automated means alone. In order to improve these quality aspects a human
data curator has to edit the data. [1] present a crowdsourcing approach that
allows data quality to be improved. Quality is not a static property of data but
something that can change over time as the data gets updated. The dynamic
aspects of data quality are observed in [95].

§ 3 motivation

This section gives motivation for analyzing and improving the quality of
literals. We first explain the importance of literals overall. We then distinguish
three perspectives from which the assessment and improvement of literal
quality is important. We also enumerate the concrete benefits of improving
literal quality.

§ 3.1 The importance of literals

Literals have a crucial syntactic and semantic role within the Semantic Web’s
data model. Firstly, they introduce a concise notation for infinite value spaces.
While one of the main Linked Data principles is to “use URIs as names for
things” [19], URIs/IRIs are not a viable option for expressing values from
infinite value spaces. The Linked Data principle of using URIs for everything
is carried through to the absurd in [146], where the authors (jokingly) present
the Linked Open Numbers dataset in which IRIs are minted for the natural
numbers. The Linked Open Numbers dataset shows the scalability issues of
assigning URIs to everything. In addition, relationships between the values
of infinite value spaces are better expressed intensionally (by a shall number
of of concisely defined functions) than extensionally (by explicitly asserting
an infinitely large function graph). Indeed, literals allow an infinite number
of values, and relations between them, to be represented through intensional
definitions. For instance, floating point numbers, and the relations between
them, are defined by the IEEE floating standard [150] and are implemented
by operators in most programming languages.
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The second main benefit of literals is that they allow linguistic or text-based
information to be expressed complementary to RDF’s graph-based data model.
While IRIs are (also) intended to be human-readable [52, 12], a literal can
contain natural language or textual content without syntactic constraints. This
allows literals to be used in order to convey human-readable information
about resources. Also, in some datasets, IRIs are intentionally left opaque
as the human-readability of universal identifiers may negatively affect their
permanence [18]. Since the Semantic Web is a universally shared knowledge
base, natural language annotations are particularly important in order to ease
the human processability of information in different languages.

§ 3.2 Benefits of improved literal quality

Improving the quality of literals has (at least) the following concrete benefits
for the consumption of Linked Data:

Efficient computation

If a data consumer wants to check whether two literals are identical she
first has to interpret their values and then compare them according to the
comparator operators that are defined for that value space [38]. For example,
2016-01-20T01-01-01 and 2016-01-20T02-01-01Z-01:00 denote the same
date-time value, but this cannot be determined by checking for simple, i.e.,
character-for-character, string equality. Most defined datatypes that are used
in RDF specify a canonical representation for each value. Canonicity allows
all values in a given value space to be uniquely represented by exactly
one representation. If all values in a dataset are (known to be) written in
such a canonical way, many operations can be performed significantly faster.
For instance, a SPARQL query SELECT * WHERE { ?s ?p "2016-01-01T01-
01-01Z"ˆˆxsd:dateTime } can be efficiently executed if only the explicit
object string has to be matched. If values are not canonically represented
then all date-time values present in the data have to be interpreted and
compared, which is significantly more costly. In general the use of canonicity
makes identity checking and matching more efficient. In addition, for many
datatypes the use of canonicity makes determining the relative order between
literals, i.e., ‘smaller than’ and ‘larger than’, more efficient as well.
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Data enrichment

The availability of reliable language tags that indicate the language of a
textual string is an enabler for data enrichment. Language-informed parsing
and comparing of string literals is an important part of existing instance
matching approaches [51]. Having language tags associated with string
literals allows various notions of similarity to be defined that move beyond
(plain) string similarity. This includes within-language similarity notions such
as “is synonymous with” as well as between-language similarity notations
such as “is translation of”.

User eXperience

Knowing the language of user-oriented literals such as rdfs:label or dc:des-
cription helps to improve the User eXperience (UX) of Linked Data User
Interfaces. Provided the language preference of the user is known or can
be dynamically assessed, an application can prioritize language-compliant
literals in the display of user-facing literals. Similar remarks apply to the
approach of “value labeling” [142], in which natural language labels rather
than IRIs are used to denote resources. Finally, the canonicalization of literals
can result in more readable lexical forms overall (e.g., decimal "01.0" is
canonicalized to "1.0"). While the data publisher may have intended to
display literals in a certain serialization format, the utility of such formatting
is application-specific and should therefore not be considered a good approach
in Linked Data, where unanticipated reuse is a major goal.

Semantic Text Search

Tools for semantic text search over Linked Data such as LOTUS [82] allow
literals, and statements in which they appear, to be retrieved based on textual
relevance criteria. To enable users to obtain relevant information for their use
case, these tools use retrieval metrics that are calculated based on structured
data and meta-information. High-quality language-tagged literals allow
more reliable relevance metrics to be calculated. For instance, ‘die’ is a
demonstrative pronoun in Dutch but a verb in English. Searching for the
Dutch pronoun becomes significantly easier once occurrences of it in literals
are annotated with the language tag for Dutch (i.e., nl). Besides language-
tagged literals, high-quality datatype information also significantly improves
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the results of semantic search. For example, it allows the weight of a bag of
potatoes, "007"ˆˆdt:kilo, to be distinguished from the name of a fictional
character, "007"ˆˆxsd:string.

The metadata on literal datatypes and language tags can be exploited by
search systems to improve the effectiveness of their search and bring users
closer to their desired results. However, as almost no previous work has
focused on analysis and improvement of the quality of literals, contemporary
semantic search systems will not make use of this potentially useful metadata.
Certain text search tools allow queries to be enriched with meta-information
about literals even though the reliability of this information is not high, which
may lead to poor results. For instance, LOTUS attempts to improve the
precision of literal search by looking up language tags, despite the fact that
around 50% of the indexed literals in LOTUS have no language tag assigned
to them, which could lead to a decrease in recall for literals with no language
tag. Being able to assess whether a given dataset has sufficiently high literal
quality would allow Semantic Search systems to improve their precision and
recall.

§ 4 specifying quality criteria for literals

This section presents a theoretic framework for literal quality. It defines a
taxonomy of quality categories in terms of the syntax and semantics of literals
according to current standards. In addition to the taxonomy, different dimen-
sions of measurement are described. The quality categories and dimensions
of measurement can be used to formulate concrete quality metrics. Several
concrete quality metrics that are used in later sections are specified at the end
of this section.

§ 4.1 Syntax of literals

We define the set of literal terms as RDFL := (RDFI × LEX) ∪
({rdf:langString} × LEX× LTAG), where RDFI is the set of Internation-
alized Resource Identifiers as per RFC 3987 [52], LEX is the set of Unicode
strings in Normal Form C [39], and LTAG is the set of language tags as per
RFC 5646 [118]. Literals that are triples are called language-tagged strings
LTS. The first element of a literal is called its datatype IRI, the second ele-
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ment is called its lexical form, and the third element – if present – is called
its language tag.

According to the RDF 1.1 standard [38], language-tagged strings are treated
differently from other literals. Because the definition of a datatypes does
not allow language tags to be encoded as part of the lexical space, language-
tagged strings have a datatype IRI (rdf:langString), but no datatype. Language-
tagged strings do denote values: they are pairs of strings and language tags.
All and only literals with datatype IRI rdf:langString have a language tag.
We use the term datatyped literal to refer to literals that have a datatype, i.e.,
literals that are not language-tagged strings.

RDF serialization formats such as Turtle allow some literals to be written
without a datatype IRI. These are abbreviated notations that allow very
common datatype IRIs to be inferred based on their lexical form. The datatype
IRI that is associated with such a lexical form is determined by the serialization
format’s specification. For instance, the Turtle string false is an abbreviation
of the Turtle string "false"ˆˆxsd:boolean. Both strings denote the same
literal 〈 f alse, xsd:boolean〉.

§ 4.2 Semantics of literals

The meaning of an RDF name, whether IRI or literal, is the resource it denotes.
Its meaning is determined by an interpretation function I that maps RDF
names to resources R. Let us call the subset of resources that are datatypes D.
A datatype IRI i and the datatype d it denotes are related by the interpretation
function: I(i) = d. Following the XML Schema 1.1 Datatypes standard [117],
all RDF datatypes must define the following components:

1. The set of syntactically well-formed lexical forms LEXd. This is called
the lexical space of d.

2. The set of resources VALd that can be denoted by literals of that data-
type. This is called the value space of d.

3. A functional lexical-to-value mapping L2Vd that maps lexical forms
to values. The resource that is denoted by a literal l is called its value
or, symbolically, I(l).
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4. A value-to-lexical mapping V2Ld that maps values to lexical forms.
This mapping need not be functional.

5. Optionally, a functional canonical value-to-lexical mapping cd that
maps each value to exactly one lexical form.

Suppose we want to define a datatype for colors. We may choose a lexical
space LEXcolor that includes color names like "red" and "yellow", together
with decimal RGB codes like "255,0,0" and "255,255,0". If we define our
lexical space in this way, then other strings such as "FF0000" do not belong to
it (even tough this particular string is commonly used to denote the color red
in hexadecimal representation). The lexical to value mapping L2Vcolor maps
lexical forms to the color resources they represent. "red" maps to the value of
redness. "255,255,0" maps to the value of yellowness. "red" and "255,0,0"
map to the same value. For the canonical mapping we have to decide which
of these two lexical forms should be used to canonically represent redness.
Let us say that the decimal RGB notation is canonical (canonicity is a mere
convention after all). It follows that ccolor(L2Vcolor("red")) = "255,0,0",
i.e., the color name maps to the color resource, which maps to the decimal
RGB representation. The decimal RGB representation maps to itself, i.e., first
to the value of redness and then to the decimal RDF representation.

The denotation of literal terms is determined by the partial interpretation
function LI : RDFL → R (Definition 1). LI is partial because a lexical form
may not belong to the datatype’s lexical space (i.e., an ill-formed literal).
Which resource is denoted by which literal is determined by the combination
of a specific datatype IRI i and a lexical form lex. Notice that the use of I(i)
is required in Definition 1 in order to consider cases in which i denotes the
same datatype as rdf:langString, but with a different datatype IRI. lc is the
function that maps strings to their lowercase variant.

Definition 1 (Literal value).

LI(l) :=


lex if l = 〈lex〉
〈lex, lc(tag)〉 if CondA(l)
L2V I(i)(lex) if CondB(l)
undefined otherwise

where

CondA(l) ⇐⇒ l = 〈rdf : langString, lex, tag〉
CondB(l) ⇐⇒ l = 〈i, lex〉 ∧ lex ∈ LEXI(i)

∧ I(i) 6= I(rdf : langString)
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Literal

Datatyped literal Language-tagged string

Undefined Defined Invalid Valid

Invalid Valid
(Partially)

unregistered
Registered

Type violation Domain violation

Underspecified Well-specified Non-canonical Canonical

Inconsistent Consistent

Underspecified Well-specified

Figure 7: A taxonomy of RDF literal quality. The nodes show the cat-
egories a literal’s quality can be classified under. Vertical
arrows denote specialization, from more specific to more
generic. For instance, literals that are ‘Invalid’ are also ‘Sup-
ported’ and are also ‘Datatyped literals’. Horizontal arrows
denote possibilities for quality improvement. For instance,
‘Non-canonical’ datatyped literals can be made ‘Canonical’.

RDF processors are not required to recognize datatype IRIs. Literals with
unrecognized datatype IRIs are semantically treated as unknown names. An
RDF processor that recognizes more datatypes is therefore not ‘more correct’
but it is able to distinguish and utilize more subtleties of meaning.

§ 4.3 A taxonomy of literal quality

The categories of literal quality are shown in Figure 7. Because of their funda-
mentally different syntactic and semantic properties, the quality categories
of language-tagged strings are specified separately from those of datatyped
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literals. The following quality categories are defined for datatyped literals
(the categories in Figure 7 are described in the order of a depth-first traversal):

undefined A datatyped literal is undefined if its datatype IRI does not
denote a datatype. Formally: I(i) /∈ D. Whether an IRI denotes a
datatype or not is not specified in the RDF standards. We therefore
specify this ourselves in terms of the four or five component definition
of a datatype given in Section § 4.2. An IRI is defined iff dereferencing
the IRI leads to either (i) a machine-processable datatype definition; (ii)
a human-readable formal datatype definition; or (iii) a human-readable
informal datatype definition that can be unambiguously turned into
a formal one. For instance, the XSD datatype IRIs point to the XML
Schema 1.1 Part 2: Datatypes specification [117], which includes (i) and
(ii).

defined A defined datatyped literal has a datatype IRI that denotes a
defined datatype. Formally: I(i) ∈ D.

invalid A defined datatyped literal is invalid if its lexical form cannot be
mapped to a legal value. Formally: L2Vd(lex) /∈ VALd.

type violation A supported datatyped literal has a type violation if its
lexical form cannot be parsed according to the grammar associated with
its datatype. Formally: lex /∈ LEXd. Example: "nineteen hundred"
violates the grammar of datatype xsd:gYear. However, "1900" does
not violate that grammar.

domain violation A supported datatyped literal has a domain violation
if its lexical form can be parsed according to the grammar associated
with its datatype, but the parsed value violates some additional domain
restriction. Formally: lex ∈ LEXd ∧ L2Vd(lex) /∈ VALd. Example:
"3000000000" can be parsed according to the grammar for integer
representations, but its value violates the maximum value restriction of
datatype xsd:int. However, the same value does belong to the domain
of xsd:integer which does not have a maximum value restriction.

valid Supported datatyped literals whose lexical form can be mapped to a
value that satisfies all additional constraints for its datatype are valid.
Formally: L2Vd(lex) ∈ VALd. Valid literals are of higher quality than
invalid ones because they expose more meaning, i.e., the RDF processor
does not treat them as unknown names.
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underspecified A valid datatyped literal is underspecified if its datatype
is too generic. Example: the number of people in a group can be
correctly represented by a literal with datatype xsd:integer. How-
ever, since a group cannot contain a negative number of people, it
is more descriptive to use the datatype xsd:nonNegativeInteger in-
stead. A special form of underspecification occurs when no explicit
datatype is given and the datatype xsd:string is used as a default,
even though a more descriptive datatype could have been chosen. An
example of this is "2016"ˆˆxsd:string. While this is a correct literal,
"2016"ˆˆxsd:gYear is more descriptive under the assumption that
2016 denotes a year in the Gregorian calendar. This quality issue is
difficult to detect by automated means, because it relies on the intention
of the original data creator.

well-specified A valid datatyped literal that is not underspecified.

non-canonical A non-canonical datatyped literal is a valid datatyped
literal for which there are multiple ways in which the same value can be
represented, and whose lexical form is not the one that is conventionally
identified as the canonical one. Formally: cd(L2Vd(lex)) 6= lex. Exam-
ple: "01"ˆˆxsd:int and "1"ˆˆxsd:
int denote the same value but the former is non-canonical. Some
datatype definitions do not include a canonical value-to-lexical map-
ping. For these datatypes we cannot determine whether their lexical
values are canonical or not.

canonical A datatyped literal whose lexical form is canonical for the value
denoted by that lexical form. Formally: cd(L2Vd(lex)) = lex.

Language-tagged strings are sufficiently different from datatyped literals to re-
ceive their own quality categories. Specifically, language-tagged strings cannot
be undefined (‘Undefined’ in Figure 7) because datatype IRI rdf:langString
is not supposed to denote a datatype. In addition, their validity (‘Valid’ in Fig-
ure 7) cannot be defined in terms of a lexical-to-value mapping because such
a mapping does not exist for language-tagged strings. We can distinguish the
following quality categories for language-tagged strings:

invalid A language-tagged string is invalid if its language tag violates the
grammar specified in RFC 5646 [118]. Example: en-US is a well-formed
language tag, but english is malformed. It is also possible for the
lexical form to be invalid, e.g., when a typo or a grammatical mistake
was made.
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valid A language-tagged string is valid if it is not malformed/invalid.

unregistered A well-formed language-tagged string is unregistered if the
subtags of which its language tag is composed are not registered in
the IANA Language Subtag Registry5. If only some subtags are not
registered then the language-tagged string is partially unregistered.

registered A well-formed language-tagged string is registered if it is not
partially unregistered.

inconsistent Since the values of language-tagged strings are pairs of
strings and language tags, it is possible for the string to contain content
that is not (primarily) encoded in the natural language denoted by
the language tag. If this occurs then the string and language tag are
inconsistent. Example: in language-tagged string "affe"@en the string
"affe" is correct and the language tag en is both valid and registered,
but the word ‘affe’ is a commonly used word in the German language
(denoted by de) but not the English language (denoted by en).

consistent A registered language-tagged string whose lexical form is a
valid string in the language denoted by the language tag.

underspecified Underspecification occurs when the language tag of a
language-tagged string is correct, but there exists a more specific lan-
guage tag that is also correct. For example, "color"@en can be more
descriptively represented as "color"@en-US. As with underspecified
datatyped literals, this quality issue is difficult to detect by automated
means.

well-specified A consistent language-tagged string that is not underspec-
ified.

There is a variant of the quality issue of underspecification that connects
the sub-hierarchies of datatyped and language-tagged literal quality. Lit-
erals with datatype xsd:string can be underspecified in case their lexical
form contains linguistic content in a particular language. For example, "se-
mantics"ˆˆxsd:string can be more descriptively represented as "seman-
tics"@en.

5 See http://www.iana.org/assignments/language-subtag-registry/
language-subtag-registry
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There are issues with the ‘Underspecified’ language-tagged string category
in Figure 7. The current standards are insufficient for annotating natural
language strings in several cases. For instance, proper nouns are often spelled
the same way in different languages. Currently, the only option is to add
distinct triples for each language in which the proper noun is used (e.g.,
"Amsterdam"@en, "Amsterdam"@nl, etc). This can obviously results in a pro-
hibitively large number of triples. Unfortunately, leaving the string untagged
(e.g., "Amsterdam"ˆˆxsd:string) is not a good option either, because there
is no way to distinguish a universally interpretable or cross-language string
from a single-language string that just happens to be untagged.

Another limitation of the current standards surfaces when dealing with
multi-lingual strings. The only solution for tagging these strings is to make
assertions in which the string appears in the subject position and an RDF
name that denotes a language appears in the object position. The predicate
must denote a property that relates strings to one of the languages to which
some of the string content belongs:

"Amsterdam" ex:hasLanguage ex:english ,
ex:dutch .

Since literals are normally not allowed to appear in the subject position, a
blank node to literal mapping has to be maintained as well:

_:1 <-> "Amsterdam"
_:1 ex:hasLanguage ex:english , ex:dutch .

Because language tags cannot be used as RDF names, there is no way to link
the object term identifier to its corresponding language tag.

§ 4.4 Quality metrics

The quality of literals can be assessed at different levels of granularity. We
distinguish between at least the following three levels:

term level The quality of individual literals.

datatype level The quality of literals that have the same datatype.
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document level The quality of literals that appear in the same document.
The quality of literals in a document is an important ingredient for
assessing the overall quality of that document.

The quality categories in Figure 7 can be measured at each of the three
granularity levels. Measurements on the literal level are straightforward:
every literal belongs to some leaf node(s) in the taxonomy. In most cases a
literal belongs to exactly one leaf node. The only exception is valid datatyped
literals: they belong to either ‘Underspecified’ or ‘Well-specified’ and to either
‘Non-canonical’ or ‘Canonical’.

LOD Laundromat is a stream-based data cleaning infrastructure that is able
to assess the quality of literals at the term and datatype levels. As such, it can
give overviews of the state of literal quality on the LOD Cloud. Luzzu is a
data quality framework that assesses literal quality at the document level.

More complex quality metrics can be defined in terms of the atomic quality
categories in Figure 7. Since Luzzu is an extendable framework, new com-
posed metrics can be defined in it. For example, Luzzu measures the ratio of
valid literals, or |Valid−Datatyped−Literal|

|Datatyped−Literal| . It also calculates the ratio of consistent

language-tagged strings, or |Valid−LTS|
|LTS| .

The literal quality metrics introduced in this section are used in the analyses
performed in Section § 6. The first analysis is conducted in LOD Laundromat
and covers the term and datatype levels. The second analysis is conducted in
Luzzu and covers the document level.

§ 5 implementation

In this section we describe the data and software that are used for the analysis
in Section § 6 and the automatic quality improvements in Section § 7.

§ 5.1 Data

The analysis and the evaluation of the improvement modules are conducted
over the LOD Laundromat [14] data collection, which currently consists of
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about 650 thousand RDF documents that contain 38 billion ground statements.
The data is collected from data catalogs (e.g., Datahub6) and contains datasets
that users have uploaded through the Web API7. As such, the LOD Laun-
dromat data collection only contains a subset of the Linked Open Datasets
that are currently available on the web. Since it includes data that has been
registered in Datahub, it at least includes the data that has traditionally been
thought of as making up the LOD Cloud. The LOD Laundromat collection
contains approximately 12.4 billion literals.

Since the LOD Laundromat only includes syntactically processable statements,
it is missing all literals that are part of syntactically malformed statements.
The reason for this is that whenever a statement is syntactically malformed it
is impossible to reliably determine whether a literal term is present and, if so,
where it occurs. For example, the syntactically malformed line (A) inside a
Turtle document may be fixed to a triple (B), a quadruple (C) or two triples
(D). The ‘right’ fix cannot be determined by automated means.

i. <a> <b> "c, d> .
ii. <a> <b> <c,d> .
iii. <a> <b> "c," <d> .
iv. <a> <b> "c" , <d> .

The absence of literals that appear within syntactically malformed statements
does not influence the meaning of an RDF graph or dataset. A statement
must (at least) be syntactically well-formed in order to be interpretable. RDF
semantics describes meaning in terms of truth-conditions at the granularity
of statements: I(〈s, p, o〉) = 1 ⇐⇒ 〈I(s), I(o)〉 ∈ EXT(I(p)), where I is the
interpretation function mapping terms to resources and EXT is the extension
function mapping properties to pairs of resources. Even though a literal
denotes a resource, that denotation alone does not express a basic thought or
proposition. Paraphrasing Frege, it is only in the context of a (syntactically
well-formed) triple that a literal has meaning.

Since we focus on the quality of literals, we do not cover quality issues that
are not specific to literals. This mainly includes various encoding issues.
For instance, a Turtle file that uses Latin-1 encoding, whereas the Turtle
specification requires the use of UTF-8. When the encoding of a file is wrong

6 See http://datahub.io
7 See http://lodlaundromat.org/basket
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or unknown, the file may contain characters that are probably not intended by
the original data publishers. Such characters can then also appear in literals8.

§ 5.2 Toolchain

The toolchain consists of the following components:

cliopatria The RDF libraries used for parsing, interpreting and serializing
RDF data, including the literals.

lod laundromat The data cleaning and republishing framework whose
data is used in our evaluations. The LOD Washing Machine uses
ClioPatria libraries.

frank A command-line tool that provides easy remote access to the LOD
Laundromat data collection.

ald libraries Existing libraries for detecting natural languages. These are
run over data supplied by Frank.

luzzu A quality assessment framework for RDF documents. This is run
over data supplied by Frank.

All components of the toolchain are (of course) published as Open Source
software and/or as web services to the community. We now describe each
component in more detail.

ClioPatria

ClioPatria9 [147] is a Prolog-based triple store and RDF library implemented
in SWI-Prolog10. We have implemented datatype definitions according to
the standards-compliant specification in Section § 4.2 for datatype IRIs that

8 An example of what is probably an encoding issue that appears in
a literal: http://lotus.lodlaundromat.org/retrieve?string=%C3%85%E2%84%A2&
match=terms&rank=psf&size=500&noblank=false

9 See https://github.com/ClioPatria/ClioPatria
10 See http://www.swi-prolog.org
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commonly appear in the LOD Laundromat data collection and for which
such a specification can be found (category ‘Defined’ in Figure 7).

We have compared the results of our datatype implementation in ClioPatria
with RDF4J11 [32], another Open Source triple store and RDF library. The
comparison is carried out to the extent that both libraries now give the same
canonical lexical forms for almost all standard XSD datatypes. ‘Almost’, since
there is still some deviation in the canonical forms of XSD doubles and XSD
floats. This deviation is allowed by the XML Schema 1.1 specification [117].
In addition, we have implemented several other often occurring datatypes
such as dct:W3CDTF and dct:RFC4646. For these less common datatypes it is
not so easy to check our implementation’s correctness through comparison
with other tools, since very few implementations of these datatypes exist.

LOD Washing Machine

LOD Washing Machine12 is the Linked Data cleaning mechanism that powers
the LOD Laundromat ecosystem. The analysis of datatyped literals (Sec-
tion § 6.1) is directly implemented into the Washing Machine. This means
that all literals published by the LOD Laundromat are from now on guaran-
teed to be valid and canonical (if a canonical mapping exists).

The LOD Washing Machine cleans the data in a stream, on a per-tuple basis.
This means that memory consumption is almost negligible. The grammars of
the implemented datatypes are all LL(1) grammars, i.e. they process the input
string from left to right and return only the leftmost derivation. This implies
that the grammars are deterministic context-free grammars that leave no
choice points during parsing. This means that the computational complexity
of parsing all lexical forms is linear in the length of the input string.

Frank

Frank13 is a command-line tool that allows data from the LOD Laundromat
data collection to be streamed at the level of triple pattern fragments [13].
This tool is used for the analysis of the quality of language-tagged strings

11 See http://rdf4j.org/
12 See https://github.com/LOD-Laundromat/LOD-Laundromat
13 See https://github.com/LOD-Laundromat/Frank
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(Section § 6.2) and for the analysis of the quality of data documents (Sec-
tion § 6.3). It is also used for the automated improvement of language tags
(Section § 7.2).

ALD libraries

For the assessment and improvement of language-tagged strings we use three
existing state-of-the-art Automatic Language Detection (ALD) libraries:

apache tika We use a NodeJS wrapper14 for the 1.10 version of Apache
Tika15. Apache Tika constructs a language profile of the text to detect
and compares it with the profile of the set of known languages. The
profiles of these languages are collections of texts which should be rep-
resentative for the usage of those languages in practice. Such language
profile is called corpus. The corpus accuracy depends on the profiling
algorithm chosen (word sets, character encoding, N-gram similarity,
etc.). Apache Tika uses 3-gram similarity as such three-word groups
are useful in most practical situations. According to the documentation,
this algorithm is expected to work accurately also with short texts. Tika
can detect 18 languages (17 languages with European origin and Thai
language).

compact language detection (cld) The NodeJS CLD library16 is built
on top of Google’s CLD2 library17. The original library recognizes text
in 83 languages, while the NodeJS wrapper detects text in over 160

languages. CLD is programmed as a Naive Bayesian classifier which
chooses one of the following three algorithms: based on unigrams, on
quadrams or defined by the script itself. Aiming to improve upon its
performance, this library makes use of hints supplied by the user, on
text encodings, expected language or domain URL.

language-detection This library18, sometimes abbreviated as LangDe-
tect or LD, is a Java-based library that is commonly used as a language
detection plugin for ElasticSearch19. This library uses a 3-gram similar-

14 See https://github.com/ICIJ/node-tika
15 See http://tika.apache.org/1.10/index.html
16 See https://github.com/dachev/node-cld
17 See https://github.com/CLD2Owners/cld2
18 See https://github.com/shuyo/language-detection
19 See https://github.com/jprante/elasticsearch-langdetect
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ity metric and a Naive Bayesian filter. The language profiles (corpora)
used by the library have been generated from Wikipedia abstracts. This
library supports 53 languages and reports a precision of 99.8%.

The chosen ALD libraries are widely used and are known to have high
accuracy for the supported languages and text sizes. Although the chosen set
still remains – to some extent – arbitrary, it is trivial to include more libraries
into our framework, as one sees fit.

Luzzu

Luzzu20 [43] is a quality assessment framework for Linked Data. The rationale
of Luzzu is to provide an integrated platform that: (1) assesses the quality
of RDF documents; (2) provides queryable quality metadata on the assessed
documents; (3) assembles detailed quality reports on assessed documents.
Luzzu allows the set of quality metrics to be easily extended by users by
defining custom and domain-specific metrics.

The following literal-specific quality metrics are implemented in the Luzzu
framework: (i) the validity of a datatype against its lexical value (category
‘Valid’ in Figure 7); and (ii) the consistency between a language-tagged string’s
lexical form and language tag (category ‘Consistent’ in Figure 7).

For calculating the ratio of consistent language-tagged strings (Section § 4.4)
Luzzu uses natural language web services. For single word literals it uses the
Lexvo [40] web service21. Lexvo is a linguistics knowledge base that encodes
relationships between words (e.g., different meanings and translations of
words). It also contains links to other semantic resources in the LOD Cloud.
For language-tagged strings, a request to the Lexvo API is made and a
dereferenceable resource-denoting URI is returned. This resource is then
queried and if a rdfs:seeAlso is found, then we deem a string literal to have
the correct tag.

For checking the correctness of multi-lingual language-tagged strings Luzzu
uses the Xerox Language Identifier22. This web service identifies the language
of natural language phrases and sentences. While the service often returns

20 See https://github.com/EIS-Bonn/Luzzu
21 See http://lexvo.org
22 See https://services.open.xerox.com/bus/op/LanguageIdentifier/

GetLanguageForString
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correct results for languages that commonly occur in the LOD Cloud, this ap-
proach does not guarantee that the correct language will always be found [99].
The fact that this approach gives only approximately correct results is taken
into account when encoding the metric into metadata.

§ 6 analysis

This section presents three analyses that are conducted to explore the frame-
work presented in the previous section. The first analysis assesses multiple
aspects of the quality of datatyped literals on a large scale. The second
analysis assesses one quality aspect of language-tagged string, also on a
large scale. The third analysis assesses quality aspects of datatyped literals
and language-tagged string within documents. These three approaches are
complementary, and together cover a large area of literal term use: datatyped
as well as language-tagged, and LOD Cloud-wide as well as document-based.

§ 6.1 Analysis 1: The quality of datatyped literals

We analyze 1,457,568,017 datatyped literals from the LOD Laundromat data
collection. Table 2 gives an overview of the ten most occurring datatype IRIs.
These are all from the RDF and XSD specifications.

For the datatyped literals we investigate the following quality categories
defined in Section § 4.3: undefined, invalid, and non-canonical. Overall we
find that the vast majority of literals are valid and a modest majority of them
are also canonical. However, 76% (or 1,112,534,996 occurrences) of literals are
(language-tagged or XSD) strings (see Table 2). This is not surprising since
strings enforce the least syntactic restrictions. Specifically, XSD string is often
chosen as the default datatype in case no explicit datatype IRI is provided. It
is relatively uncommon for an XSD string literal to be invalid, since in order
to do so it must contain unescaped non-visual characters such as the ASCII
control characters. For the more complex datatypes, e.g., those that denote
dates, times and floating point numbers, the grammar is more strict. In these
cases we see that there is still a lot of room for improvement (see the results
below).
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Datatype IRI Occurrences Percentage

xsd:string 594,614,300 40.67%
rdf:langString 517,920,696 35.43%
xsd:integer 140,315,796 9.60%
xsd:int 74,920,049 5.12%
xsd:date 54,830,685 3.75%
xsd:float 30,152,391 2.06%
xsd:double 17,862,360 1.22%
xsd:decimal 11,839,366 0.81%
xsd:gYear 5,148,174 0.35%
xsd:nonNegativeInteger 3,535,255 0.24%

Others 10,872,531 0.74%
Total 1,462,011,603 100.00%

Table 2: The ten most occurring datatype IRIs for the 1,457,568,017

literals that were sampled from the LOD Laundromat data
collection.

Undefined

Most datatype IRIs do not dereference to a proper definition of a datatype.
Many datatypes that have some form of human-readable informal description
do not provide enough information in order to properly implement them.
An example of this is datatype IRI Susan:Markdown whose ‘definition’ is
shown in Listing 4.1. This informal specification is insufficient in order
to define a datatype: Firstly, the value space can either be defined as the
set of Markdown-formatted strings or in terms of a formal abstraction of
Markdown documents (e.g., a parse tree). For comparison, the value space for
rdf:XMLLiteral is defined in terms of the XML DOM tree model. Secondly,
the Markdown grammar that is pointed to by the rdfs:seeAlso property
is itself not formally specified. Finally, there does not yet exist a (generally
accepted) canonical form for writing down Markdown.

Listing 4.1: Informal description of Markdown datatype.
sysont:Markdown a rdfs:Datatype ;

rdfs:comment "A string literal formated
using markdown syntax ." ;

rdfs:label "Markdown formated string" ;
rdfs:seeAlso "http :// daringfireball.net/
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Datatype IRI Occurrences Percentage

dt:second 2,326,298 0.160%
dt:minute 682,790 0.047%
dt:squareKilometre 643,493 0.044%
dt:centimetre 382,281 0.026%
dt:kilogram 356,321 0.024%

Table 3: The most often occurring undefined datatyped literals.

projects/markdown/syntax" .

We notice that there is currently not a strong practice of defining datatypes
in terms of XML Schema. In fact, we did not find such a definition outside
of the original XSD specification. Also, while there is no inherent reason
why an informally specified datatype should be ambiguous or incomplete,
in practice we have not found an informal description that is unambiguous
and complete. Table 3 shows the most often occurring undefined datatypes.
The vast majority of these are DBpedia datatype IRIs (namespace dt). For
instance, it is unclear whether dt:second should be able to denote partial
seconds (floating point versus integer number) or whether it should be able
to represent a negative number of seconds.

Some datatypes are defined but do not include the optional canonical map-
ping. An example of such a datatype IRI is dct:W3CDTF, a temporal datatype
that allows multiple lexical forms to denote the same point in time. For
instance, +01:00 and -23:00 represent the same time zone. We notice that
a canonical mapping is sometimes hard to specify and may sometimes not
be very useful. An example of this is rdf:HTML which does not specify a
canonical mapping, which would have to map an arbitrary HTML DOM
tree to a canonical HTML serialization (including white-space use, encoding
decisions, canonization of non-HTML content like CSS or JavaScript, etc).

Invalid

Table 4 shows the datatypes that have the highest number of invalid literals.
Overall, only 0.11% of all literals are invalid. However, as was mentioned
before, 79% of all literals are strings for which almost every lexical form is
valid. As soon as the datatype becomes more complicated, the percentage
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Datatype IRI Occurrences Percentage

xsd:int 511,741 0.69%
xsd:decimal 122,738 1.28%
xsd:dateTime 98,505 8.54%
xsd:gYearMonth 16,469 15.45%
xsd:gYear 11,957 0.23%

Table 4: The datatype IRIs with the highest number of invalid literals.
The percentage is calculated relative to the total number of
literals with a given datatype.

of invalid occurrences goes up. For example, many integers with datatype
IRI xsd:int exceed the short integer range constraints. Another example are
literals with datatype IRI xsd:gYearMonth, whose lexical forms often swap
the year and month parts, or where the month part is often an RFC 822-style
month name (e.g., Jan).

Non-canonical

Table 5 shows the five datatypes with the highest number of non-canonical lit-
erals. Overall, 3.5% of all literals are non-canonical. Again, simple strings are
canonical by definition, since they map onto themselves. On the other hand,
the majority of the floating-point numbers (either xsd:double or xsd:float)
are non-canonical. The reason for this is that their canonical format is quite
specific: it must always be written in scientific notation and must use the
uppercase exponent sign ‘E’. In practice, we see that 1.0 is a much more com-
mon serialization of a floating-point number than its canonical counterpart
1.0E0.

§ 6.2 Analysis 2: The quality of language-tagged strings

We want to analyze literals with textual content, including textual content that
has been explicitly tagged with a language tag (i.e., language-tagged strings)
and textual content that is untagged (i.e., XSD strings). It is difficult to reliably
determine when a literal contain textual content, which is an inherently vague
notion. We want to at least exclude many XSD strings that are obviously
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Datatype IRI Occurrences Percentage

xsd:float 30,152,304 99.99%
xsd:double 17,783,414 99.56%
xsd:decimal 2,127,133 1.05%
rdf:XMLLiteral 245,457 100.00%
xsd:dateTime 224,994 7.14%

Table 5: The datatype IRIs with the highest number of non-canonical
literals. The percentages are calculated relative to the number
of literals with a specific datatype IRI.

non-textual. For this we require the lexical form of an XSD string to at least
contain two consecutive Unicode letters. This coarse filter removes lexical
forms that encode dates, lengths, telephone numbers, etc. Such non-textual
strings are probably stored as XSD strings because the data publisher was
unaware of an appropriate datatype, and/or did not have enough time to
perform a proper transformation to an existing datatype.

When we use our coarse filter to distinguish literals with textual content, this
results in 3,54 billion literals. 2.26 billion (or 63.83%) of these are language-
tagged strings (have an explicit language tag). The remaining 1.28 billion
(or 36.17%) are XSD strings (do not contain a language tag). These literals
originate from 569,422 documents from the LOD Laundromat data collection.

The distribution of language tags over this collection of literals is given in
Table 7. By far the most language-tagged literals are in English, followed by
German, French, Italian and Spanish. This shows that Linked Data contains a
strong representation bias towards languages of European origin, with the 10

most frequent language tags representing European languages. 73.26% of all
language-tagged literals belong to one of the 10 most frequently occurring
languages.

Unregistered

We analyze how many of the language-tagged literals are ‘Registered’ (see
Figure 7) by assessing whether their primary language tag belongs to the
IANA language codes registry. Out of 313 two-digit country codes in the LOD
Laundromat collection, 186 (59.4%) are also registered in IANA. The vast
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Datatype IRI Occurrences

ck 1,191,661

il 1,041,376

x- 155,782

pm 97,898

gs 80,119

Table 6: Unregistered primary language tags that appear in the highest
number of language-tagged strings.

majority of language-tagged literals (98.6%) contains a registered language
tag. Table 6 presents the five most frequently occurring unregistered language
tags.

§ 6.3 Analysis 3: The literal quality of documents

In order to illustrate that the here presented toolchain integrates well with
document-based quality frameworks, we run initial experiments of the Luzzu
framework, receiving data and metadata through the Frank tool. Luzzu
quantifies the quality of Linked Data documents, including the quality of
literals. We used Luzzu in order to process 470 data document from the
LOD Laundromat collection. For each of these documents Luzzu calculates
the ratio of valid literals and the ratio of consistent language-tagged strings
(Section § 4.4). For these specific documents Luzzu determines that, on
average, 70% of the language-tagged strings are consistent with respect to
their language tag. On the other hand, only 39% of literals have a lexical form
that belongs to the value space denoted by its datatype IRI (category ‘Valid’
in Figure 7).

Manual inspection of the sample of documents whose quality value was less
than 40% reveals the following four main issues for language-tagged strings:

• A literal contains linguistic content but lacks a language tag (category
‘Underspecified’ in Figure 7).

• A literal contains both linguistic and non-alphabetic content (the multi-
linguality problem discussed in Section § 4). Example: "related_
software"@en.
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Language tag Occurrences

en 878,132,881

de 145,868,558

fr 129,738,855

it 104,115,063

es 82,492,537

ru 77,856,452

nl 75,226,900

pl 59,537,848

pt 56,426,484

sv 47,903,859

other language tag 607,012,252

XSD string 1,281,785,207

textual literals 3,544,028,391

Table 7: The distribution of language tags in the LOD Laundromat data
collection.

• A literal contains linguistic content with syntax errors (category ‘Invalid’
in Figure 7). Example: "flow cytometer sorter"@en.

• A literal has a language tag that is not supported by the automated
approaches used by Luzzu. Example: "article"@en-US.

The majority of problematic triples exhibit the first issue. The third issue,
i.e., lexical forms containing syntax errors, actually result in incorrect identi-
fications by the external services that are used to calculate the metrics. For
example, in "flow cytometer sorter"@en the term cytometer should have
been written as cytometry. The fourth issue points at another tooling issue,
but one that cannot be so easily resolved. Although the tag en-US is correctly
defined as per the BCP 47 standard [118], the Luzzu metric expects two- or
three-letter language tags, these are supported by most NLP resources, such
as the Linked Languages Resources23.

Interestingly, many of the quality issues that were found upon manual in-
spection overlap with the ones that we considered problematic in Section § 4.
This leads us to believe that typo’s and multi-linguality may not be fringe

23 See http://linkedvocabs.org/lingvoj/
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cases after all, and that current standards may actually be too coarse to deal
with the real-world quality issues of language-tagged string as they are used
in the LOD Cloud today. Future work into these issues is needed.

§ 7 improvement

In this section we show that the quality of literals can be significantly im-
proved by using the processing and analysis framework presented in Sec-
tion § 5 and Section § 6. The possible quality improvements are defined in
the literal quality taxonomy in Section § 4, as indicated by the horizontal
arrows with filled arrows in Figure 7. Based on the analysis in the previous
section we are informed about some of areas where literal quality can be
improved.

We note that not all aspects of literal quality can be improved by automated
means. For instance, the quality improvement from ‘Underspecified’ to
‘Well-specified’ in Figure 7 cannot be effectuated based on the available data
alone but needs an interpretative decision from the original data publisher.
Even though these quality issues cannot be fixed automatically, the current
framework can still be used to automatically detect such problems. In gen-
eral, suggestions for quality improvement can now be based on empirical
observation rather than intuition.

In order to show that our toolchain indeed provides the required scale to
fix quality issues in the LOD Cloud, we choose two quality aspects that
can be automated. These two quality aspects also support two use cases
in Section § 3. The first one is the automatic conversion of non-canonical
datatyped literals to canonical ones, supporting the efficient calculation of
equivalence tests. The second one is the automatic assignment of language
tags to textual literals that did not have a language tags before, supporting
improved multi-lingual search indexing.
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§ 7.1 Improving datatyped literals

Undefined

The analysis in Section § 6 gives an overview of the size of the quality issue
of undefined datatypes. Based on this overview we can see that defining
the DBpedia datatype IRIs would solve the vast majority undefined datatype
IRIs, thereby significantly increasing the overall quality of literals in the LOD
Cloud.

Underspecified→ well-specified

An underspecified literal cannot be changed into a well-specified one based on
the observed lexical form alone. For instance, the fact that the values "0001",
"0203", "9009" appear in the data does not tell us whether the datatype IRI
should be xsd:positiveInteger or xsd:nonNegativeInteger. Deciding on
the most general primitive datatype, xsd:decimal in this case, also does not
suffice since, for this particular example, xsd:gYear would apply just as well.
The problem becomes even more complex when non-standard datatypes are
considered, which can map lexical form "11" to Metaphysics and "657" to
accountancy (e.g., this particular mapping is part of the Universal Decimal
Classification (UDC)).

invalid → valid Invalid literals can only be improved upon by the
original data publisher. We cannot automate this task since it requires us to
choose between (1) changing the datatype IRI to match the lexical form, (2)
changing the lexical form to match the datatype IRI, or (3) changing both.
However, we can give an overview of mistakes that occur most often in the
data. Based on our empirical observations these are the top 4 mistakes, along
with suggestions of how to avoid them in the future:

1. xsd:int is not the same as xsd:integer. The former is a short integer
and cannot be used to express integers smaller than -2,147,483,648 or
larger than 2,147,483,647. This results in range errors that would not
have occurred if xsd:integer would have been used instead.
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2. RDF IRIs are case sensitive [38]. Specifically xsd:datetime is not the
same as xsd:dateTime. The former is not defined by the XSD standard
and occurrences of it are probably typos.

3. xsd:date must not include a temporal specifier. xsd:dateTime is used
for this instead.

4. Many datatype IRIs are not proper HTTP(S) IRIs. Since RDF serializa-
tions are very admissive when it comes to IRI syntax, many things that
are parsed as literals contain datatype IRIs that do not parse according
to the more strict IRI RFC specification [52]. Most of these improper
datatype IRIs are due to undeclared prefixes (e.g., xsd) in the source
document. Many of these can probably be expanded according to a list
of common RDF aliases and their corresponding IRI prefixes, but the
original data publisher should check whether this is indeed the case.

non-canonical → canonical Canonical literals provide a signifi-
cant computational benefit over non-canonical valid literals for several use
cases. For instance, checking whether two terms or statements are identical
or not no longer requires parsing and generating of lexical forms, i.e., string
similarity suffices where one would have to calculate c(L2V(l1)) ≡ c(L2V(l2))
otherwise. ClioPatria now fully automates the canonicalization of RDF literals
for which such a mapping is defined: all literals are stored in canonical form
upon statement assertion.

§ 7.2 Improving language-tagged strings

unregistered → registered Standardizing the set of language tags
in LOD Laundromat with respect to the central IANA registry would improve
the quality of the literals. However, it is not trivial to adjust these language
tags automatically. For instance, the unregistered tag il may be corrected to
he-il, which denotes the Hebrew language spoken in Israel; or it might be a
typo, where the author intended to point to the Italian language (denoted by
it). Deciding on the correct registered language depends on the intention of
the original data publisher.
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no language tag → language tag We attempt to assign a lan-
guage tag to textual literals that do not have one yet. For this purpose, we test
language detection improvements on textual lexical forms from of the LOD
Laundromat data collection. We define a textual lexical form as a lexical form
of a literal with datatype IRI xsd:string or xsd:langString that contains
at least two consecutive Unicode letters. This allows exclude many obvious
non-textual lexical forms such as telephone numbers and years.

In an attempt to improve the language tag coverage of LOD Laundromat,
we apply three language detection libraries (see Section § 5.2).24 We are
interested in the following aspects. How often does the automatically de-
tected language tag coincide with the user-assigned tag? How accurate are
the language detection libraries? Does the accuracy of detection differ per
primary language or for various string sizes? Are certain languages or string
sizes easier for language detection? How often do the libraries refrain from
assigning a language tag at all? Can we combine the libraries and thereby
improve the overall accuracy of language detection?

We use the language-tagged strings that appear in LOD Laundromat and
check whether the ALD libraries assign the same language tag to the lexical
form as the one assigned by the original data publisher. We report the
precision, recall and F1-value for each language detection library. We assume
that the accuracy that we measure over language-tagged string extends to
XSD string literals with a textual lexical form (i.e., ones that do not have a
user-defined language tag).

The language tag assigned by the original data publishers can consist of mul-
tiple, concatenated subtags. Since our language detection tools only provide
an ISO 639-2 two-character language code in most cases, we focus our com-
parison on the primary language subtag, i.e., the first two characters of each
language-tagged string. Another motivation for enforcing this abstraction
is that it is more difficult to distinguish fine-grained language differences
from a semantic point of view. For instance, if the original data publisher
supplied language tag de-DE, it is difficult to determine whether de-AU or
de would also have been correct annotations. The granularity level that we
choose, two-character primary language tags, is satisfactory for identifying
most languages, although there are exceptional cases in which the secondary
language subtag is also required for denoting the language. Most notably,
this is the case for Chinese languages where zh-CN denotes a language that is
different from zh-TW.

24 We process 568,381 documents from the LOD Laundromat data collection. We exclude
the remaining documents because of errors while running the LD library.
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Library Duration Library runtime
CLD 52 hours 72.5 hours
LD 103 hours 123.5 hours
Tika 109 hours 129.5 hours

Table 8: Running time for each of the three ALD libraries. The dif-
ference between the total duration and the library-specific
runtime shows that the overhead of streaming through the
LOD Laundromat data collection accounts for 20.5 hours.

Table 8 gives an overview of the time that each ALD library needs for an-
notating the XSD string language expressions from the LOD Laundromat
collection. Overall, the process of tagging every non-tagged lexical form
lasts around 5 days. Most of this elapsed time (around 80%) is used by the
ALD libraries themselves. The remaining time is used by the Frank tool to
extract the required information from the LOD Laundromat web service.
Considering that such an improvement procedure is to be executed once and
not necessarily in real time, we believe that the time needed to improve the
coverage of language tags in the LOD Cloud is reasonable.

We also measure the accuracy of each ALD library and observe that the
highest precision (75.42%) is achieved by the CLD library, which also covers
the highest number of languages (160). It is notable that this library often
gives no language suggestion, especially when it comes to short strings.

We further investigate to which extent the accuracy of the libraries is depen-
dent on specific language tags or string sizes. The outcome of this analysis
for the most frequently occurring 10 languages is shown in Table 12. Each
of the cells represents an intersection of a primary language tag and a string
size bucket. We measure the string size n in terms of number of words that
constitute the string. A string size bucket b contains strings whose length
fall within the same logarithmic value: b = |log2(n)|. Each cell contains three
values that represent the F1-accuracies of the three respective libraries: Tika,
CLD and LangDetect. While CLD has the highest accuracy for most buckets,
there are notable exceptions. For instance, the LangDetect library is better
than the CLD library in detecting Portuguese and long Dutch literals.

Figure 8 shows the aggregated accuracy per bucket for each of the three
libraries. Note that there is hardly any intersection of the plotted lines: for
any text size bucket (except for 0), CLD gives the highest F1-value, while
Tika gives the lowest. However, the text size does correlate with the general
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success of language detection (by any library). Concretely, short strings which
contain only one word (bucket 0) or two words (bucket 1) are much harder
to detect correctly than longer strings. On the other hand, expressions from
bucket 8 (between 129 and 256 words) can be detected with almost perfect
accuracy.

This tendency is confirmed for the most frequent 10 languages (Figure 9).
Every data point represents the average F1-value, calculated over the three
libraries for a given language and bucket. This shows that libraries are
successful in detecting the language of sufficiently long literals (literals in
bucket 3 already have an F-measure of around 75%, increasing to around
85-90% for bucket 4). Almost all common languages, except for Portuguese,
follow this distribution. From Figures 8 and 9 it is clear that the accuracy
of the ALD libraries for strings of moderate and long size is very high. In
contrast, the language detection for short strings and less common languages
has a much lower accuracy.

We also observe a significant decline in accuracy for the extremely large
strings (belonging to bucket 10 and above), which is somewhat unexpected.
We hypothesize that this decline could be due to the following factors: (1) The
buckets 10 and above contain much fewer strings, between a few hundred
and a few thousand strings per language, which leads to less stable and less
reliable results; (2) the strings that belong to these categories are generally
non-standard in terms of size, format and content. Specifically, some strings
are so long that they result in errors for entering an unanticipated form of
input. One example is the full text of the book “THE ENTIRE PROJECT
GUTENBERG WORKS OF CHARLES D. WARNER”, which are stored in a
single literal term.

In some instances a lexical form can be correctly annotated with multiple
primary language tags. This is especially true for proper names – these
often share the same surface form in a plurality of languages. For instance,
what is the right language tag for “Amsterdam”: English, Dutch, or a set of
languages? Ideally, the world languages would be grouped into a hierarchy of
language tags, thus allowing the data publisher to specify a group or category
of similar language tags (e.g. all Germanic languages). This representation is
not standardized at the moment (see also Section § 4).

It could also be argued that proper names and other short strings should
be kept as non-language tagged strings, because their lack of context often
allows multiple language tags to be considered correct. This is demonstrated
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Language tag Occurrences

en 348,262,051

nl 27,700,617

de 25,166,990

da 12,574,645

ja 9,158,424

es 8,593,138

fr 7,248,383

nn 7,114,156

el 4,323,837

la 2,873,684

Table 9: Languages among the untagged strings according to CLD.

in Figure 8: strings that consist of only a few words are seldom tagged with a
consistent language.

Finally, we enumerate the most frequently assigned languages by our libraries
on the strings without a language tag in the published data (Tables 9, 10, 11).
As on the language-tagged strings in Table 7, the major European languages,
especially the English language, seem to prevail on the strings without a
language tag. At the same time, we observe a set of small languages that
are unexpectedly frequent, such as Tagalog (tl), (new) Norwegian (no/nn),
Greek (el), and Estonian (et). The high frequency of such long-tail languages
might be an indicator of errors in these libraries.25

§ 8 conclusions

We have focused on the quality of literals, an area of Linked Data quality
conformance that has not been thoroughly investigated before. We have
systematically specified a taxonomy of quality criteria that are specific to RDF
literals. We have shown that quality metrics can be defined in terms of this
taxonomy. We have shown that existing platforms and libraries can be reused
in order to automatically check for literal quality conformance. Two concrete
analyses were conducted on a very large scale and a third analysis has shown

25 Most notably, the Tika library shows a strong bias towards Eastern European and
Nordic languages.
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Figure 8: Accuracy per language detection library.

Figure 9: Accuracy per language tag for the 10 most frequent lan-
guages.

106



§ 8 conclusions

Language tag Occurrences

en 331,196,693

de 163,920,782

tl 99,213,393

ca 86,113,223

ro 72,512,668

it 52,062,226

nl 49,516,711

fr 48,139,153

hr 39,207,813

zh 33,611,172

Table 10: Languages among the untagged strings according to LD.

that our toolchain can also be used by existing quality assessment frameworks
in order to assess the quality of RDF documents. Finally, we have presented
initial attempts at automatically effectuating large-scale improvements to the
quality of literals.

implementation reuse The implementations have not only be used
for the here presented experiments, but have been consolidated into the
ClioPatria Semantic Web library and triple store, which now supports a large
number of datatypes as well as canonical forms. The literal quality categories
for which conformance can be automatically checked have been integrated
into the LOD Laundromat data cleaning process, which now records literal
quality issues that are found in the data. Finally, the automatic detection of
language tags is used by the Semantic Search engine LOTUS to improve its
language-specific filters.

literal quality & rdf processor conformance Since every
empirical measurement of literal quality must use a concrete RDF processor
that interprets the input data documents, every empirical measurement of
literal quality is inherently relative to the processor that was used. Differences
between RDF processors include the set of datatypes that is implemented
as well as bugs and/or purposeful deviations from Linked Data standards.
While implementing the XSD datatypes in ClioPatria, we discovered that it
helps to cross-validate against another library (in our case RDF4J). In a similar
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Language tag Occurrences

lt 273,304,150

ro 141,609,523

en 116,931,204

sk 91,248,715

et 91,082,766

it 69,331,167

fr 57,668,214

hu 54,721,330

no 54,121,551

is 51,962,628

Table 11: Languages among the untagged strings according to Tika.

way, we hope that the availability of ClioPatria will make it easier for others
to add support for more datatypes in their RDF processors as well.

Since this chapter has focuses on the quality of literals, conducting a broad
investigation into literal support by triple stores and RDF libraries was out of
scope. Specifically, we have not conducted a broad investigation into which
datatypes are implemented by which triple store or RDF library. Future
research should focus on the tool support of literals, because the fact that
very few non-XSD datatypes are currently in use may be because of the
chicken-and-egg problem that RDF tools do not implement them because
they do not occur that often, etc.

datatype definitions Even though we have shown that many quality
issues can be automatically detected, and some can even be (semi-)automatically
fixed, the issue of undefined (or badly defined) datatypes remains unresolved.
By definition, a literal’s quality can only be determined once its datatype is
properly specified. The existing of so many undefined datatypes, i.e., almost
all datatypes that do not belong to the standard collection of XSD datatypes,
may point to a lacuna in today’s RDF standards. In these standards, the
issue of datatype definition is ‘outsourced’ to the XML Schema specifications.
However, the current generation of Semantic Web practitioners may have less
experience with XML Schema and related technologies. In order to improve
the current situation, standardization organizations may consider introducing
new ways of defining RDF datatypes and/or providing more assistance for
using the existing ways.
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our approach The main contribution of this chapter is that it presents
a very different approach towards quality assessment: large-scale, automated,
and easily reusable by other tools and libraries. Currently, people create best
practices based on what they believe to be the most important issues and/or
limited sets of use cases. We show that future best practices can also be based
on empirical overviews of how the LOD Cloud looks today. Our approach
has many benefits, e.g., it allows the potential impact of quality improvement
initiatives to be quantify beforehand. This makes it possible to identify the
quality issues for which quality improvement would result in the biggest
overall impact.

Our approach extends to the topic of automatically improving data quality.
We show that millions of literals (and thereby statements) can be improved
very quickly, by algorithmic means. While this does not apply to every quality
criterion, e.g., ones that rely on the intention of the original data publisher,
there are many quality criteria for which this can be done. Indeed, we have
shown that by using state-of-the-art libraries – for instance libraries for natural
language identification – we are able to improve the overall quality of the LOD
Cloud. This means that many of the quality criteria that could previously
only be improved on an ad-hoc basis can now be improved at a very large
scale, thereby resulting in a Semantic Web that is more valuable for everyone.
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Table 12: F1-value accuracy of the libraries per bucket size and lan-
guage. Library results are given in the following order: Tika,
CLD, LangDetect. The language tags are ordered by fre-
quency, with the most frequent languages on the top of the
Table.
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S C A L I N G M E TA D ATA T O T H E W E B

This chapter is based on the following publication:

• L. Rietveld, W. Beek, R. Hoekstra, S. Schlobach. “Meta-Data for a Lot
of LOD.” In: Semantic Web Journal (to appear) [122].

§ 1 introduction

In this chapter we present the LOD Laundromat metadataset, a uniform
collection of metadata descriptions that describe the structural properties
of very many (657,902) Linked Data documents, together containing over
38 billion statements. These Linked Data documents originate from the
large-scale scraping and cleaning operation presented in Chapter 2. This
metadataset is unique in (1) its scale, both in terms of the number of datasets
it describes, and the number of metadata properties it includes, (2) the
consistent way in which metadata properties are calculated, (3) the explicit
description of the computational processes that are used to calculate these
properties, and (4) the use cases it supports. The metadataset uniquely
facilitates the analysis and comparison of a large number of datasets in
terms of many different properties. As such, this metadataset supports many
research scenarios, including the tuning of algorithms based on the structural
properties of datasets.

Analyzing, comparing, and using multiple Linked Open Datasets currently
is quite a hassle that includes at least the following steps: finding download
locations, hoping the downloaded datadumps are valid, and parsing the
data in order to analyze or compare it based on some criteria. It is even
more difficult to search for datasets based on characteristics that are relevant
for large-scale machine-processing, such as the average out-degree of nodes.
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What is needed is (1) a uniform representation for datasets and (2) a uniform
representation of dataset descriptions. The LOD Laundromat (Chapter 2)
realizes the former: it (re)publishes the largest collection of Linked Open
Datasets on the Web of Data (over 38 billion triples and counting). Every
dataset is published in the same format, in compliance with Linked Open
Data publishing standards, optimized for reuse and ensured to be fully
machine-processable.

Even though very many cleaned datasets are available, the creation of meta-
data that uniformly describes these datasets is still left to the original data
publisher. We see that many data publishers do not publish a dataset descrip-
tion that can be found by automated means, and that dataset descriptions that
can be found do not always contain all – formally or de-facto – standardized
metadata. In addition, the metadata values that can be found are generally
not comparable across datasets because different data publishers are known
to interpret and calculate the same metadata property in a different way. For
example, it is not generally the case that a dataset with a higher value for the
void:triples property contains more triples. Because of such incompatibil-
ities between existing dataset descriptions, it is difficult to reliably analyze
and compare datasets on a large scale.

In addition to the uniform dataset representations that are already published
by the LOD Laundromat, we also need the same uniform representation
for publishing dataset metadata. Secondly, even straightforward metadata
should come with provenance annotations that describe how and when is was
created. The LOD Laundromat metadataset presented here delivers exactly
this: a collection of dataset descriptions, linked to the same canonical dataset
representation, all modeled, created, and published in the same manner, and
with provenance annotations that reflect how the metadata was generated.

Section § 2 gives an overview of existing metadata standards and collections.
In Section § 3 we identify shortcomings of these existing metadata standards
and collections, and formulate a set of requirements for a metadataset that
allows a very large collection of datasets to be analyzed, compared, and
used. Section § 4 presents the metadata we publish, its underlying model,
its dependencies on external (standard) vocabularies, and a discussion that
positions our work relative to the five stars of Linked Data Vocabulary use
[85]. It also explains how the LOD Laundromat metadataset is generated and
maintained. Section § 5 enumerates applications and use cases that the LOD
Laundromat metadataset enables. We conclude with Section § 8.
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§ 2 related work

SPARQLES [33] presents an overview of dataset descriptions that can be found
by automated means. It shows that uptake of the core metadata properties,
including ones from the VoID [4] vocabulary, is still quite low: only 12.9%
of analyzed SPARQL endpoints is described using VoID. Because of this
apparent lack of LOD metadata, several initiatives have tried to fill this gap
by creating uniform metadata descriptions for multiple datasets. We discuss
two of these: LODstats and Sindice.

LODstats [8] provides statistical information for all Linked Open Datasets
that are published in the CKAN-powered Datahub catalog. It offers a wide
range of statistics, e.g., the number of blank nodes and the average out-
degree of subject terms. Unfortunately, only a small subset of these statistics
as published as Linked Open Data, making it more difficult to reuse this
metadata with LOD tooling.

Secondly, Sindice [115] provides statistical information that is similar to
LODstats, but mostly analyzes smaller datasets that are crawled from web
pages. The metadata provided by Sindice are similar to those in the VoID
specification but do not use a standardized vocabulary and are not published
in a machine-readable format such as RDF.

Although Sindice and LODstats provide a step in the right direction, by
uniformly creating metadata descriptions for many Linked Datasets, they
(1) only support a subset of existing metadata properties, (2) do not publish
exhaustive metadata descriptions as machine-interpretable Linked Open Data,
and (3) do not publish structural (provenance) information on how the metadata
was calculated.

§ 3 metadata requirements

In this section we present a requirements analysis for a dataset that satisfies
our goal of supporting the meaningful analysis, comparison, and use, of very
many datasets.

We explain problems with respect to existing metadata specifications (Sec-
tion § 3.1), dataset descriptions (Section § 3.2) and collections of dataset
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descriptions (Section § 3.3). Based on these considerations, the requirements
are presented in Section § 3.4.

§ 3.1 Metadata specifications

Existing dataset vocabularies include VoID [4], VoIDext [100], DCAT1, and
Bio2RDF [34]. VoID is a vocabulary for expressing metadata about Linked
Datasets. It supports generic metadata, access metadata, links to other
datasets, exemplary resources, as well as dataset statistics. Some of the
VoID metadata properties can be automatically generated, while others can
only be supplied by a human author, e.g., what is an ‘exemplary resource’.

Bio2RDF presents a collection of metadata properties that extends the set of
VoID properties and provides more detail. For example, Bio2RDF includes
properties that describe how often instances of particular classes are used in
the subject and object position of a specific property. For example. property
ex:livesIn links 10 subject terms that denote instances of type ex:Person
to 6 object terms that denote instances of type ex:City. The use of such
descriptive properties can increase the size of a metadataset significantly,
especially when the described dataset has a large number of classes and
properties.

VoID-ext is another vocabulary that extends the metadata properties of VoID.
It includes properties for the in- and out-degree of nodes, the number of
blank nodes, the average string length of literals, and a partitioning of the
literals and URIs based on string length.

The Data Catalog Vocabulary (DCAT) is a vocabulary for describing datasets
on a higher level; i.e., it includes properties such as the dataset title, de-
scription and publishing/modification date. Such information is difficult to
reliably extract from the dataset in an automated fashion.

We observe the following problems with these existing metadata specifica-
tions:

Firstly, some metadata properties are defined incorrectly. For example the
VoID property void:properties does not denote the number of (distinct)
RDF properties that occur in a dataset. The semantic notion of an RDF

1 See http://www.w3.org/TR/vocab-dcat/
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property seems to be conflated with the syntactic notion of an RDF term that
appears in the predicate position of a triple. That these are quite different
things is apparent from the following 4-line ‘dataset’ which contains 4 distinct
predicate terms and 9 distinct RDF terms that denote an RDF property:

ex:p1 rdf:type rdf:Property ;
ex:p2 rdfs:subPropertyOf ex:p3 .
ex:p4 rdfs:domain ex:c1 .
ex:p5 rdfs:range ex:c2 .

It is not always possible to calculate semantic metrics, because a graph
generally does not contain enough information to denote one specific model.
To give a concrete example, the number of distinct properties for Listing § 3.1
cannot be given because we do not know whether two or more of the property-
denoting terms ex:p1-ex:p5 refer to the same property. Semantic entities can
only be counted if the full extension of the owl:sameAs and owl:differentFrom
relationships is known as well.

Secondly, some metadata properties are defined ambiguously. An example of
this is the VoID-ext property void-ext:languagePartition which, according
to the specification, denotes “a subset of a void:Dataset that contains only
literals that have a certain language tag.” In fact, a subset of a VoID dataset
can only contain triples, not literals. The intended definition is probably:
“a subset of a void:Dataset that contains all and only triples whose object
term is a literal that has a specific language tag”. Different data publishers
may interpret ambiguous definitions in different ways, making it difficult to
compare the values for such metrics across datasets.

Thirdly, some metadata properties are inherently subjective. For example,
void:entities is intended to denote a subset of the IRIs of a dataset based
on “arbitrary additional requirements” imposed by the authors of the dataset
description. Since different authors may impose different requirements, the
number of entities of a dataset may vary between zero and the number of
resources.

Fourthly, some metadata properties are defined in terms of undefined con-
cepts. For example, LODstats specifies the set of vocabularies that are reused
by a given dataset. The notion of a ‘reused vocabulary’ is itself not formally de-
fined but depends on heuristics about whether or not an IRI belongs to another
dataset. LODstats calculates this set by using relatively simple string opera-
tions according to which IRIs of the form http://<authority>/<something>/<value>
are assumed to belong to the vocabulary denoted by http://<authority>/<something>.
Although this is a fair attempt at identifying reused vocabularies, there is not
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always a bijective map between datasets and URI substrings that occur in
datasets. The number of links to other datasets suffers from the same lack of
a formal definition.

§ 3.2 Dataset descriptions

Based on the overview given in Section § 2, we observe the following prob-
lems with existing dataset descriptions: Firstly, uptake of dataset descriptions
that can be found by automated means is still quite low.

Secondly, for reasons discussed above, the values of metadata properties
that do not have a well-founded definition, or that are inherently subjective,
cannot be meaningfully compared across datasets. For example, if two dataset
descriptions contain different values for the void:entities property it is not
clear whether this denotes an interesting difference between the two datasets
or whether this is due to the authors having different criteria for identifying
the set of entities.

Thirdly, even the values of well-defined metadata may have been calculated
in different ways by different computational procedures. We observe that
there are significant discrepancies between metadata supplied by the original
data publishers themselves, and the values that we calculate in the LOD
Laundromat. For example, a dataset about a Greek fire brigade contains
3,302,302 triples according to its original VoID description2, but 4,134,725

triples according to the LOD Laundromat metadataset3. Similar discrepancies
exist between metadata values that occur in different dataset descriptions, e.g.
between LODstats and the LOD Laundromat metadataset.4

Since it is difficult to assess whether a computational procedure that generates
metadata is correct, we believe it is necessary that all generated metadata is
annotated with provenance information that describes the computational pro-
cedure that is used. Although relatively verbose, this approach circumvents
the arduous discussion of which version of what tool is correct/incorrect
for calculating a given metadata value. We assume that there will always

2 See http://greek-lod.auth.gr/Fire/void.ttl
3 See http://lodlaundromat.org/resource/0ca7054f382b29319c82796a7f9c3899
4 According to LODstats the dataset located at http://www.open-biomed.org.uk/
open-biomed-data/bdgp-images-all-20110211.tar.gz contains 1,080,060 triples,
but LOD Laundromat states that it contains 1,070,072 triples.
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be multiple values for the same metadata property. The fact that there are
different values, and that these have been derived by different means, is
something that has to be made transparent to the metadata consumer. We
can shift the difficult decision of which computational procedure is more
trustworthy to the data consumer, provided she has access to provenance
information.

§ 3.3 Dataset description collections

Based on the overview given in Section § 2, we observe two problems with
existing collections of dataset descriptions: Firstly, even though metadata may
be calculated consistently within a collection, the computational procedure
that is used is itself not described in a machine-processable format (if at all).
This means that values can only be compared within the collection, but not
with dataset descriptions external to the collection.

Secondly, metadata that is calculated in existing collections is itself not always
published in a machine-interpretable format like RDF (e.g. LODStats).

§ 3.4 Requirements

Based on the above considerations, we formulate the following requirements
that allow multiple datasets to be meaningfully compared based on their
metadata:

1. The LOD Laundromat metadataset should cover very many datasets in
order to improve data comparability.

2. The metadataset should reuse official and de-facto metadata standards
as much as possible, in order to be compatible with other dataset
descriptions and to promote reuse.

3. The metadataset should be generated algorithmically in order to assure
that values are calculated in the same way for every described dataset.
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4. Only those metadata properties should be used that can be calculated
efficiently, because datasets can have peculiar properties that may not
have been anticipated when the metadata properties were first defined.

5. The LOD Laundromat metadataset should contain provenance annota-
tions that explain how and when the metadata was calculated.

6. The metadata should be disseminated as LOD and should also be
accessible via a SPARQL endpoint.

7. The LOD Laundromat metadataset should be able to support a wide
range of real-world use cases that involve analyzing and/or comparing
datasets such as Big Data algorithms that process Linked Data.

§ 4 the lod laundromat metadataset

This section presents the metadata that is published as part of the LOD
Laundromat metadataset, its underlying model, and how it is generated.

§ 4.1 Published metadata

The LOD Laundromat metadataset is generated in adherence to the require-
ments formulated in Section § 3. Since there are multiple ways in which these
requirements can be prioritized and made concrete, we will now discuss the
considerations that have guided the generation of our metadata collection.

Firstly, there is a trade-off between requirements 2 and 3: since the metadata
collection has to be constructed algorithmically, only well-defined metadata
properties can be included.

Secondly, there is a conflict between requirements 1 and 4 on the one hand,
and requirement 2 on the other: since the LOD Laundromat metadataset
must describe many datasets, some of which are relatively large and we want
calculations to be efficient, we chose to narrow down the set of metadata
properties to those that can be calculated by streaming the described datasets.
This excludes properties that require loading (large parts of) a dataset into
memory, e.g. in order to perform joins on triples.
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Thirdly, because of the scale at which the LOD Laundromat metadataset
describes datasets, it is inevitable that some datasets will have a-typical
properties. This includes datasets with extremely long literals, datasets
where the number of unique predicate terms is close to the total number of
predicate terms, or datasets where the number of unique literal datatypes
equals the total number of literals. It is only when metadata is systematically
generated on a large scale, that one finds such corner cases. These corner
cases can make dataset descriptions impractically large. This is especially
true for metadata properties that consist of enumerations. For example, for
some datasets the partition of all properties – as defined by VoID-ext and
Bio2RDF – is only (roughly) a factor 3 smaller than the described dataset
itself (and this is only one metadata property). Or, take as example the
void-ext:subjectPartition, that refers to a partition that contains triples
for a certain subject. Using such partitions for all the subjects in a dataset
would generate a metadataset that equals the size of the original dataset.
Therefore, in order to keep data descriptions relatively small with respect
to the dataset described, the metadataset does not include properties whose
values are dataset partitions.

Under these restrictions, the metadataset is able to include a large number of
datasets while still being relatively efficient to construct. Implementation-wise,
the generation of the metadataset takes into account the many advantages
that come from the way in which LOD Laundromat (re)publishes datasets.
LOD Laundromat allows datasets to be opened as gzip-compressed streams
of lexicographically sorted N-Triples and N-Quads. Since these streams
are guaranteed to contain no syntax error nor any duplicate occurrences of
triples, they can be processed on a line-by-line / triple-by-triple basis, making
it convenient to generate metadata for inclusion in the LOD Laundromat
metadataset.

Table 13 gives an overview of the metadata properties included in the LOD
Laundromat metadataset, together with those that are included in existing
dataset description standards. As can be seen from the table, the only meta-
data properties that are excluded from our dataset (because of computational
issues) are the distinct number of classes that occur in either the subject,
predicate, or object position, as specified in VoID-ext. These three metadata
properties cannot be calculated by streaming the data a single time. In addi-
tion, all metadata properties whose values must be represented as partitions
are excluded in order to preserve brevity for all dataset descriptions, and to
maintain scalability. Considering these limitations, the metadata properties
presented in Bio2RDF are similar to those in VoID and VoIDext. Therefore,
Bio2RDF is not referenced in our vocabulary.
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The generation of several statistics (e.g. the distinct number of URIs) requires
in-memory lists. To reduce this memory consumption, we use an efficient
in-memory dictionary (RDF Vault [10]).

Since we want the LOD Laundromat metadataset to be maximally useful for
a wide range of use cases (requirement 7), we have added several metadata
properties that do not occur in existing specifications:

1. Next to the number of distinct IRIs, blank nodes and literals (i.e., types),
we also include the number of (possibly non-distinct) occurrences (i.e.,
tokens).

2. Existing vocabularies specify the number of properties and classes
(although these metadata properties are typically defined incorrectly,
see Section § 3.1). The metadataset also includes the number of classes
and properties that are defined in a dataset, such as <prop> rdf:type
rdf:Property

3. Existing dataset description vocabularies such as VoID-ext use arith-
metic means to describe number series such as the literal lengths in
given document. The LOD Laundromat metadataset uses more detailed
descriptive statistics, that include the median, minimum, maximum
and standard deviation values as well.

4. Similar statistics are provided for network characteristics such as degree,
in-degree and out-degree.

Considering that only 0,5% of the datasets included in the LOD Laundromat
include a machine-readable license, we exclude the information and licenses
for now. We expect the use of machine-interpretable dataset licenses to
increase over time, and hope to include them in a future crawl.

Figure 10 illustrates one of the published metadata properties: the average out
degree of datasets. The figure illustrates our previous remark that analyzing
many datasets will inevitably include datasets with a-typical properties or
‘corner cases’. For example, the dataset with the highest average out degree,
contains 10,004 triples, and only one subject, thereby strongly skewing the
dataset distribution. Such a-typical properties of datasets are potentially
important as e.g. a means of explaining deviating evaluation results be-
tween datasets. Note that generating the data behind this figure requires the
following SPARQL query, illustrating the ease of use:
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Figure 10: Overview of the average out-degree distribution of LOD
Laundromat documents

select * {
[] llm:outDegree/llm:mean ?mean

}

In addition to publishing the metadata, and in line with requirement 5, the
metadataset contains a provenance trail of how the metadata was generated.
The provenance trail includes a reference to the code that was used to generate
the metadata. For this we use a Git commit identifier in order to uniquely
identify the exact version that was used. The provenance trail also includes
all the steps that preceded the calculation of the metadata:

1. Where the file was downloaded (either the original URL or the archive
that contained the file).

2. When the file was downloaded (date and time).

3. Metadata about the download process, such as the status code and
headers from the original HTTP reply. For archived data the applied
compression techniques (possibly multiple ones) are enumerated as
well.
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4. Detailed metadata on the data preparation tasks performed by the LOD
Laundromat in order to clean the data. This includes the number of
bytes that were read (not necessarily the same as the value for Content-
Length HTTP header) and syntax errors that were encountered (e.g.,
malformed syntax, unrecognized encoding, undefined prefixes).

5. The number of duplicate triples in the original dataset.

6. A reference to the online location where the cleaned file is stored, and
from which the metadata is derived.
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Ontology

PersonHTTPo

Metrics

PROV

VOID

VOID-ext

FOAF

DCe

DCt

VANN

VOAFError

Figure 11: Dependencies of LOD Laundromat metadataset vocabulary.

§ 4.2 Model

The metadata is specified in the LOD Laundromat metadataset (Table 14). Of
the 26 metadata properties that are included, 22 are linked to one or more
other dataset description vocabularies. Figure 11 shows the dependencies
between our metadataset vocabulary and other vocabularies. The referenced
dataset description vocabularies are VoID and VoIDext. Figure 12 shows an
example dataset description that illustrates the structure of this metadataset5.
The metadataset also includes information about the vocabulary itself, such
as its license (Creative Commons6), last modification date, creators, and
homepage. As such, it implements the first 4 of the 5 stars for vocabulary
re-use [85]. The fifth star (re-use by other vocabularies) is not reached yet
because the vocabulary is quite recent. However, the LOD Laundromat
metadataset has been submitted to the Linked Open Vocabulary catalog 7,
thereby hopefully supporting its re-use and findability.

The provenance information of datasets is described using the PROV-O vocab-
ulary [104], a W3C recommendation. Figure 13 presents an overview on how
PROV-O is used by the LOD Laundromat metadataset. Similar vocabularies
exist, such as the VoIDp [114] vocabulary which matches the provenance of

5 For brevity, only a subset of the available metadata properties are included in this
figure

6 See http://creativecommons.org/licenses/by/3.0/
7 See http://lov.okfn.org/
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llo:...

"..."
"..."

lldr:d74a99d3

lldr:d74a99d3/metrics

llm:metrics

llm:Dataset

rdf:type

"24546"^^xsd:integer

llo:...

llo:byteCount

_:BN01llm:IRILength

rdf:type

llm:statistics

rdfs:subPropertyOf

"5"^^xsd:longllm:mean

llm:value

rdfs:subPropertyOf

llm:DescriptiveStatistics

"8"^^xsd:double

void:classes

"157"^^xsd:double

void-ext:distinctLiterals

"1193"^^xsd:double

llm:IRIs

void:entities

rdfs:subPropertyOf

void-ext:averageIRILength
(inferred)

Figure 12: Example (partial) dataset metadata description, color-coded
using vocabularies from Figure 11.

Linked Datasets with the VoID vocabulary. However, because VoIDp uses a
predecessor of the PROV-O standard, we model our provenance in PROV-O
directly. The Provenance Vocabulary [72] aims to describe the provenance of
Linked Datasets as well, but is too specific for our use considering the wide
range of provenance (see below) we describe.

As the LOD Laundromat cleaning process is part of the provenance trail, we
model this part of the dataset using separate vocabularies:

Firstly, the LOD Laundromat vocabulary (Table 14) describes the crawling
and cleaning process of LOD Laundromat. This description includes the
download time and date of the original document, and therefore specifies
which version of the original document is described by the metadataset.

Secondly, the HTTP vocabulary (Table 14) describes HTTP status codes.

Thirdly, the error ontology (Table 14) models all exceptions and warnings,
and is used by the LOD Laundromat vocabulary to represent errors that
occur during the crawling and cleaning process. Each of these vocabularies
are linked to other vocabularies. For instance, the HTTP vocabulary is an
extension of the W3C HTTP in RDF vocabulary8.

8 See http://www.w3.org/2011/http
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lldr:d74a99d3

owl:Thing

rdf:type

lldr:d74a99d3/metricsllm:metrics

prov:used

llm:Dataset

prov:Entity

rdf:type

lldr:d74a99d3/
metricCalculation

prov:generated

prov:Activity

rdf:type

prov:qualifiedAsociation

prov:Association

rdf:type

llmr:d4819410f

prov:hadPlan

rdf:type

prov:Plan

rdf:type
"d4819410f..."

llm:gitCommitId

https://github.com:LODLaundry/
LODAnalysis.git

llm:gitRepository

rdfs:subClassOf

void:Dataset

rdfs:subClassOf

Figure 13: Provenance model illustration

§ 4.3 Naming Scheme

The LOD Laundromat metadataset uses the following naming scheme. As a
running example, we take a Semantic Web Dog Food file that is crawled by
LOD Laundromat.9

• The LOD Laundromat document identifier for this dataset is generated
by appending an MD5 hash of the data source IRI to
http://lodlaundromat.org/resource/10

• The calculated structural properties of this dataset are accessible by
appending /metrics to the LOD Laundromat document identifier11

• Provenance that describes the procedure behind the metrics calculation
is accessible by appending metricCalculation to the LOD Laundromat
identifier12

9 See http://data.semanticweb.org/dumps/conferences/iswc-2013-complete.rdf
10 See http://lodlaundromat.org/resource/05c4972cf9b5ccc346017126641c2913
11 See http://lodlaundromat.org/resource/05c4972cf9b5ccc346017126641c2913/

metrics
12 See http://lodlaundromat.org/resource/05c4972cf9b5ccc346017126641c2913/

metricCalculation
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§ 4 the lod laundromat metadataset

Table 14: Online LOD Laundromat Resources
Website
Main Website http://lodlaundromat.org
Documents Overview http://lodlaundromat.org/wardrobe
Seed-List http://lodlaundromat.org/basket
Visualizations http://lodlaundromat.org/visualizations
APIs
SPARQL Endpoint http://lodlaundromat.org/sparql
Linked Data Fragments http://ldf.lodlaundromat.org
Resource Index API http://index.lodlaundromat.org
Text Index (LOTUS) http://lotus.lodlaundromat.org
Vocabularies
LOD Laundromat Vocabulary http://lodlaundromat.org/ontology/
metadata Vocabulary http://lodlaundromat.org/metrics/ontology/
HTTP Vocabulary http://lodlaundromat.org/http/ontology/
Error Vocabulary http://lodlaundromat.org/error/ontology/
Open Source Code
metadata Generation https://github.com/LOD-Laundromat/LODAnalysis
Linked Data Crawler & Cleaner https://github.com/LOD-Laundromat/LOD-Laundromat

§ 4.4 Dissemination

All the online resources related to the LOD Laundromat are shown in Table 14.
The LOD Laundromat [14] continuously crawls and analyses Linked data-
dumps. In order to get a maximum coverage of the LOD Cloud, it searches
both linked data catalogs and the LOD Laundromat datasets themselves for
references to datadumps. Because it does not claim to have a complete seed
list that links to all LOD in the world, users have the option to manually or
algorithmically add seed-points to the LOD Basket (Table 14).

The code used to generate the LOD Laundromat metadataset runs imme-
diately after a document is crawled and cleaned by the LOD Laundromat,
and is published via a public SPARQL endpoint (Table 14). The time it takes
between a LOD Laundromat crawl and a published document with corre-
sponding metadata depends on the original serialization format, the size of
the dataset, the number of errors encountered during the cleaning phase,
and other idiosyncrasies a dataset might have such as only one subject for
thousands of triples. The crawling and cleaning phase processes on average
460.000 triples per second, and the metadata application is able to stream
and analyze 400.000 triples per second (both on a server with 5TB SSD disk
space, 32-core CPU, and 256GB of memory). Considering the costs for down-
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loading the original document files, and a latency (with a maximum of 10

minutes) between the cleaning and metadata generation, most datasets and
the corresponding metadata are public 15 minutes after the crawl began.

SPARQL is preferred over HDT as publishing method for the metadata,
because HDT files are static and do not support updates. In line with re-
quirement 6, a nightly version of the metadataset is copied from the metadata
SPARQL endpoint and published as datadump in the same standardized
N-Quad serialization format of the LOD Laundromat.

Considering some metadata is too verbose and expensive to host as RDF,
we publish non-RDF data as well. Specifically, we publish the mapping
between all the IRIs and namespaces to the corresponding LOD Laundromat
documents these occur in. We provide access to this metadata via a custom
RESTful API (Table 14).

§ 4.5 Statistics and Use

This section briefly describes some of the characteristics of the dataset, and
gives an indication as to how it is being used.

Dataset Characteristics

As mentioned before, the LOD Laundromat crawled and re-publishes over
657,902 documents containing over 38,606,408,854 triples. The metadata of
these crawled documents are published in the LOD Laundromat metadataset,
that now contains over 110 million triples, accessible via a datadump and
SPARQL endpoint.

Figure 14 shows the top 10 most frequently instantiated classes. It shows
that the descriptive statistics class is used frequently, which is not surprising
considering that each dataset has several descriptive statistics blank-nodes to
describe e.g. in degree, out degree, and IRI/literal lengths. Other frequent
classes are related to provenance. This is not a surprise either, considering
the extensive provenance model that the LOD Laundromat uses (Figure 13).
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Figure 14: Top 10 class instances.

Figure 15 shows the top 10 most frequently occurring predicates in the
dataset. These statistics show a similar pattern as the class instance frequency:
properties related to descriptive statistics and provenance appear frequently.

Usage of the Dataset

Since the release of LOD Laundromat in September 2014 and the release of
the metadataset in January 2015, we registered a total of 12,093 unique visitors
to the LOD Laundromat website, of which 23,6% of the requests originated in
the United States, and 19,2% of the requests originated from The Netherlands
(see Figure 16).

The SPARQL endpoint receives the following four types of requests:

1. Queries executed while browsing the LOD Laundromat website. These
queries can vary in length, depending on the user interaction with the
website.
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Figure 15: Top 10 most frequently occurring properties.

2. Queries executed by the Frank tool, described in the next section. These
queries can vary in length as well, and may contain user-provided
custom triple-patterns.

3. Queries executed by others via custom scripts (e.g. Python, Bash, Java)

4. Queries that are manually written and executed via the public LOD
Laundromat SPARQL graphical user interface, or via interfaces such as
YASGUI13.

Distinguishing these types of interactions with the SPARQL endpoint is not
trivial: request headers are insufficient to separate these categories, and query
features (e.g. number of triple patterns or projection variables) are difficult
to translate to different types of SPARQL requests [121, 126, 125]. We do
expect a large part of the logged SPARQL queries to come from the Frank
tool. This server log goes back to June 2015, and shows a total of 12,376,978

SPARQL queries, coming from 2,887 unique IPs14. Figure 17 shows the
number of queries where a particular IRI occurs in the predicate position. This

13 See http://yasgui.org
14 The number of unique IPs may not correspond to the actual number of unique users,

as a single IP can be shared by employees of the same institute or company, or the
same user may access the endpoint from different machines.
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Analytics All Web Site Data Location 20140807-20160419

United States

Netherlands

Germany

United Kingdom

Brazil

France

Italy

Austria

Spain

Other

Figure 16: Geo-location visitors http://lodlaundromat.org

figure shows that the provenance information such as the original download
location (llo:url, 6.660.932 queries) and the time a dataset was added to the
laundromat (llo:added, 2,826,283 queries) are most often used in queries. A
typical dataset metric such as the number of triples (llo:triples, 993,550

queries) is popular as well. These statistics only paint part of the picture
(queries with a bound predicate), but they illustrate the variety of accessed
information.

The index API that exposes the mappings between IRIs/Namespaces and
documents, received 56,727 requests, coming from 124 unique IPs. Of these
requests, 445 used the namespace-to-document index, where the remaining
56,282 used the resource-to-document index.

The server registered 5,640,331 downloads, coming from 881 IPs. The unique
number of downloads is 649,908, which equals the number of available LOD
Laundromat documents.

These server logs show that a relatively small number of IPs (less than 3,000)
are responsible for millions of requests. In the next section we present three
use cases and applications that can (at least partly) account for this large
amount of use.
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Figure 17: Frequency of predicates in SPARQL query logs.

§ 5 use cases

The LOD Laundromat metadataset is intended to support a wide array of non-
trivial use cases. The first use case we present is the evaluation of Semantic
Web (SW) algorithms. In contemporary SW research novel algorithms are
usually evaluated against only a handful of – often the same – datasets (i.e.,
mainly DBpedia, Freebase, and Billion Triple Challenge). The risk of this
practice is that – over time – SW algorithms will be optimized for datasets
with specific distributions, but not for others. In [123], we re-evaluate parts
of three Semantic Web research papers using Frank [13], a bash interface
interfacing with the LOD Laundromat. We showed how the LOD Laundromat
metadataset can be used to relate datasets to their overall structural properties,
and how SW evaluations can be performed on a much wider scale, leading
to results that are more indicative of the entire LOD Cloud. For example,
the re-evaluation of RDF HDT [56] (a binary compressed representation
for RDF) showed a –previously unknown– relation between the degree of
datasets and the RDF HDT compression ratio. This use case combines the
strength of both the LOD Laundromat collection of documents and the LOD
Laundromat metadataset. The following SPARQL query was used in the RDF
HDT re-evaluation to find documents with a low average out degree:

select * {
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?datadoc llm:metrics/llm:outDegree/llm:mean ?outDegree
filter (?outDegree < 5)

}

Similarly to evaluating Semantic Web algorithms, the LOD Laundromat meta-
dataset can also be used to tune Linked Data applications or prune datasets
with the desired property at an early stage, i.e., without having to load and
interpret them. An example of this is PrefLabel15, an online service that
returns a human-readable label for a given resource-denoting IRI. The index
behind the PrefLabel web service is populated by streaming and analyzing
LOD Laundromat datasets for RDFS label statements in datasets. PrefLabel
uses the LOD Laundromat metadataset by pruning for datasets that do not
contain RDF literals at all. This crude way of using the metadataset already
excludes 20% of all the triples that are in the LOD Laundromat today, thereby
significantly optimizing the algorithm. The following SPARQL query is used
by PrefLabel to prune the list of documents:

select ?doc {
?doc llm:metrics/llm:literals ?literals
filter (?literals = 0)

}

Another use case involves using the LOD Laundromat metadataset to analyze
and compare datasets, e.g., in order to create an overview of the state of
the LOD Cloud at a given moment in time. A common approach (see
e.g. [76, 87, 131]) is to crawl Linked Data via dereferenceable URIs using
tools such as LDspider [84], and/or to use catalogs such as Datahub to
discover the Linked Datasets. Both dereferenceable URIs and dataset catalogs
come with limitations: most Linked Data URIs are not dereferenceable,
and the dataset catalogs only cover a subset of the LOD Cloud. The LOD
Laundromat on the other hand provides access to more than dereferenceable
URIs only, and aims to provide a complete as possible dataset collection.
The corresponding metadataset provides a starting point for e.g. finding
datasets by Top Level Domain, serialization format, or structural properties
such as number of triples. In [123] we re-evaluate (part of) exactly such a
Linked Data Observatory paper [131], where we use the metadataset and
LOD Laundromat to find the documents and extract namespace statistics.

15 See http://preflabel.org
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XML (66.3%)

NTriples (33.4%)

TOTAL

1,983,714,762
triples

Figure 18: Serialization formats.

Next to the structural metadata properties, the provenance metadata provides
an interesting data source as well. Such provenance enables e.g. an analysis
of common RDF serialization formats, as shown in Figure 18. The following
SPARQL query fetches the serialization information used by this figure:

select ?format (sum(?triples) as ?triples) {
_:1 llo:serializationFormat ?format ;

llo:triples ?triples .
}
group by ?format
order by desc(?triples)

The provenance information can be used to measure publishing best practices
as well, such as whether the content length specified by the HTTP response
matches the actual content length of the file. This is visualized in Figure 18,
which uses the following SPARQL query to fetch the data:

select ?clength ?bcount ?triples {
_:1 llo:contentLength ?clength ;

llo:byteCount ?bcount ;
llo:triples ?triples .

}
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Figure 19: Invalid HTTP Content Lengths.

§ 6 observations

In this section we present a number of observations and statistics on the data
we washed clean.16 We provide these observations to illustrate the data we
washed until now, and not as a comprehensive analysis of the state of the LOD
Cloud (which, as Section § 2 shows, is already provided for). Furthermore,
these observations are only a snapshot at the time of writing, where the online
version is live-updated.

We applied the LOD Washing Machine presented in Section § 5 of Chapter 2

to the following seed list:

• The Linked Datasets described by the Datahub catalog.

• Datasets referenced from Linked Open Vocabularies17.

• Several URLs to Linked Datasets that we added by hand.

16 Note that all plots presented in this chapter have up-to-date online interactive versions
as well.

17 See http://lov.okfn.org/dataset/lov/
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§ 7 discussion

Here, we discuss possible reasons for the results presented in Section § 6. We
give both technical and social reasons of the lack of machine processability of
today’s Web of Data.

Technically, we see many of the common errors identified by the Pedantic
Web group [77]. Many of these come from difficulties in configuring web
servers or appropriately applying standards for access. For example, setting
up content-negotiation is often difficult; even making sure content-types
are properly defined. We expect that many simple syntax errors stem from
the use of common UNIX text manipulation tools such as grep and sed.
This is evidenced by our own experience talking to developers as well as
investigating some of the datasets by hand. Also, the mismatch between
actual content and file extension widely occurs because of multiple flavors
of RDF, in particular, many of the text formats overlap. For example, the
difference between TriG and Turtle is not always clear to the data publishers.
These (and other) formats look similar enough to be mistaken for each other.

It is important to note that issues with providing quality data are not nec-
essarily a function of Linked Data formats. Most data scientists can easily
attest to the difficulties in processing data [102]. These vary from data being
designed for human consumption to being encoded in a difficult to parse
format. For example, the fact that data is laid out in a spreadsheet to be
visually appealing does not always result in data that is easy to process. An
example of a difficult to parse format is a CSV file that is provided as a PDF.
The site http://okfnlabs.org/bad-data/ provides several examples of such
machine unfriendly data.

Much of these technical issues have to do with lack of tooling for both data
consumption as well as publication. For example the Billion Triple Challenge
[86] contains many files that cannot be loaded by any standards-compliant
tool. Many of these bigger data dumps seem to have only been processed
by text tools, i.e., without fully parsing the syntax of the RDF serialization
language. We notice that we are still far from the current state that we have
on the Web of Documents, where we have sophisticated programs that are
tolerant of errors in data: web crawlers and browsers have been optimized
over the last two decades to cope with common mistakes in HTML. The
Web of Documents also provides a richer ecosystem of guidelines and tools
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for publication, such as the Webmaster guidelines18 and content publishing
platforms like Wordpress19.

Importantly, these technical issues cannot be separated from the social envi-
ronment that data publication resides in. Data publication – and in particular
Linked Data publication – has numerous social issues that impact both its
quality and availability for use by machines. For example, datasets published
by established communities have a better chance of being machine process-
able: biological and chemical datasets in their Linked Data form are generally
of better quality. They are often backed by organizations whose purpose is
to make such resources available (e.g., the European Bioinformatics Institute,
the National Center for Bio-ontology, the Swiss Institute for Bioinformatics).
These organizations have the requisite expertise and financing for maintaining
their data20.

An interesting hallmark of Linked Data is that it is often third-parties that
provide the Linked Data version of a dataset [76]. Thus, the incentive structure
for providing data (i.e access to an RDF version) may not be aligned with long
term availability of the data. As others have noted [6], it is critical to have
a business model behind opening data. Moving towards machine friendly
publication will require a clear business case in order for data providers to
make the necessary investments.

§ 8 conclusion

The dataset presented in this chapter offers access to a large set of uniformly
represented datasets descriptions, acting as an enabler for large scale Linked
Data research: finding or comparing linked datasets with certain structural
properties is now as easy as executing a SPARQL query. And even better:
because the dataset descriptions are linked to their uniform dataset represen-
tations, the access to the underlying data is extremely easy as well.

We are exploring the possibilities of storing snapshots of both the metadata
collection and the corresponding cleaned datasets, effectively creating snap-

18 See https://support.google.com/webmasters/answer/35769?hl=en
19 See http://wordpress.org
20 See for example, the EBI RDF platform http://www.ebi.ac.uk/rdf/

about-rdf-platform
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shots of the state of the LOD Cloud. At this point, we consider this future
work though.

Another future improvement we consider is to publish partitions of the
datasets via more scalable and efficient ways than SPARQL. As explained
in Section § 4, corner-cases in the LOD cloud can drastically increase the
corresponding metadata. Therefore, an efficient and scalable method is
required for hosting such partitions. We consider publishing a selection of
such partitions using non-SPARQL APIs with a stronger focus on scalability
and efficiency.

In this chapter, we have focused on operationalizing the criteria for the retriev-
ability and processability of Linked Open Data by machine agents according
to the 5-star model. We have therefore not focused on the interactions between
datasets, i.e. the fifth star of LOD publishing. We would like to extend LOD
Observer to also take links between individual resources into account.

Another extension of our current research is to run the LOD Observer for
registrations from more dataset repositories. Since LOD Observer can run in
a fully automated way, we also want to rerun it on a regular basis in order to
keep track of how the Web of Data evolves over time.

In summary, we have provided a detailed operationalization of the 5-star
publication model for Linked Data, which we have built into our LOD Ob-
server. Our observatory approach differs from existing ones, as it focuses on
monitoring the machine friendliness of data. We show that in its current state,
much of the Linked Data available on the Web is far from reaching the 5-star
level. This is not just a technical issue but a social issue where the dynamics
of the Web’s social technical system have not reached a point where machine
friendly data is widely available. By providing an observatory on the state of
the machine processability of Web data, we hope to guide interventions at
both the technical and social level. Additionally, this observatory will help in
tracking the outcome of those interventions.
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6
S C A L I N G A L G O R I T H M I C E VA L U AT I O N S T O T H E W E B

This chapter is based on the following publication:

• L. Rietveld, W. Beek, S Schlobach. “LOD lab: Experiments at LOD
scale.” In: International Semantic Web Conference, pp. 339-355 (best paper
award) [123].

• W. Beek, L. Rietveld. “Frank: Algorithmic Access to the LOD Cloud.”
In: Proceedings of the ESWC Developers Workshop [13].

A large part of contemporary Semantic Web research is about optimizing
algorithms for DBpedia (and only a handful of other datasets). This means
that the current research does not take the true variety of Linked Data into
account. With hundreds of thousands of datasets out in the world today, the
results of Semantic Web evaluations are less generalizable than they should
and – we argue – can be.

This chapter describes LOD Lab: a fundamentally different evaluation para-
digm that makes algorithmic evaluation against hundreds of thousands of
datasets the new norm. LOD Lab is implemented in terms of the existing
LOD Laundromat framework, combined with the new Open Source program-
ming interface Frank that supports large-scale evaluations to be run from
the command-line. We illustrate the viability of the LOD Lab approach by
rerunning experiments from three recent Semantic Web research publications.
Our results show how easy it is to scale Semantic Web evaluations. We also
show that simply by rerunning existing experiments in this new LOD Lab
evaluation paradigm, we are able to answer interesting research questions
as to how algorithmic performance relates to (structural) properties of the
data. We expect that the LOD Lab approach will contribute to improving
the quality and reproducibility of experimental work in the Semantic Web
community.
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§ 1 introduction

While the exact size of the Web of Data is unknown, there is broad agreement
that the volume of data published according to Linked Open Data (LOD)
standards has to be counted in tens, if not hundreds, of billions of triples by
now. These triples originate from hundreds of thousands of datasets, from
various domains and with varied levels of quality. The sheer amount and
broadness of information makes the Web of Data ideal for testing various
types of algorithms and an exciting object of study. As this is widely recog-
nized, it is no surprise that many research papers have been published in the
recent past that use parts of this enormous and rich data collection.

Unfortunately, true large-scale evaluation, in terms of both volume and variety
has proven to be much harder to come by than one would expect. One of the
main reasons for this is the heterogeneity and user-unfriendliness of the most
wide-spread dissemination strategy for Linked Data today: datadumps. Most
researchers and application programmers will recognize the problem of deal-
ing with various serialization formats and juggling with syntax errors as well
as other data idiosyncrasies. With the core research being on algorithms and
evaluations, data collection, cleaning and harmonization can easily become a
barrier that is too high to overcome.

Indeed, low data quality is one of the reasons why most evaluations in
Semantic Web research publications are run over only a handful of, often
the same, datasets: DBpedia, Freebase, Semantic Web Dog Food, SP²Bench,
etc. It is simply considered impractical to run a Semantic Web algorithm
against tens of thousands of datasets. Notice that the challenge here is not
scalability per se, as most datasets on the Semantic Web are actually quite
small (much smaller than DBpedia for example). The problem seems to be
with the heterogeneity of data formats and the idiosyncrasies that appear in
them.

To avoid the tedious and painful effort of integrating hundreds of thousands
of heterogeneous datasets, most contemporary studies include evaluations
that focus on data published through APIs, e.g., through SPARQL. Although
this often provides high-volume datasets for testing, it also leads to a strange
imbalance in contemporary practice: of the hundreds of thousands of available
datasets [123], only a few hundred are available through live query endpoints
with acceptable performance [33], and of the latter less than 10% dominate
the evaluation landscape (Section § 2). As such, question-marks have to
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be placed on the generalizability, and maybe even validity, of many of the
evaluation results that are being published.

Two technological developments of the recent year have changed the material
conditions of Linked Data evaluation considerably, though. First, the LOD
Laundromat (Chapter 2), a platform that cleans, harmonizes and republishes
Linked Data documents, now serves 38 billion statements from 657,902 data
documents in a single, uniform and standards-compliant format. By (re)pub-
lishing very many datasets in exactly the same, standards-compliant way, the
LOD Laundromat infrastructure supports the evaluation of Semantic Web
algorithms on large-scale, heterogeneous and real-world data. In [123] the
LOD Laundromat, which had been serving static clean data files until that
point, was combined with the Linked Data Fragments (LDF) paradigm [144],
powered by Header Dictionary Triples (HDT) [56], thereby offering live query
access to its entire collection of cleaned datasets through a collection of web
services (Chapter 3).

While these web services provide a good interface for some use cases, e.g.
downloading a specific data document, the large-scale evaluation of a Seman-
tic Web algorithm against thousands of data documents is still relatively time
consuming. This is why we present LOD Lab: an integrated approach to-
wards running Linked Data evaluations in the large. The LOD Lab approach
is implemented by pairing the LOD Laundromat backend with Frank, an
Open Source1 and simple, yet flexible, front-end programming interface for
conducting large-scale experiments over heterogeneous data.

Since the LOD Lab approach defaults to running Semantic Web evaluations
against hundreds of thousands of data documents, it introduces a problem
that would have been considered a luxury problem even a few years ago:
now that data from 657,902 data documents is available, choosing suitable
ones for specific experiments becomes a non-trivial task. Fortunately, Frank
facilitates informed selection by filtering based on individual term, (vocabu-
lary) namespaces, metadata about the scraping and cleaning process, and/or
metadata about the structural properties of the data.

This chapter makes the following contributions:

• It introduces a new way of conducting Linked Data experiments that
incorporates both volume and variety, while at the same time allow-
ing the set of considered data documents to be limited according to

1 See https://github.com/LOD-Laundromat/Frank
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Figure 20: Overview of datasets used in evaluations of papers accepted
in the ISWC 2014 research track. For each dataset the num-
ber of articles that are used is shown.

various constraints. The motivation for this novel approach is given in
Section § 2.

• The introduction of a simple, yet versatile, programming interface
called Frank for running large-scale Linked Data evaluations from the
command-line. Section § 4 discusses the usage, functionality and
implementation of Frank.

• A demonstration of the viability of the LOD Lab evaluation approach
by rerunning three experiments reported in recent Semantic Web con-
ference publications, but now by using hundreds of thousands of data
documents. The experiments, and their outcomes, are described in
Section § 5.

§ 2 motivation

Figure 20 gives an overview of the datasets that are used in 20 papers that
were accepted in the ISWC 2014 research track. It only includes papers
that evaluate Linked Datasets, excluding ones that evaluate algorithms on
relatively small ontologies, non-RDF datasets or social media data. The figure
shows that 17 datasets are used in total. The number of datasets per article
varies between 1 and 6 and is 2 on average.

142



§ 2 motivation

The figure shows that most evaluations are conducted on only a handful
of datasets. Even the total collection of datasets that are used in these 20

papers is not very large. This implies that many papers evaluate against the
same datasets, most often DBpedia. It also means that it is generally unclear
to what extent published results will transfer to other datasets, specifically
those that are only very rarely evaluated against. This is the problem of the
generalizability of Semantic Web research results (Problem 5).

Problem 5. By using very few datasets in scientific evaluations, the generalizability
of Semantic Web research results is often unknown.

The reason for Problem 5 is that current evaluation practice does not scale
over heterogeneous data, i.e. we face a problem of variety. Notice that the
problem is no longer (primarily) with the volume of the data, since most of
the datasets that are never evaluated against are smaller than some of the
datasets that are currently used in evaluations. While it is sufficiently easy to
obtain, load and evaluate one dataset, contemporary practice shows that it is
still difficult to do the same for very many datasets.

One critique that may be leveled against our identification of Problem 5 is
that the most often used datasets are evaluated most often and that evaluation
practice is simply in line with data usefulness or relevance. However, most of
the algorithms and approaches that are evaluated in Semantic Web research
target generic applicability. Specifically, none of the above 20 papers claims
to develop a dataset-specific approach. The fact that a dataset is popular, by
itself, does not imply that results obtained over it are indicative of Linked
Data in general and can be transferred to other datasets as well. This is
specifically true for Linked Data, whose expressiveness, due to using a
fluid and extensible schema, allows datasets to differ considerably from one
another.

Empirical surveys have extensively documented the restricted state of today’s
Semantic Web deployment [33, 79]. Many datasets are only available as
datadumps, lack dereferenceable IRIs, cannot be downloaded due to HTTP
errors, cannot be unpacked due to archive errors, or cannot be loaded into
Semantic Web tools due to syntax errors. These idiosyncrasies imply that, in
practice, the human costs of running experiments usually increases linearly
in terms of the number of datasets that is used. This implies that eager
researchers can use one, two, three, or even six datasets in their evaluations.
It is not realistic, however, to expect hundreds, thousands or even hundreds
of thousands of datasets to be considered in their evaluations. This lack of
variety is due to the fact that the use of every single dataset requires some
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manual operations (and often repeatedly very similar operations) in order to
overcome the aforementioned idiosyncrasies (Hypothesis 6).

Hypothesis 6. The main reason why experiments are run on very few datasets is
that for every dataset a non-negligible amount of manual labor is needed.

If Hypothesis 6 is correct, then the solution to Problem 5 is to make the
human cost of using datasets independent from the number of datasets that
is used (Solution 9). The human cost involved in evaluating against datasets
should not only be independent of the number of datasets, but should also
be low. Both features can be achieved by fully automating the tasks of
obtaining, loading, and using datasets. In Chapter 2 we saw that the LOD
Laundromat framework already provides a fully automated infrastructure for
disseminating heterogeneous datasets in a uniform and standardized format.
In LOD Laundromat, cleaned data documents are not only (re)published, but
can also be queried at different levels of expressivity (Chapter 3).

Solution 9. Make the human effort needed to obtain, load, and use a collection of
datasets independent from the size of the collection.

While running more evaluations against hundreds of thousands of datasets
will increase the generalizability of Semantic Web research, it also creates
a new problem: data selection (Problem 6). Not every evaluation needs to
be, should be, nor can be performed on all the available datasets published
through the LOD Laundromat. So the question arises which datasets to
choose for a particular experiment or use case.

Problem 6. There are currently no means to select those datasets that are pertinent
to a given algorithm or approach based on properties of the data.

The ability to select datasets based on properties of the data also relates to
another problem. It is well known, and supported by our results in Section § 5

that evaluation outcomes sometimes differ radically across datasets. Even
though this is an interesting observation in itself, it is more pertinent to
inquire as to why and how performance differs over datasets. This is a topic
that has traditionally not been touched upon very often in the context of
Semantic Web evaluations. LOD Lab will radically simplify future studies
in the Semantic Web community to gain insight in how the performance of
Semantic Web approaches relates to properties of the data (Problem 7).

Problem 7. Current evaluations do not relate evaluation outcomes such as the
performance of the evaluated algorithm or approach to properties of the data.
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The solution to Problem 6 and Problem 7 is to allow datasets to be selected
based on various criteria (Solution 10). These criteria should include a
dataset’s metadata, e.g., when it was crawled, as well as structural properties
of the data, e.g., its average degree.

Solution 10. Allow datasets to be selected based on their properties, including the
dataset metadata as well as structural properties of the data.

§ 3 related work

§ 3.1 Evaluation Frameworks and Benchmarks

Evaluation frameworks and benchmarks have played an important role in
Semantic Web research. Many of the previous efforts focused on evaluation of
storage and query answering, e.g., in the area of RDF processing and SPARQL
query answering, such as the Berlin Benchmark [26], SP²Bench [132], LUBM
[65] and FedBench [133] or LDBC [28]. Those benchmarks usually provide
datasets and corresponding query sets, in order to level the playing field and
allow for a fair comparisons between tools. Such approaches are a useful
source for particular Linked Data research areas. However, most of these
approaches present a static or even synthetic dataset. LOD Lab differs from
the above by allowing experiments to be run over a very large number of
real-world datasets.

Related work has been conducted in the context of the Ontology Alignment
Evaluation Initiative (OAEI) [54] which presents datasets together with gold
standards for mapping them. The OAEI has developed and used the SEALs2

evaluation platform in order to harmonize experiments in ontology alignment.

§ 3.2 Dataset collections

One of the most commonly used large dataset collections to date is the Billion
Triple Challenge (BTC) [71], a Linked Open Data crawl whose key goal is to
demonstrate the scalability of Linked Data applications and approaches. It
has been used in a large number of research evaluations. The last BTC scrape

2 See http://www.seals-project.eu
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was published in 2012 and contains 1.4 billion triples. But lets be frank: where
this volume used to be large in 2012, it has now suffered from inflation and
is superseded by several larger datasets. Additionally, BTC suffers from the
same idiosyncrasies that are found in other parts of the LOD Cloud: BTC files
contain duplicates and serialization errors3. Although the BTC has proven
successful for testing algorithms for ‘large’ data, it lacks the metadata for
dealing with variety: neither dataset characteristics nor detailed crawling
provenance are available.

Another collection of datasets is LODCache4, a Linked Data crawl published
via a Virtuoso SPARQL endpoint, exposing 4,373,990,000 triples5. Though an
interesting source of data, the SPARQL limitations (for a detailed overview
see Section § 3.1) that the endpoint imposes makes extracting and down-
loading large quantities of data practically impossible, requiring 4172 HTTP
requests in case Virtuoso’s maximum result set size of 1,048,576 triples is used.
Additionally, no information is published on the crawl mechanism behind
it, and the web service lacks metadata about the included datasets as well as
information about the crawling approach.

§ 3.3 Collecting data on a large scale

Many Semantic Web researchers resort to crawling Linked Data themselves,
probably given the lack of available dataset collections that are able to answer
to their specific selection needs. A common tool for this approach is LDspider
[84], a Linked Data crawler that supports a wide range of RDF serializa-
tion formats and that traverses the Linked Open Data Cloud automatically.
Because LDspider uses URI dereferencing, it is susceptible to the inherent
limitations of this data consumption approach (Section § 3.1).

3 For an example, the following BTC file contains hundreds of thou-
sands of duplicate statements: http://lodlaundromat.org/resource/
c926d22eb49788382ffc87a5942f7fb3

4 See http://lod.openlinksw.com
5 Measured on 2017-06-27. At the time of writing the LOD Lab paper that lies at the

basis of this chapter, i.e., in the summer of 2015, the same endpoint contained around
35B triples.
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§ 4 implementation

LOD Laundromat (Chapter 2) provides a wealth of data, including the corre-
sponding metadata such as crawling provenance and structural properties
of data documents. The latter are disseminated through a public Virtuoso
SPARQL endpoint6. Dataset identifiers that are retrieved from this SPARQL
endpoint can then be used to access data from each of the individual end-
points, either hosting the complete data document or a Linked Data Fragment
API (LDaaS, Chapter 3). In order to scale, multiple dataset identifiers have the
be retrieved and looked up in a custom script that accesses a large number
of endpoints. Because the LOD Laundromat web services are optimized
for querying individual data documents, it is still non-trivial to answer web
scale queries over the 657,902 provided query endpoints. As such, the LOD
Laundromat web services, by themselves, are not sufficient for implementing
Solution 9.

Since it is precisely these large-scale use cases in which the LOD Laundromat
potentially excels, we have created Frank7, the computational companion
to the LOD Laundromat website and web services. Frank allows the same
operations to be more easily performed on a larger scale and with added
flexibility. Other web services and libraries are optimized for using one
dataset. In order to use multiple datasets, the user has to do something
special. In Frank this is the other way round: by default all data from all
datasets in used. The user has to explicitly specify cases in which she does
not want to use all data.

Frank8 is implemented as a single-file Bash script. As such it can be used
by everyone (except for Windows users who do not want to install Cygwin
or Windows Subsystem for Linux). Because it is a simple executable text
file, it requires no installation, no inclusion in a software repository or app
store, nor does it depend on a specific programming paradigm. As with
any other Bash script, in- and output are straightforwardly piped from/to
other programs and scripts like awk, sed, and grep. In examples of using Frank

6 See http://lodlaundromat.org/sparql
7 Here want to correct the common misconception that the name of the tool Frank is

based on a person by that very name. Although the owner of Frank’s Laundromat
at 227 Algoma St. S. Thunder Bay, Canada has been a great source of inspiration
for our LOD Laundromat, the name Frank actually stands for “Federated Resource
Architecture for Networked Knowledge”.

8 See https://github.com/LOD-Laundromat/Frank
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TPF SPARQLCompressed Data 
Dumps

LOD Laundromat

./frank documents ./frank meta./frank statements

My Algorithm

Frank

Figure 21: The implementation architecture for Frank and its depen-
dencies on the collection of LOD Laundromat web services.

we will sometimes abbreviate hash codes and use common RDF prefixes to
shorten results.

Frank implements Solution 9 by allowing evaluations over hundreds of thou-
sands of data documents to be run by typing only simple commands. In
addition, Frank implements Solution 10 by offering mechanisms to exclude
datasets based on their metadata and structural properties.

We now illustrate the three main features of Frank: streaming statements,
streaming documents, and streaming metadata.9

§ 4.1 Streaming statements

frank statements allows individual atomic ground statements, serialized
as cleaned N-Triples or N-Quads (see step I in Section § 5), to be retrieved.
When called with no arguments this streams all 38 billion statements for all
657,902 data documents. For example, access to the first statement is achieved
by using the GNU tool head in combination with Bash pipes:

$ frank statements | head -n 1

9 For brevity, we sometimes abbreviate document identifiers (MD5 hashes) and use
common RDF prefix shortening in results.
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<http :// csarven.ca/#i> foaf:givenName "Sarven" .

The above example shows how Frank uses the standard POSIX conventions
for output handling, allowing any process to use the triples it enumerated,
simply by reading from standard input. Results are returned with anytime
behavior: retrieving statements on a one-by-one basis. Specifically, almost no
memory is used, cumbersome writing of intermediary results to file is not
needed, and unnecessary waiting time for retrieving the full result set (or
even intermediary results) is avoided entirely.

Frank can do more than give arbitrary triples though. If called with the
command-line flags –subject (or -s), –predicate (or -p), and/or –object (or
-o), only triples that contain the specified subject-, predicate- and object-term
are returned. These three flags mimic the expressivity of Linked Data Frag-
ments (LDF) [144]. In terms of expressivity this is similar to SPARQL Triple
Patterns [70]. LDF supports streamed processing though a self-descriptive
API that uses pagination in order to serve large results in smaller chunks.

$ frank statements -p rdf:type -o foaf:Person \
| head -n 2

<http :// csarven.ca/#i> rdf:type foaf:Person
dbr:Computerchemist rdf:type foaf:Person

A problem arises when the combination of subject, predicate, and/or ob-
ject term does not occur in most documents. In that case Frank would
have to issue 657,902 HTTP requests, each of which visits one LDF end-
point, most of the time receiving zero results. In order to avoid large
numbers of unnecessary HTTP requests, Frank first sends a request to a
new and dedicated LOD Laundromat web service that is called ‘the index’
(http://index.lodlaundromat.org).

The index is implemented by using a RocksDB10 key/value store that contains
3,543,226,266 key/value pairs, where the keys are the unique terms that occur
in the LOD Laundromat data collection, and where the value for each term
is the ordered set of identifiers for documents in which that term appears at
least once.

For each use of the -s, -p, or -o flags, Frank looks up the ordered sets
of document identifiers that the index stores for each of these flags, and

10 See http://rocksdb.org
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intersects them. It then, sequentially, issues HTTP requests to each of the
LDF endpoints associated with one of the resultant document identifiers. For
each LDF endpoint, Frank issues requests for all result set pages, ensuring a
constant stream of triples.

In the above queries, it was unclear from which documents the various
triples originated. Specifically, the two persons that were retrieved in the last
example originate from different data sources. We can make this explicit by
asking Frank to show a fourth graph argument (flag -g). The graph argument
denotes the LOD Laundromat document that contains the triple:

$ frank statements -p rdf:type -o foaf:Person -g \
| head -n 2

<http :// csarven.ca/#i> rdf:type foaf:Person ll:85d...33c.
dbr:Computerchemist rdf:type foaf:Person ll:0fb ...813.

It is also possible to request results that belong to a specific document.
For example, the following only enumerates Triple Pattern matches for one
specific document:

$ frank statements -p rdf:type -o foaf:Person \
-g ll:85d...33c | head -n 1

dbr:Computerchemist rdf:type foaf:Person

§ 4.2 Streaming documents

frank documents allows individual documents to be retrieved. The benefit
of loading documents, besides being a bit quicker, is that a document is
a collection of triples this is published by a data publisher, often with a
certain intent. Even though data documents can – in theory – be assembled
randomly, in practice it is often assumed that there is some cohesion present
in a document that cannot be found in a random collection of triples.

As with frank statements, the default behavior of frank documents is to
enumerate all documents. The following streams the download URIs of all
LOD Laundromat documents:

$ frank documents --downloadUri

http :// download.lodlaundromat.org/fcf... b92
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http :// download.lodlaundromat.org /134...344
http :// download.lodlaundromat.org/d4a... b85
http :// download.lodlaundromat.org/0b8... ade
http :// download.lodlaundromat.org/f08 ...66f
...

In addition to streaming all documents, frank documents is able to interface
with the SPARQL endpoint and LOD Laundromat index in order to restrict
the set of data documents that is retrieved. For example, the following
command returns URIs of documents with at least 100,000 but no more than
1,000,000 triples:

$ frank documents --downloadUri --minTriples 100000 \
--maxTriples 1000000

http :// download.lodlaundromat.org/bd0 ...2a5
...

In order to stream the triples contained in these filtered documents, frank
documents can be combined with frank statements. Notice that we need
resource URIs (flag –resourceUri) and not the download URIs to make this
work.

$ frank documents --resourceUri --minTriples 100000 \
--maxTriples 1000000 | frank statements

dbr :1921 Novels rdfs:label "1921 novels ".
dbr :1921 Operas rdfs:label "1921 operas ".
...

The structural metadata that allows the conditions on which documents
to return to be formulated is stored in the LOD Laundromat metadataset
(Chapter 5). In total, the following selection mechanisms are supported:

• Filtering based on the number of unique triples that appear in docu-
ments (flags –minTriples and –maxTriples).

• Filtering based on the average minimum and maximum degree, in-
cluding the in-, out-, and total degree (flags –minAvgOutDegree, –
maxAvgOutDegree, –minAvgInDegree, –maxAvgInDegree, –minAvgDegree,
and –maxAvgDegree).
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• Filtering based on whether a given namespace is used in a document
(flag –namespace). For this Frank connects to the LOD Laundromat
namespace index, which returns all and only documents in which a
given namespace appears. This allows for a coarse pre-filtering based
on domains of interest. For example datasets that are possibly relevant
to the bioinformatics domain can be pre-filtered based on the drugbank
and chebi namespaces. The namespace flag accepts full URIs as well
as the de-facto RDF prefixes registered in http://prefix.cc.

• Under the hood, the foregoing conditions are all translated by Frank
to SPARQL queries that are issued against the SPARQL endpoint that
contains the LOD Laundromat metadataset. In addition to these specif-
ically supported conditions, flag –sparql is used to issue arbitrarily
complex SPARQL queries. While not very user-friendly, this flag allows
less common selection criteria to be applied as well.

As noted in the previous example, data documents are identified in two ways:

1. The URI from which the clean data document can be downloaded (flag –
downloadUri). An HTTP GET request for such a download URI returns
a gzipped N-Quads file. Statements are lexicographically sorted and
unique within a document, so no bookkeeping with respect to duplicate
occurrences has to be applied. The format of the data is specifically
optimized for streamed processing (see step H in Section § 5).

2. The Semantic Web resource identifiers assigned by LOD Laundromat
to denote individual documents (flag –resourceUri). Metadata is
asserted about this resource. The download URI is linked to from the
resource URI.

When neither flag –downloadUri nor flag –resourceUri are passed as argu-
ments, Frank returns both separated by a white-space.

As briefly illustrated above, the streaming nature of Frank allows triple and
document commands to be combined. The following composed command
returns a stream of quadruples from documents that have an average out-
degree of 15, and that contain at least 100 unique RDF properties:

$ frank documents \
--resourceUri \
--minAvgOutDegree 15 \
--sparql "?doc llm:metrics/llm:distinctProperties ?numProp \
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filter (? numProp > 100)" \
| frank statements --showGraph

§ 4.3 Streaming metadata

frank meta allows metadata description of data document to be streamed.
It interfaces with the SPARQL endpoint of LOD Laundromat and returns
N-Triples that describe provenance information and structural properties for
particular documents. These structural properties include:

• VoID description properties such as the number of triples, entities, and
the number of properties and classes

• Additional properties, not included in VoID, such as the number of
defined properties and classes, and the number of literals, IRIs, and
blank nodes.

• Details on the distribution of IRI and literal lengths.

• Network properties such as in-, out-, and total degree. For each of these
properties we present descriptive statistics that include the minimum,
maximum, median, mean and standard deviation values.

Other than such structural properties, the LOD Laundromat metadata also
includes provenance information about the crawling process:

• A reference to the original download location of the document.

• Warnings and errors encountered when fetching and cleaning the
document.

• The number of duplicate triples.

• Temporal information such as the last-modified date of the original file,
or the cleaning date of a document.

• Other low-level information about the original file, such as the serial-
ization format, its size, and its line count.
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In the following example, frank meta returns the metadata for one document:

$ frank documents --resourceUri | head -n 1 | frank meta

ll:85d...33c ll:triples "54"^^ xsd:int .
ll:85d...33c llo:added "2014 -10 -10 T00 :23:56"^^ xsd:dateTime .
...

§ 5 evaluation

To illustrate the use of the LOD Lab for evaluation purposes, we re-evaluate
parts of three previously published papers. A paper about an efficient in-
memory RDF dictionary (Section § 5.1), a paper about compressing RDF data
into binary representations (Section § 5.2), and a paper that gives an overview
of how well Linked Data best practices are implemented (Section § 5.3). We
do not aim to completely reproduce these papers, as we merely intend to
illustrate LOD Lab and how Frank can be used in real-world evaluations.

Below we discuss these papers in detail and highlight the parts of their
experiment we reproduce. For these experiments we illustrate how we used
Frank, and we present the reevaluated results. The source-code of these
evaluations are publicly available11.

§ 5.1 Paper 1: RDF Vault

‘A Compact In-Memory Dictionary for RDF data‘ [10] is a recent paper from
the 2015 Extended Semantic Web Conference, which presents RDF Vault. RDF
Vault is an in-memory dictionary, which takes advantage of string similarities
of IRIs, as many IRIs share the same prefix. The authors take inspiration from
conventional Tries (tree structures for storing data), and optimize this method
for RDF data.

The authors measure the average encoding time per entity (time it takes to
store a string in RDF Vault), average decoding time per entity (time it takes
to get this string), and the memory use. Additionally, the authors make a
distinction between these measurements for literals and URIs, considering

11 See https://github.com/LaurensRietveld/FrankEvaluations
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literals often lack a common prefix. In the original paper, RDF Vault is
compared against several baselines (e.g. a classical in-memory dictionary),
and evaluated against the following 4 datasets: Freebase, the Billion Triple
Challenge datasets, DBpedia and BioPortal.

We use Frank to re-evaluate the encoding time of RDF Vault (using the original
implementation) against a larger number of datasets: for each document,
we measure the average encoding time of literals, IRIs, and both combined.
In order to compare these results meaningfully with the results from the
original paper, we group the documents by number of entities, and present
the encoding/decoding time for each group.

In Figure 22 we present the original RDF Vault results on the left side, and
the results obtained via Frank on the right side. We collected the results from
frank by piping all documents to the evaluation script as follows, where ./rd-
fVaultEncodeDocument.sh is a Bash script that reads the Frank documents
from the standard input, and applies RDF Vault for each of these documents.

$ frank documents --downloadUri | \
./ rdfVaultEncodeDocument.sh

Both figures show the average encoding time of IRIs, Literals, and both
combined. Our results are based on 100,000 LOD Laundromat documents12,
where we grouped documents in buckets by the number of encoded entities.
The original results differ between datasets: the average encoding time of IRIs
in BioPortal are 1/3 of the DBpedia encoding times. Our results show the
influence of the dataset size on the encoding times (particularly considering
the y log scale). Smaller datasets of less than 1,000 entities may take up
to 30.000 nano seconds per entity. Similarly, datasets with between 1,000

and 100,000 entities show longer encoding times than the original paper as
well. For dataset sizes which correspond to the original paper, the results are
similar. The re-evaluation of these results clearly show the effect of the dataset
size on encoding times. That effect was not investigated in the original paper,
because the experiments were only done on a handful of datasets. As we have
shown, Frank trivially allows to run the original experiments on hundreds
of thousands datasets, immediately giving an insight in the unexpected
non-monotonic relation between dataset size and encoding time per entity.

Other structural dimensions might be relevant for this paper as well, such
as the number of literals in a dataset or the standard deviation of URI or

12 Due to the runtime of RDF Vault and time constraints we were unable to re-evaluate
this on the complete LOD Laundromat set
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literal lengths. All these dimension are accessible using the LOD Laundromat
meta-data and the Frank interface. For example, to run the vault experiments
for dataset with a high standard deviation in URI lengths, run:

$ frank documents \
--downloadUri \
--query "?doc llm:metrics/llm:IRILength/llm:std ?std \

filter (?std > 50)" \
| ./ rdfVaultEncodeDocument.sh

§ 5.2 Paper 2: RDF HDT

‘Binary RDF Representation for Publication and Exchange (HDT)’ [56] is an
often cited paper (56 at the time of writing) from the journal of Web Semantics.
HDT is a compact binary RDF representation which partitions RDF datasets
in three components: Header information, a dictionary, and the actual triples
structure. The important gain of HDT is that the HDT files are queryable in
their compressed form using simple SPARQL triple patterns.

In the original paper, the performance of HDT is evaluated by measuring
the compression ratio of HDT compared to other compression algorithms
(e.g. Gzip and Bzip2), the compression time, and by measuring the number
of entries in the dictionary compared to the total number of triples. The
datasets used in this evaluation are Geonames, Wikipedia, DBTune, Uniprot
and DBpedia-en. A part of the evaluation is evaluated against the 400 largest
datasets in the Billion Triple Challenge (BTC). This is a fairly complete evalu-
ation, considering the number of datasets, and the use of BTC datasets.

The results we re-evaluate13 are the compression ratios presented in [56]
which were evaluated on Uniprot datasets from different sizes (1, 5, 10, 20,
30 and 40 million triples). We re-evaluate this particular research result
using Frank by finding dataset of similar sizes (± 10%) and by measuring the
compression ratio.

The LOD Laundromat documents are fetched using Frank and filtered to
match the Uniprot dataset sizes. For example, to select LOD Laundromat doc-
uments matching the 1 million Uniprot dataset, Frank searches for documents

13 We re-evaluated the latest HDT version accessible at https://github.com/rdfhdt/
hdt-cpp
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Original: Uniprot LOD Lab

Triples

(millions)
# docs

Size

(MB)

Compr.

Ratio
# docs

Avg. Size

(MB)

Avg. Compr.

Ratio

1 1 89.07 3.73% 179 183.31 11.23%

5 1 444.71 3.48% 74 799.98 4.99%

10 1 893.39 3.27% 50 1,642.60 5.43%

20 1 1,790.41 3.31% 17 3,328.57 4.15%

30 1 2,680.51 3.27% 19 4,880.26 5.09%

40 1 3,574.59 3.26% 8 6,586.95 7.25%

Table 15: HDT Compression rates: Results from [56] on Uniprot (left
side) vs. results from Frank (right side)

of 1 million with a deviation of 10%, and streams these document to a shell
script which downloads and compresses these documents using HDT.

$ frank documents --minTriples 950000 \
--maxTriples 1050000 | ./ hdtCompressDocument.sh

Table 15 shows the compression ratio for Uniprot datasets on the left side,
and the average compression ratio for LOD Laundromat documents on
the right side. There is a large difference between Uniprot and the LOD
Laundromat datasets in both compression ratio and average document size.
Another interesting observation is the high average compression ratio of
LOD Laundromat documents around 1 million, compared to other LOD
Laundromat documents.

To better understand such differences, we use Frank to evaluate RDF HDT
along another dimension: the average degree of documents. We did so by
searching for three buckets of datasets. Those with a low (1-5), medium (5-10)
and high (10+) average degree, all with at least 1 million triples:

$ frank documents --minAvgDegree 5 --maxAvgDegree 10 \
--minTriples 1000000 | ./ hdtCompressDocument.sh

The results in Table 16 show that an increase in degree of a document comes
with a decrease in compression ratio.

These experimentation on a large numbers of datasets across a large number
of dimensions is made easy by Frank, and allows researchers to both tune their
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Avg. Degree # docs
Compression

Ratio

1-5 92 21.68%

5-10 80 6.67%

10-∞ 99 4.85%

Table 16: HDT Compression rates grouped by avg degree

algorithms to different document characteristics, as well as better understand
their algorithms behavior under different conditions.

§ 5.3 Paper 3: Linked Data Best Practices

Other than using the LOD Lab for empirical evaluations, we show how it
can be used for explorative and observational papers as well. The most cited
paper of the International Semantic Web Conference 2014 is ‘Adoption of
the Linked Data Best Practices in Different Topical Domains‘ [131], where
the authors analyze Linked Data best practices by crawling (using LDspider
[84]) the LOD Cloud. Seed items for this crawl come from public catalogs,
the Billion Triple Challenge, and datasets advertised on public LOD mailing
lists. The crawl included 900,129 documents (URIs that were dereferenced)
and 8,038,396 resources. Documents are grouped to 1014 datasets using
information from catalogs, or Pay-Level-Domain (PLD) otherwise. The paper
present a large and diverse set of statistics, including:

1. The number of resource per document

2. Dataset grouped by topical domain. These domains are fetched from
online catalogs if any, and manually annotated otherwise

3. Indegree and outdegree of datasets

4. The links occurring between datasets, and the type of predicates used
for linking

5. The use of vocabularies in datasets
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The crawling mechanism behind these statistics relies on dereferenceable URIs.
As a consequence, there is a crucial link between a crawled data document
and the URI that it was crawled from. The URI authority component, i.e., the
part of the download URI that syntactically appears after the URI scheme and
before the URI path, denotes the authoritative individual or organization that
vouches for the data that is contained in the document that is downloaded
from that URI. This offers opportunities for e.g. grouping datasets by Pay-
Level-Domain and finding links between datasets. This crawling mechanism
differs from the LOD Laundromat (Chapter 2), which mostly consists of
(often compressed) datadumps. As a consequence, in LOD Laundromat,
the URI from which a dataset is download does not always have the same
authority component or Pay Level Domain as the resource IRIs that appear
in the data, making it difficult to determine by fully automated means who
is the authority of a given dataset. I.e., the LOD Laundromat crawls many
more documents and triples (including those not accessible as dereferenceable
URI), but lacks information on the authoritativeness of URIs. Vice versa, the
used crawl in [131] crawls only a fraction of the LOD Laundromat size, but
retains the notion of authority. As a result, the original paper has statistics
on DBpedia as a whole, where the LOD Lab results are separate for each
independent DBpedia data dump.

These differences in features between both crawling mechanisms restricts the
ability of Frank to reproduce all of the statistics from [131]. However, we chose
to focus on re-evaluating the used vocabularies on the LOD Cloud, which
does not suffer from these difference in crawling mechanisms. Instead, Frank
offers a more complete perspective on the use of vocabularies, considering
the number of crawled triples.

We reproduced this experiment by simply streaming all the LOD Laundromat
download URIs to a script counting the namespaces14:

$ frank documents --downloadUri \
| ./ countNamespacesForDocument.sh

Table 17 shows the 10 most frequent occurring namespaces in documents.
In the original paper these counts are grouped by dataset (i.e. groups of
documents), where we present these statistics on a document level alone.

This table shows striking differences: where the time namespace is used in
68.20% of the LOD Laundromat documents, it does not occur in the top 10 list

14 Using the namespace list of http://prefix.cc, similar to the original paper
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Original [131] LOD Lab

Prefix #datasets % datasets Prefix #docs % docs

rdf 996 98.22% rdf 639,575 98.40%

rdfs 736 72.58% time 443,222 68.19%

foaf 701 69.13% cube 155,460 23.92%

dcterm 568 56.01% sdmxdim 154,940 23.84%

owl 370 36.49% worldbank 147,362 22.67%

wgs84 254 25.05% interval 69,270 10.66%

sioc 179 17.65% rdfs 30,422 4.68%

admin 157 15.48% dcterms 26,368 4.06%

skos 143 14.11% foaf 20,468 3.15%

void 137 13.51% dc 14,423 2.22%

Table 17: Top 10 namespaces used in documents

of [131]. Similarly, the cube namespace occurs in 23.92% of LOD Laundromat
documents, and is missing from the original top 10 list as well.

The crawling method behind both approaches, and the method used by [131]
to group documents as datasets can explain these discrepancies. Therefore,
we do not claim to have the right answer for these kind of statistics. Instead,
we show that the LOD Lab approach allows for large scale comparisons for
these kinds of Linked Data observational studies.

§ 6 conclusion

The distributed nature of the Semantic Web, the wide range of serialization
formats, and the idiosyncrasies found in datasets, make it difficult to use the
Semantic Web as a true large-scale evaluation platform. As a consequence,
most research papers are only evaluated against a handful of datasets.

In this chapter we presented LOD Lab, a new way of conducting Linked
Data experiments that incorporates both volume and variety while at the
same time allowing the set of considered data documents to be limited
according to domain-specific and/or structural constraints. This is achieved
by using the LOD Laundromat backend together with the simple yet versatile
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programming interface Frank that allows large-scale Linked Data evaluations
to be run from the command-line.

The viability of the LOD Lab approach was demonstrated by scaling up
three experiments reported in recent Semantic Web conference publications.
These re-evaluations show that evaluations over Linked Data can now be
performed without the human effort having to increase linearly in terms of
the number of datasets involved. In addition, the re-evaluations show that
the combination of volume, variety and selectivity facilitates a more detailed
analysis of Semantic Web algorithms and approaches by relating evaluation
outcomes to properties of the data.
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7
S T U D Y I N G I D E N T I T Y O N T H E W E B

This chapter is based on the following publication:

• W. Beek, S. Schlobach, F. van Harmelen. “A Contextualized Semantics
for owl:sameAs.” In: International Semantic Web Conference, pp. 405-419

[17].

§ 1 introduction

Identity relations are at the foundation of the Semantic Web and the Linked
Data initiative. They allow to state and relate properties of an object using
multiple names for that object, and conversely, they allow to infer that differ-
ent names actually refer to the same object. The Semantic Web consists of sets
of assertions that are published on the Web by different authors operating in
different contexts, often using different names for the same object. Identity
relations allow the interlinking of these multiple descriptions of the same
thing. However, the traditional notion of identity expressed by owl:sameAs
[110] is problematic when objects are considered the same in some contexts
but not in others. According to the standard semantics, identical terms can be
replaced for one another in all (non-modal) contexts salva veritate. Practical
uses of owl:sameAs are known to violate this strict condition [67, 68]. The
standing practice in such cases is to use weaker notions of relatedness such as
skos:related [107]. Unfortunately, these relations suffer from the opposite
problem of having almost no formal semantics, thereby limiting reasoners
in drawing inferences. In this chapter we introduce an alternative semantics
for owl:sameAs that is parameterized over the particular properties that are
taken into account when deciding on identity. This allows formally specified
context-specific adaptations of the identity relation. We give the formal defi-
nition, provide working examples and present a small-scale implementation.
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The rest of this chapter is structured as follows. In the next section we analyze
problems caused by the traditional notion of identity. After surveying existing
work in Section § 2 we present our approach in Section § 5 and enumerate
some of the applications of this new semantics of identity in Section § 7. We
illustrate the results of applying our formalism to existing Linked Datasets in
Section § 8 based on a working implementation. Section § 9 concludes.

§ 2 related work

The problem of the semantics of owl:sameAs on the Semantic Web is widely
recognized. Existing research suggests the following six solutions for resolv-
ing this problem of identity:

introduce weaker versions of owl:sameas Proposed by [67, 103]. Can-
didates for replacement are the SKOS concepts skos:related and
skos:exactMatch [107]. The former is not transitive, thereby limiting
the possibilities for reasoning. The latter is transitive but can only be
used in certain contexts, without stating what those contexts of use are
[107]. For example, according to the SKOS specification, the intended
use of the skos:exactMatch property is as follows: “[exactMatch] is
used to link two concepts, indicating a high degree of confidence that
the concepts can be used interchangeably across a wide range of infor-
mation retrieval applications.” From this it follows that the meaning of
this relation changes over time, as Information Retrieval applications
become more advanced. Another problem with the use of weaker
notions such as relatedness, is that everything is related to everything
in some way, so the applicability conditions of the relation are still
context-dependent.

restrict the applicability of identity relations to contexts

In terms of Semantic Web technology, identities are expected to hold
within a named graph or within a namespace but not necessarily out-
side of it [68]. Gerard de Melo [41] has successfully used the Unique
Name Assumption (UNA) within namespaces in order to identify many
(arguably) spurious identity statements.

introduce additional vocabulary that does not weaken but extend
the existing identity relation. Halpin et al. [67] mentions an explicit
distinction that could be made between mentioning a term and using a
term, e.g., thereby distinguishing an object and a Web document de-
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scribing that object. Other possible extensions of owl:sameAs may take
the fuzziness and/or uncertainty of identity statements into account
[98].

use domain-specific identity relations Proposed in [103]. For ex-
ample “x and y have the same medical use” for identity in the domain
of medicine and “x and y are the same molecule” for identity in the do-
main of chemistry. The downside to this solution is that domain-specific
links are only locally valid, thereby limiting knowledge reuse.

change modeling practice Possibly in a (semi-)automated way, by
adapting visualization and modeling toolkits to produce notifications
upon reading SW data or by posing additional restrictions on the cre-
ation and alteration of data. For example, adding an RDF link could
require reciprocal confirmation from the maintainers of the authorities
of the respective relata [68, 49]. The problem with introducing checks
on editing operations is that it violates one of the fundamental un-
derpinnings of the SW according to which anybody is allowed to say
anything about anything (AAA) [5].

extract network properties of owl:sameas datasets Ding et al. [50]
shows that network analysis can provide insights into the ways in which
identity is used on the Semantic Web. However, results from network
analytics research have not yet been related to the semantics of the iden-
tity relation. We believe that utilizing network theoretic aspects in order
to determine the meaning of identity statements may be interesting for
future research.

What the existing approaches have in common is that many adaptations
have to be made – introducing terminology, instructing modelers, converting
datasets – in order to resolve only some of the problems of identity. Our
approach provides a way of dealing with the heterogeneous real-world usage
of identity in the Semantic Web that can be automated and that does not
require changes to modeling practices or existing datasets.

Our work bears some resemblance to existing work on key discovery: the prac-
tice of finding sets of properties that allow subject terms to be distinguished
[134]. In particular, our notion of indiscernibility properties (Definition 3) is
identical to the notion of a key in key discovery.
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§ 3 motivation

Entities that are the same share the same properties. This ‘indiscernibility
of identicals’ (Principle 5) is attributed to Leibniz [57] and its converse, the
‘identity of indiscernibles’ (Principle 6), states that entities that share the same
properties are the same. We use Ψ to denote the set of all properties.

Principle 5 (Indiscernibility of identicals). a = b→ (∀φ ∈ Ψ)(φ(a) = φ(b))

Principle 6 (Identity of indiscernibles). (∀φ ∈ Ψ)(φ(a) = φ(b))→ a = b

Although principles 5 and 6 provide necessary and sufficient conditions for
identity, they do not point towards an effective procedure for enumerating
the extension of the identity relation. Moreover, the principle is circular since
a = b implies that a and b share the properties “λx.x = a” and “λx.x = b”.
Even though this principle does not allow a positive identification of identity
pairs, it does provide an exclusion criterion; namely objects that are known to
not share some property are also known to not be identical.

Identity poses several problems that are not specific to the Semantic Web.
Firstly, identity does not hold across (all) modal contexts, allowing Lois Lane
to believe that Superman saved her without requiring her to believe that Clark
Kent saved her. Secondly, identity is context-dependent [61]. For example, two
medicines may be considered the same in terms of their chemical substance
while not being considered the same commercial drug (e.g., because they are
produced by different companies). Thirdly, identity over time poses problems
since a ship may still be considered the same ship, even though all its original
components have been replaced by new ones over time [97]. Lastly, there
is the problem of identity under counterfactual assertions, that allow any
property of an individual to be negated [93]. For example, “If my parents
would not have met then I would not have been born.” These four problems
indicate that a real-world semantics of identity should be context-dependent
and non-monotonic.

Besides the generic problems of identity there are problems that are specific
to the Semantic Web and its particular semantics and pragmatics. The OWL
semantics for identity is given in Definition 2, where I is the interpretation
function mapping terms to resources and EXT is the extension function
mapping properties to pairs of resources.

Definition 2 (Semantics of owl:sameAs).

〈I(a), I(b)〉 ∈ EXT(I(owl:sameAs)) ⇐⇒ I(a) = I(b)
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Notice that Definition 2 defines owl:sameAs in terms of the identity relation
‘=’ that we have previously argued to be highly problematic. Identity as-
sertions are extra strong on the Semantic Web because of the Open World
Assumption (OWA). Stating that two entities are the same implies that from
now on no new property can be stated about only one of those entities. This
follows from Definition 2 in combination with the principle of substitutivity
salva veritate. For example, if one source asserts that medicines b and c are the
same based on them having the same chemical composition, this prohibits a
future source from stating that b and c are produced by different companies,
without resulting in an inconsistent state. In other words: every identity
assertion makes a very strong claim that quantifies over the entire set Ψ (see
principles 5 and 6). Moreover, on the Semantic Web the set of properties
Ψ is constantly increasing. In fact, since an RDF property has both in- and
extension, the number of properties is not even limited by the size of the
universe of discourse, as different properties may have the same extension.
Finally, whether or not two objects share the absence of a property, i.e., a
property of the form “does not have the property φ”, cannot be concluded
based on the absence of a property assertion. Such ‘negative knowledge’ must
be provided explicitly using, e.g., class restrictions. All this amounts to saying
that there can in principle not be an effective procedure for establishing the truth
of owl:sameAs assertions. (Establishing the falsehood of such assertions is of
course possible, see our comments above.)

When, in addition to its semantics, we also take the pragmatics of the Semantic
Web into account, we observe that modelers sometimes have different opinions
about whether two objects are the same or not. While in some cases this
may be due to a difference in modeling competence, there is also the more
fundamental problem that two modelers may be constructing (parts of) the
same knowledge base from within different contexts. Since Semantic Web
knowledge is intended to be re-used in unanticipated contexts, the presence of
knowledge from different perspectives is one of its inherent characteristics. In
addition, the term owl:sameAs is overloaded to not only denote the semantics
of identity but also the practice of linking datasets together. The fifth star of
Linked Open Data publishing [20] states that you should “link your data to
other people’s data to provide context,” and data is almost exclusively linked
using the owl:sameAs property [3]. From a pragmatics point of view, today’s
requirements on Semantic Web modelers are unreasonably high when they
are required to anticipate future additions by others while asserting identity
links in accordance with the strict OWL semantics. At the same time Linked
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Data best practices state that modelers should make many of those links in
order to contextualize their knowledge.

Based on the above analysis, we can state the following desiderata for a
semantics of identity that does not suffer from the identified problems:

1. The current, uniform identity relation should be reinterpreted in terms
of multiple identity subrelations that should be characterized in terms
of the contexts in which those subrelations hold.

2. An alternative semantics for identity should be able to derive entailment
results with respect to a given context, even though those entailments
may be inconsistent when applied outside of that context).

3. Based on an existing identity relation, semantically motivated feedback
should be given to the modeler about the different context-dependent
subrelations that are currently expressed.

4. The quality of an identity relation should be quantified in terms of the
consistency with which its context-dependent subrelations are applied
to the data. Specifically, suggestions for extending or limiting the
identity subrelations should be derived by automated means.

§ 4 preliminaries

Here we introduce the terminology and symbolism that is used throughout
the rest of this chapter.

rdf syntax RDF terms (RDFT) come in three flavors: blank nodes (RDFB),
IRIs (RDFI) and literals (RDFL). Statements in RDF are triples 〈s, p, o〉
that are members of (RDFB ∪ RDFI)× RDFI × RDFT . In a triple, s is
called the subject term, p the predicate term and o the object term of
that particular triple. A set of triples forms a graph G. Based on the
positionality of terms appearing in the triples of G, we distinguish
the subject (SG), predicate (PG) and object terms (OG) of a graph. The
nodes of a graph (NG) are defined as SG ∪OG.

rdf semantics By distinguishing the intension I(p) of a property from
its extension EXT(I(p)), properties are allowed to be nodes as well.
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The meaning of a triple is defined in terms of its truth conditions, i.e.,
I(〈s, p, o〉) = 1 ⇐⇒ 〈I(s), I(o)〉 ∈ EXT(I(p)) [75].

equivalence An equivalence relation ≡ is a binary relation that is reflexive,
symmetric and transitive. The identity relation is the smallest equiva-
lence relation. The equivalence class of an RDF node x ∈ NG under ≡
is [x]≡ = {y ∈ NG | x ≡ y}.

set theory We use the phrase “universe of discourse” to denote the in-
stances that are formally described in a given dataset. Specifically, the
universe of discourse for an RDF graph G is NG. We use the capital
letters X and Y to denote arbitrary sets. Elements of these sets are
denoted by x1, . . . , xn and y1, . . . , yn respectively.

modeling identity It is common modeling practice to denote identity on
the instance level with owl:sameAs and equivalence on the schema level
with owl:equivalentProperty for properties and owl:equivalentClass
for classes. We use ∼ to indicate a set of pairs that are explicitly speci-
fied to be the same, using either of these three properties. In addition,
owl:differentFrom is used by modelers to indicate that two terms do
not denote the same resource. We use � for a set of pairs that are
explicitly indicated to not be the same.

rough set theory Relations are called ‘attributes’ in Rough Set Theory.
They are functions that map to an arbitrary set of value labels. We only
consider functions that map from binary input into the set of Boolean
truth values, and therefore use the term ‘predicates’ to denote these
functions. We recognize that extensions to multi-valued logics would
require a richer set of value labels. Rough Set Theory has been related
to Formal Concept Analysis before, e.g. [59].

formal concept analysis Formal Concept Analysis (FCA) takes a con-
text 〈O, A, M〉 consisting of a set of objects O, a set of attributes A
and a mapping M from the former to the latter. For a given set of
objects X ⊆ O one can calculate the attributes that are shared by those
objects as X′ = {y ∈ A | (∀x ∈ X)(M(x, y))}. For a given set of at-
tributes Y ⊆ A one can calculate the objects that have (at least) those
attributes as Y′ = {x ∈ O | (∀y ∈ Y)(M(x, y))}. A formal concept is
a pair 〈X, Y〉 ∈ P(O) × P(A) such that X′ = Y and Y′ = X. The
two functions (·)′ are called the polars of M. For a given context, the
set of concepts is denoted B(O, A, M). The concepts form a lattice
〈B(O, A, M), {〈〈X1, Y1〉, 〈X2, Y2〉〉 ∈ (P(O)×P(A))2 |X1 ⊆ X2}〉.
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abox:baspirin abox:caspirin
owl:sameAs

abox:binc

tbox:prod

abox:aspirin

tbox:chem

abox:cinc

tbox:prodtbox:chemowl:differentFrom

Figure 23: Graph showing some of the assertions that we use as exam-
ples.

§ 5 approach

We start with a given identity relation ∼ that partitions the universe of
discourse NG into equivalence classes. Since the identity relation is the
smallest equivalence relation, it is also the most fine-grained partition of NG.
As we saw in principles 5 and 6, identity is indiscernibility with respect to
all (possible) properties Ψ. Besides identity, there are many other instances
of indiscernibility: one corresponding to each set of properties Φ ⊆ Ψ.
According to this generalization, x and y are indiscernible with respect to a
set of properties Φ iff (∀φ ∈ Φ)(φ(x) = φ(y)). Every indiscernibility relation
is also an equivalence relation, although not necessarily the smallest one.
Specifically, an indiscernibility relation defined over domain NG is also an
identity relation, just over a different domain [120]. For example, the set of
properties Φ = {“has an income of 1,000 euro’s”} does not uniquely identify
people (since two people may have the same income), but does uniquely
identify income groups.

Let us consider two medicines Baspirin (abox:baspirin) and Caspirin (abox:-
caspirin) that both contain acetylsalicylic acid as their chemical compound
(tbox:chemComp). A chemist observes that they have the same substance and
asserts that they are identical (owl:sameAs or ∼), resulting in the graph in
Figure 23. However, Basperin and Casperin are produced (tbox:prod) by
different companies: B Inc. (abox:binc) and C Inc. (abox:cinc). Basperin
and Casperin cannot be told apart in a language that only contains the
properties “is a” and “has chemical compound”. However, if the language
also contains the property “is produced by” then these medicines can be told
apart. In other words: we can look at the set of properties as a parameter that can
be adjusted in order to obtain an equivalence relation that is more or less fine-grained,
as required in different contexts (in our example: contexts where the commercial
supplier does or does not play a role in distinguishing two drugs).
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We now reinterpret the identity relation ∼ as if it were an indiscernibility
relation ≈Φ whose set of properties Φ is implicit in the data. Based on the
extensional specification of the identity relation we can explicate the set of
properties to which it is indiscernible with Definition 3, where {x1, . . . , xn} is
one of the equivalence classes closed under ∼.

Definition 3 (Indiscernibility properties).

P+({x1, . . . , xn}) = {p ∈ PG | (∃p1, . . . , pn ∈ [p]≡)

([{o ∈ OG | 〈x1, p1, o〉}]≡ = . . . = [{o ∈ OG | 〈xn, pn, o〉}]≡)}

For example, by using Definition 3 we can deduce that the indiscernibility
properties of Basperin and Casperin include rdf:type, tbox:chemComp and,
by definition, owl:sameAs. Notice that both the predicate and object terms
are closed under identity. Performing these closures is important in order
to identify the relevant indiscernibility properties. For instance, chemical
compound (tbox:chemComp) in one dataset may be the same property as
chemical substance (ex:chemSubst) in another. Besides the indiscernibility
properties, there may also be discernibility properties (Definition 4), i.e.,
properties that indicate that two terms should not be considered to denote
the same resource. As with the identity relation ∼, we assume that we are
given a ‘different-from’ relation � of pairs 〈x1, x2〉.

Definition 4 (Discernibility properties).

P−({x1, x2}) = {p ∈ PG | (∃p1, p2 ∈ [p]≡)

(〈x1, p1, o1〉, 〈x2, p2, o2〉 ∈ G ∧ (∃〈y1, y2〉 ∈�)(o1 ∈ [y1]≡ ∧ o2 ∈ [y2]≡))}

In our example, the discernibility properties for Basperin and Casperin in-
cludes tbox:prod. Using the indiscernibility and discernibility properties we
can define the indiscernibility relation (Definition 5).

Definition 5 (Indiscernibility relation).

x ≈Φ y ⇐⇒ P+({x, y}) = Φ ∧ P−({x, y}) ∩Φ = ∅

For our example we derive that Baspirin and Caspirin are the same with
respect to the type and chemical compound properties (Example ex1) and
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that they are not the same with respect to the producer property (Example
ex2). Another way of phrasing this is: Basperin and Caspirin are the same
drug in terms of their chemical compound, but they are different medical
products.

abox:baspirin ≈{owl:sameAs,rdf:type,tbox:chemComp} abox:caspirin (ex1)

abox:baspirin 6≈{tbox:prod} abox:caspirin (ex2)

Now that we have defined the indiscernibility properties for a given set of
resources, we go on to say that two pairs of resources are semi-discernible iff
their indiscernibility properties are the same. When we look at the pairs that
constitute (the extension of) a given identity relation ∼, all identity assertions
look the same. But when we redefine identity in terms of indiscernibility
and semi-discernibility, we see that within a given identity relation there are
pairs that are indiscernible with respect to different properties. Stating this
formally, semi-discernibility is an equivalence relation on pairs of resources
that induces a partition of the Cartesian product of the universe of discourse.
Definition 6 makes this concrete in terms of the earlier definitions.

Definition 6 (Semi-discernibility).

〈x1, y1〉 ≡Φ 〈x2, y2〉 ⇐⇒ P+({x1, y1}) = P+({x2, y2}) = Φ

∧P−({x1, y1}) ∩ P−({x2, y2}) = ∅

For example, Baspirin and Caspirin are semi-discernible to Bicotine and
Nicotine, two stimulant drugs (indiscernibility property rdf:type) whose
chemical compound (indiscernibility property tbox:chemComp) is nicotine.
An example of semi-discernible pairs from another application domain
are 〈dbr:Amsterdam, dbr:Rotterdam〉 and 〈dbr:Netherlands, dbr:Germany〉,
since the former are both cities and the latter are both countries (discernibility
properties rdf:type and ex:liesIn, where Amsterdam and Rotterdam are
in the Netherlands, and the Netherlands and Germany are in Europe).

Notice that the partitions obtained by ≡Φ contain but are not limited to
the original identity pairs. Therefore, for sets of pairs closed under semi-
discernibility we can distinguish between the following three categories:

172



§ 5 approach

1. All pairs in the set are identity pairs. This characterizes a consistent
subrelation of the identity relation, since no semi-discernible pair is left
out.

2. Only some pairs in the set are identity pairs. This characterizes a
subrelation of the identity relation that is not applied consistently with
respect to the semi-discernibility relation that can be observed in the
data.

3. No pairs in the set are identity pairs. This characterizes a collection of
pairs that is consistently kept out of the identity relation.

Each member of the semi-discernibility partition that is not of the third kind,
i.e., every set of pairs that contains at least some identity pair, can be thought
of as an identity subrelation. Not only is the uniform set of owl:sameAs
assertions partitioned into subrelations, but each subrelation is described in
meaningful terms that are drawn from the dataset vocabulary.

Now that we have determined the subrelations of identity we go on to define
how these subrelations are related. Borrowing insights from Formal Concept
Analysis we take N2

G as our set of FCA objects and PG as our set of FCA
attributes. The mapping from the former to the latter is M(〈x, y〉) = Φ({x, y}).
Because the number of FCA objects is quadratic in the size of the universe
of discourse it is not practical to calculate the full concept lattice. However,
we are only interested in the identity subrelations and how they are related
to one another. Indeed, for every pair 〈x, y〉 ∈∼ we can calculate the formal
concept 〈{〈x, y〉}′′, {〈x, y〉}′〉 by using the polars (·)′. What FCA adds to the
picture is a partial order ≤ between the identity subrelations (Definition 7).

Definition 7 (Indiscernibility lattice). For a given identity relation ∼, the poset of
indiscernibility subrelations is 〈B,≤〉 with B = {〈{〈x, y〉}′′, {〈x, y〉}′〉 | 〈x, y〉 ∈∼
} and 〈{〈x1, y1〉}′′, {〈x1, y1〉}′〉 ≤ 〈{〈x2, y2〉}′′, {〈x2, y2〉}′〉 iff Φ({x1, y1}) ⊆
Φ({x2, y2}).

Every node in the lattice corresponds to a different set of indiscernibility prop-
erties, i.e., to a different subrelation of the identity relation. Each subrelation
corresponds to an identity assertion context. Specifically, the indiscernibility
properties Φ denote the aspects that are important in that context. Results
derived/entailed in one context may not be derived in another. Asserting/re-
tracting statements changes the indiscernibility lattice (even if the identity
relation is kept the same). The indiscernibility lattice for the graph in Figure 23

is given in Figure 24.

173



studying identity on the web

{∈,Cc,Pr} ⊥

{∈,Cc} {∈,Pr} {Cc,Pr} ⊥

{∈} {Cc} {Pr}

∅

Figure 24: The indiscernibility lattice for the graph in Figure 23. For
readability we abbreviate tbox:chemComp as Cc, tbox:prod
as Pr, rdf:type as ∈, and owl:sameAs as ∼. Two of the
indiscernibility relations cannot be chosen without resulting
in an inconsistent state (⊥).

Now that we have defined the indiscernibility lattice that comes with a given
identity relation ∼, we can define the possible identity contexts (Definition 8)
in which only part of an identity relation can be used, namely the part that is
relevant relative to that identity context.

Definition 8 (Identity context). For a given identity relation ∼ and its indis-
cernibility lattice 〈B,≤〉 an identity context is a subset of formal concepts B′ ⊆ B
such that for all 〈o1, a1〉, 〈o2, a2〉 ∈ B′ we have that (i) a1 ∩ a2 = ∅ and (ii)
(∀x, y ∈ NG)(P+({x, y}) * a1 ∨ P−({x, y}) * a2).

§ 6 extensions

In Section § 5 we made some simplifications in order to keep the discussion
brief. Here we discuss three extensions to our base approach. The first
extension provides further details on how to assess identity conditions for
literals. The second extension generalizes the notion of a property, allowing
more indiscernibility properties to be found. The third extension shows that
definitions 8a and 8b do not give the most optimal solution in some arcane
cases.
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§ 6.1 Identity of literals

In order to deal with natural language strings and infinite value spaces such
as natural numbers, dates, etc., RDF introduces the notion of literals. Literals
have special identity conditions. Since literals are quite common in Semantic
Web data, appearing in one out of three Semantic Web statements [82], it
makes sense to extend our approach to take them into account as well.

Let’s define a datatype map D : RDFI → ICExt(I(rdfs:Datatype)), where
ICEXT is the functional map from classes onto their instances. Literals consist
of a lexical form and a datatype IRI i. The datatype IRI denotes a datatype
D(i) which defines (1) a lexical space LEXD(i) of syntactically well-founded
lexical forms, (2) a value space of resources VALD(i), and (3) a functional
lexical-to-value mapping L2VD(i) from the former to the latter [74]. For
each datatype D(i) a datatype-specific identity relation ∼D(i) partitions the
datatype’s value space VALD(i).

1

Let’s takes two arbitrary literal terms t1 and t2, with t1 = 〈i1, x1〉 and t2 =
〈i2, x2〉, where i1 and i2 are datatype IRIs. The identity of t1 and t2 is given in
Definition 9.

Definition 9 (Identity for literals).

t1 ∼ t1 ⇐⇒ D(i1) = D(i2) ∧
x1 ∈ LEX

D(i1)
∧

x2 ∈ LEX
D(i2)

∧

L2V
D(i1)

(x1) ∼D(i) L2V
D(i2)

(x2)

Notice that the datatype-specific lexical-to-value mapping in Definition 9

is required, since two lexical expressions may map onto the same value
according to one datatype but onto different values according to another. An
example of this are the lexical expressions 0.1 and 0.10000000009 which map
to the same value according to datatype xsd:float but to different values
according to datatype xsd:decimal [62].

In Definition 9 the conjuncts which state that the lexical forms (x1 and x2)
belong to the respective lexical spaces may seem superfluous at first. But

1 Relation ∼D(i) poses some problems to implement in practice. See Section § 8 for
details.
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for ill-typed literals, i.e. those whose lexical forms do not appear in the
lexical space of the specified datatype, the lexical-to-value mapping is not
determined, possibly leaning to incorrect results [75]. This theoretical detail
can have repercussions in practice since ill-typed literals are actually quite
common in today’s LOD Cloud [12].

§ 6.2 Path-expressions

The indiscernibility properties in Definition 3 were assumed to consist of
single RDF predicate terms. This restriction is rather arbitrary.

If we generalize the notion of a property then dbr:Amsterdam and ex:Amsterdam
share the property of being located in a country that borders Germany. Ob-
viously, Brussels and Brno share this property as well, so Brussels, Brno
and Amsterdam will be indiscernible with respect to this particular property.
(The property is at least able to discern Brussels, Brno and Amsterdam from
Stuttgart, Portland, and The Netherlands.)

The notion of a property can be easily generalized in terms of arbitrary se-
quences of RDF predicate terms. Such sequences are called path-expressions
in RDF. For each sequence of predicate terms 〈p1, . . . , pn〉 we assume a func-
tional mapping f〈p1,...,pn〉 : SG → P(OG) called the property sequence mapping
(Definition 10).

Definition 10 (Property sequence map).

f〈p1,...,pn〉(s) =
{

o ∈ OG
∣∣ ∃x0,...,xn(x0 = s ∧ xn = o∧∧n−1

i=0
〈I(xi), I(xi+1)〉 ∈

⋃
p∈[pi+1]≡

EXT(I(p)))
}

By using property sequence maps the definition for generalized indiscernibil-
ity properties is only slightly more complex than its simplified version.

Definition 11 (Indiscernibility criteria).

≈≈ ({x1, . . . , xn}) = {〈p1, . . . , pn〉 ∈ Pn
G |

∃p1
1, . . . , pn

1 ∈ [p1]≡, . . . , ∃p1
m, . . . , pn

m ∈ [pn]≡(

[ f〈p1
1,...,p1

m〉(x1)]≡ = . . . = [ f〈pn
1 ,...,pn

m〉(xn)]≡)}
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s1 o1
p

s2 o2
p

o3s3
p

Figure 25: An illustrative example showing that defining the lower
approximation in terms of the higher approximation may
not be optimal. The identity relation is represented by
double-lined edges. si, p, and oi are subject, predicate,
and object terms respectively. The directed edges represent
triples.

§ 6.3 Fixpoint definition for approximations

When using Definition 8a and Definition 8b to determine the rough set
representation, we do not always get the most optimal solution. We will
illustrate this with the example depicted in Figure 25.

The indiscernibility criteria for this example are given in 1.

≈≈ ({s1, s2, s3}) = (1)

≈≈ ({o1, o2}) = {pn | n ∈N}

Based on these indiscernibility criteria the naive lower approximation (Defini-
tion 8a) is empty. But notice that there is a slight asymmetry in the way we
have calculated this result. We have defined ∼ in terms of ≈≈, i.e., in terms
of ≈. It is more correct to base the indiscernibility criteria for calculating the
lower approximation on ∼ itself (and similarly for the higher approximation).
The resulting Definition 12 is recursive. It affects the closure operations over
the predicate and object terms in Definition 3.
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Definition 12.

x ∈ ∼ ⇐⇒ {y | x ≡≈∼ y} ⊆ ≈

There are now two correct solutions or fixpoints for the present example. The
first solution is the same as for the naive definition: ∼1 = ∅, where ≈∼1

(X) = ∅ for X such that |X| > 1. The second solution could not be derived in
the naive case: ∼2 = {〈s1, s2〉, 〈o1, o2〉}, with ≈∼2 ({s1, s2, o1, o2}) = {pn | n ∈
N} and ≈∼1 (X) = ∅ for all other X such that |X| > 1. The latter is the
greatest fixpoint for this particular example.

Both solutions are correct since both conform to the same strictures imposed
by the here presented framework. However, the second solution is better since
a greater fixpoint is to be preferred over a smaller one. This is also in line with
our intuitions, since this enlarges the number of consistently applied identity
pairs, as can be glanced from the quality criterion in Definition 14. Reasoning
along the same lines, a least fixpoint, we have no reason to believe that it
should be unique, is the best solution for the redefined higher approximation.

§ 6.4 Explicit negative knowledge

Φ+(X) = Φ(X) (2)

Φ−({x, y}) = {[p]≡ | p ∈ PG∧
∃o, o′ ∈ OG(〈x, p, o〉, 〈y, p, o′〉, 〈o, owl:differentFrom, o′〉 ∈ G} (3)

≡Φ= {〈〈x1, y1〉, 〈x2, y2〉〉 |Φ+({x1, y1}) =
Φ+({x2, y2}) ∧Φ−({x1, y1}) ∩Φ−({x2, y2}) = ∅} (4)

≡Φ= {〈〈x1, y1〉, 〈x2, y2〉〉 |Φ−({x1, y1}) ∩Φ−({x2, y2}) 6= ∅} (5)

§ 7 applications

Modeling

In Figure 24 every node denotes an indiscernibility relation ≈Φ based on
a different set of indiscernibility properties Φ. We can define the precision
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of each node by quantifying how many of the pairs that are indiscernible
with respect to Φ are also in the original identity relation: |∼ ∩ ≈Φ| / |≈Φ|.
We can also define the recall of each node by quantifying how much of the
original identity relation is characterized by Φ: |∼ ∩ ≈Φ| / |∼|.

The identity lattice annotated with precision and recall numbers can be
used to deliver feedback to the modeler. For example, low precision nodes
indicate the absence of identity criteria that are explicit in the data. In
practice, many identity links depend on special knowledge the modeler had
at the time of assertion. If such special knowledge is not encoded in the
data then another data user can no longer validate whether these links are
correct. Automatic calculation of the precision of nodes in the identity lattice
may prompt a modeler to either (i) make the identity criteria explicit or (ii)
remove the identity assertion altogether. The latter may be the case for very
low precision nodes, possibly indicating accidental or erroneous identity
assertions. Another way in which the identity lattice can support the modeler
is by using high-precision nodes in order to give automated suggestions for
identity assertion. Specifically, pairs that are indiscernible according to the
same criteria as many of the identity pairs may be considered good candidates
for identity assertion.

Reasoning with inconsistencies

As we saw in Section § 3, one of the main problems of the current use of
identity is that terms are considered the same in some but not all contexts.
As we saw in Section § 2 this either results in too many entailments and con-
tradictions, or it results in the use of syntactic alternatives like skos:related
that do away with entailment altogether. An example of the former can be
given with respect to the example shown in Figure 23, where the identity
assertion of the two medicines based on their shared chemical compound
results in the substitution of the two medicines in other contexts as well.
Specifically, following the OWL2 rule in ent1 we derive that both medicines
are produced by companies B Inc. and C Inc., which is unlikely to be the case.

〈s, p, o〉 ∧ s ∼ s′ ⇒ 〈s′, p, o〉 (ent1)

Now that we have the indiscernibility lattice from Figure 24 we can choose
an identity context that can be used to calculate some, but not all entailments.
This is supported by condition (ii) in Definition 8 that excludes contexts that
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result in an inconsistent state. The OWL2 rule in ent1 is adapted to take into
account an identity context Con, resulting in rule ent2. Other entailment rules
require similar adaptations.

(∃Φ ∈ Con)(〈s, p, o〉 ∧ s ≈Φ s′ ∧ p ∈ Φ⇒ 〈s′, p, o〉 (ent2)

Quality assessment

Borrowing insights from Rough Set Theory we can determine the quality of a
given identity relation. The lower approximation of identity is the union of
the indiscernibility relations that only contain identical pairs (Definition 8a).
The higher approximation of identity is the union of indiscernibility relations
that contain some identical pair (Definition 8b).

Definition 13 (Lower and higher approximation).

x1∼y1 ⇐⇒ ∀〈x2,y2〉∈N2
G
(〈x1, y1〉 ≡Φ 〈x2, y2〉 → x2 ∼ y2) (8a)

x1∼y1 ⇐⇒ ∃〈x2,y2〉∈N2
G
(〈x1, y1〉 ≡Φ 〈x2, y2〉 ∧ x2 ∼ y2) (8b)

Based on these two approximations we can give the rough set represen-
tation 〈∼,∼〉 of the identity relation ∼ [116]. The quality of a rough set
representation is given in Definition 14 and is always a number in [0, 1].

Definition 14 (Quality). α(∼) = |∼| / |∼|

The quality of the identity relation is higher if the two approximations are
closer to each other, and quality is highest if the two approximations are the
same. The intuition behind this is that in a high-quality dataset the identity
relation should be based on indiscernibility criteria that are explicit in the data.
Formally this means that the semi-discernibility partition should consist of
partition members that contain either no identity pairs (small value for ∼) or
only identity pairs (large value for ∼). If a member of the semi-discernibility
partition contains only some identity pairs then this means that the difference
between identical and non-identical pairs cannot be based on the properties
that are asserted in the data. As with the per-node precision and recall
calculations (Section § 7), the use of data-external identity criteria makes it
more difficult to validate identity statements. The quality of a dataset can be
improved by making explicit the properties two entities must share in order
for them to be considered the same. Adding such indiscernibility properties
results in a higher quality metric.
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§ 8 implementation

The approach outlined in Section § 5 was implemented and tested on datasets
published in the instance matching track of the Ontology Alignment Evalua-
tion Imitative. Figure 26 shows an indicative example of an indiscernibility
lattice that is calculated for such datasets. Each rectangular box represents an
indiscernibility relation. The set notation shows the indiscernibility properties
Φ for each indiscernibility relation. For each box the precision quantifies how
many pairs that are indiscernible with respect to Φ are in the original identity
relation, i.e., |∼ ∩ ≈Φ| / |≈Φ|. For each box the recall quantifies how much
of the original identity relation is characterized by Φ, i.e., |∼ ∩ ≈Φ| / |∼|.
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§ 8 implementation

Since in this Figure a partition is only drawn when there is at least one
identity pair that is indiscernible with respect to some set of predicates, the
higher approximation amounts to the entire figure. The lower approximation
only consists of those partition sets that contain at least one identity pair, and
that contain no non-identity pair; these are distinguished by green borders.
For each box the precision number indicates the ratio of identity pairs for
each subrelation. By definition, subrelations in the lower approximation
have precision 1.0 and that subrelations in the higher approximation have a
non-zero precision.

Figure 26 shows that the uniform identity relation consists of conceptually dif-
ferent indiscernibility subrelations. For example, some entities are considered
the same based on their {IIMB:amount, rdf:type} properties (movies with
the same budget are indiscernible in this dataset) and some entities are con-
sidered the same based on their {IIMB:date_of_birth, rdf:type} properties
(people with the same birth data are indiscernible in this dataset). Notice that
in both cases strict identity would indeed be too strong, since two movies
might have the same budget and two people might have the same birth data.
The figure also shows that approximately 30% of the given identity relation
extension is applied consistently with respect to the calculated indiscernibility
lattice, i.e., the green boxes. The red boxes with high precision are able to
isolate a limited number of pairs that are indiscernible in the same way as
identity pairs but that are not in the given identity relation. An example of
this is {IIMB:name, rdf:type}. These may either be candidates for identity
assertions under the same condition, or some additional facts may be asserted
about them in order to distinguish them from identity pairs. Finally, the
figure shows that approximately one third of the original identity relation’s
extension are only indiscernible with respect to their rdf:type property. This
is insufficient to set them apart from many non-identity pairs and results in a
lower quality metric.

Calculation of the indiscernibility lattice is implemented in SWI-Prolog
and its ClioPatria triple store [147]. Identity statements are either loaded
from VoID linksets or are loaded from EDOAL (Expressive and Declara-
tive Ontology Alignment Language) alignment files. The code is available
at http://github.com/wouterbeek/IOTW/. For the 60 IIMB datasets in the
OAEI 2012 Instance Matching track this naive implementation on average
takes 15 seconds to calculate the identity lattice.

Even though the domain over which the lattice is calculated in quadratic in
terms of the universe of discourse, the number of identity pairs is relatively
small when compared to the number of possible pairs. It is more costly to
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calculate the extension of the subrelations that are in the higher approximation
and that are not in the lower approximation. This requires an inverse search,
starting from sets of indiscernibility properties, and ending with – identical
and non-identical – pairs of RDF terms that share all and only those properties.
The extension of subrelations is, however, necessary in order to calculate the
quality of the identity relation as well as the precision and recall of each
subrelation.

Since these metrics are useful for the applications outlined in Section § 7 we
have made three optimizations to this part of the code. Firstly, optimizations
are achieved by restricting the number of pairs for which we have to check
whether they share a given set of predicates. We do this by ordering the
predicates based on their estimated complexity, allowing us to match triples
that contain rarely occurring predicates before matching frequently occurring
predicates. Additionally, by using an arbitrary strict order on terms, e.g.,
lexicographically, only half the search space needs to be taken into account due
to the symmetric nature of equivalence. Secondly, AVL tree-based association
lists are used to store the indiscernibility properties. Thirdly, it is expensive
to determine whether lexical forms of the same datatype are identical or not,
due to time spent on parsing those expressions in order to determine their
value. The – worst case – number of such parses is quadratic in the number
of same-typed literals. Since canonical mappings are one-to-one [117], it is
possible to determine value identity by comparing canonical lexical forms
that are parsed and converted upon loading the data. For this we use library
plRdf (available at http://github.com/wouterbeek/Pro-RDF)

Existing SW libraries implement equivalence relations for common datatypes,
but equivalence is not always in line with identity. Therefore, exceptions have
to be made for specific values that are known to have equivalent non-identities
(such as 0 and −0) and non-equivalent identities, such as NaN for xsd:float.
The latter even provides a rare instance of violating the common definition of
identity as the smallest equivalence relation!

§ 9 conclusion

The identity relation owl:sameAs is a crucial element of the Semantic Web. It
is therefore alarming that its semantics is both computationally ineffective and
epistemologically inadequate. Computationally, it is in principle impossible
to define an effective procedure for establishing the truth of owl:sameAs as-
sertions, because the open world assumption implies that the set of properties
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Figure 27: The calculation times for the 60 IIMB datasets in the instance
matching track of the OAEI 202. The datasets are ontologies
of up to 12,000 statements, each containing 365 identity
links.

to be checked for indiscernibility is unknown; and epistemologically it is
impossible to model the situation that two given objects may be regarded as
equal in one context, but not equal in another.

In this chapter we presented a new approach for defining the identity relation.
Instead of checking indiscernibility with respect to all properties we explicitly
parameterize the identity relation over the set of properties that are taken into
account for establishing identity. This gives both a computationally effective
procedure and allows us to define different identity relations in different
contexts.

Section § 3 enumerates four desiderata for a semantics of identity. (i) The
semi-discernibility partition allows the uniform identity relation to be char-
acterized in terms of discernibility subrelations based on different sets of
properties Φ. (ii) Since entailment can be defined with respect to a context, or
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collection of discernibility properties, it can be scoped to contexts in which
entities are considered identical, preserving some of the benefits of entailment
without resulting in an inconsistent state. subrelations are explicit in the
data, the new semantics opens up possibilities for providing feedback to the
modeler. (iv) A quality metric can be calculated for the identity relation of
a dataset, indicating the consistency with which identity can be described
in terms of the properties that occur in the data, rather than being based on
knowledge left implicit by the original modeler.

The implications for OWL2 entailment under the here proposed semantics
must be further investigated. Existing entailment languages such as RIF
must be extended so that an identity context can be expressed. The current
implementation is only a naive proof of concept and needs to be improved by
using recent advances in calculating FCA’s, e.g. [145], in order to be applicable
to larger datasets. Quality metrics for identity could extend existing data
quality metrics. Finally, the feedback mechanisms that are supported by the
here presented semantics may be implemented as a plugin for an often used
modeling editor such as Protégé in order to allow the utility of such features
to be measured in practice.
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8
A R E N A M E S M E A N I N G F U L ? Q U A N T I F Y I N G S O C I A L
M E A N I N G O N T H E S E M A N T I C W E B

This chapter is based on the following publication:

• S. de Rooij, W. Beek, P. Bloem, F. van Harmelen, S. Schlobach. “Are
Names Meaningful? Quantifying Social Meaning on the Semantic Web.”
In: International Semantic Web Conference, pp. 184-199 [42].

According to its model-theoretic semantics, Semantic Web IRIs are individual
constants or predicate letters whose names are chosen arbitrarily and carry
no formal meaning. At the same time it is a well-known aspect of Semantic
Web pragmatics that IRIs are often constructed mnemonically, in order to be
meaningful to a human interpreter. The latter has traditionally been termed
‘social meaning’, a concept that has been discussed but not yet quantitatively
studied by the Semantic Web community. In this chapter we use measures
of mutual information content and methods from statistical model learning
to quantify the meaning that is (at least) encoded in Semantic Web names.
We implement the approach and evaluate it over hundreds of thousands
of datasets in order to illustrate its efficacy. Our experiments confirm that
many Semantic Web names are indeed meaningful and, more interestingly,
we provide a quantitative lower bound on how much meaning is encoded
in names on a per-dataset basis. To our knowledge, this is the first work
about the interaction between social and formal meaning, as well as the first
chapter that uses statistical model learning as a method to quantify meaning
in the Semantic Web context. These insights are useful for the design of a new
generation of Semantic Web tools that take such social meaning into account.
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§ 1 introduction

The Semantic Web constitutes the largest logical database in history. Today
it consists of at least tens of billions of atomic ground facts formatted in its
basic assertion language RDF. While the meaning of Semantic Web statements
is formally specified in community Web standards, there are other aspects
of meaning that go beyond the Semantic Web’s model-theoretic or formal
meaning [69].

Model theory states that the particular IRI chosen to identify a resource has no
semantic interpretation and can be viewed as a black box: “urirefs are treated
as logical constants.”1 However, in practice IRIs are not chosen randomly, and
similarities between IRIs are often used to facilitate various tasks on RDF data,
with ontology alignment being the most notable, but certainly not the only
one. Our aim is to evaluate (a lower bound on) the amount of information
the IRIs carry about the structure of the RDF graph.

A simple example: Taking RDF graphs G (Listing 8.1) and H (Listing 8.2) as
an example, it is easy to see that these graphs are structurally isomorphic
up to renaming of their IRIs. This implies that, under the assumption that
IRIs refer to objects in the world and to concepts, graphs G and H denote the
same models.2

Listing 8.1: Serialization of graph G.
abox:item1024 rdf:type tbox:Tent .
abox:item1024 tbox:soldAt abox:shop72 .
abox:shop72 rdf:type tbox:Store .

Listing 8.2: Serialization of graph H.
fy:jufn1024 pe:ko9sap_ fyufnt:Ufou .
fy:jufn1024 fyufnt:tmffqt fy:aHup .
fy:aHup pe:ko9sap_ fyufnt :70342 .

1 See https://www.w3.org/TR/2002/WD-rdf-mt-20020429/#urisandlit
2 Notice that the official semantics of RDF [75] is defined in terms of a Herbrand

Universe, i.e., the IRI dbr:London does not refer to the city of London but to the
syntactic term dbr:London. Under the official semantics graphs G and H are therefore
not isomorphic and they do not denote the same models. The authors believe that
RDF names refer to objects and concepts in the real world and not (solely) to syntactic
constructs in a Herbrand Universe.
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Even though graphs G and H have the same formal meaning, an intelligent
agent – be it human or not – may be able to glean more information from
one graph than from the other. For example, even a human agent that is
unaware of RDF semantics may be inclined to think that the object described
in graph G is a tent that is sold in a shop. Whether or not the constant
symbols abox:item1024 and fy:jufn1024 denote a tent is something that
cannot be glanced from the formal meaning of either graph. In this sense,
graph G may be said to purposefully mislead a human agent in case it is not
about a tent sold in a shop but about a dinosaur trodding through a shallow
lake. Traditionally, this additional non-formal meaning has been called social
meaning [66].

While social meaning is a multifarious notion, this chapter will only be
concerned with a specific aspect of it: naming. Naming is the practice of
employing sequences of symbols to denote concepts. Examples of names
in model theory are individual constants that denote objects and predicate
letters that denote relations. The claim we want to substantiate in this chapter is
that in most cases names on the Semantic Web are meaningful. This claim cannot
be proven by using the traditional model-theoretic approach, according to
which constant symbols and predicate letters are arbitrarily chosen. Although
this claim is widely recognized among Semantic Web practitioners, and can
be verified after a first glance at pretty much any Semantic Web dataset, there
have until now been no attempts to quantify the amount of social meaning
that is captured by current naming practices. We will use mutual information
content as our quantitative measure of meaning, and will use statistical model
learning as our approach to determine this measure across a large collection
of datasets of varying size.

In this chapter we make the following contributions:

1. We prove that Semantic Web names are meaningful.

2. We quantify how much meaning is (at least) contained in names on a
per-dataset level.

3. We provide a method that scales comfortably to datasets with hundreds
of thousands of statements.

4. The resulting approach is implemented and evaluated on a large num-
ber of real-world datasets. These experiments do indeed reveal substan-
tial amounts of social meaning being encoded in IRIs.
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To our knowledge, this is the first work about the interaction between social
and formal meaning, as well as the first work that uses statistical model
learning as a method to quantify meaning in the Semantic Web context. These
insights are useful for the design of a new generation of Semantic Web tools
that take such social meaning into account.

§ 2 method

RDF graphs & RDF names

An RDF graph G is a set of atomic ground expressions of the form p(s, o)
called triples and often written as 〈s, p, o〉, where s, p and o are called the
subject, predicate and object term respectively. Object terms o are either IRIs
or RDF literals, while subject and predicate terms are always IRIs. In this
chapter we are specifically concerned with the social meaning of RDF names
that occur in the subject position of RDF statements. This implies that we will
not consider unnamed or blank nodes, nor RDF literals which only appear in
the object position of RDF statements [38].

IRI meaning proxies

What IRIs on the Semantic Web mean is still an open question, and in [66]
multiple meaning theories are applied to IRI names. However, none of these
different theories of meaning depend on the IRI trees, neither their structure
nor their string-labels. Thus, whatever theory of IRIs is discussed in the
literature, it is always independent of the string (the name) that makes up
the IRI. The goal of this chapter is to determine if there are some forms of
meaning for an IRI that correlate with the choice of their name (as defined by
the IRI trees above).

For this purpose, we will use the same two “proxies” for the meaning of
an IRI that were used in [63]. The first proxy for the meaning of an IRI s
the type-set of x: the set of classes YC(x) to which an IRI x belongs. The
second proxy for the meaning of an IRI x is the property-set of x: the set of
properties YP(x) that are applied to IRI x. Using the standard intension (Int)
and extension (Ext) functions for RDF semantics [75] we define these proxies
in the following way:
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Type-set: YC(x) := {c | 〈I(x), I(c)〉 ∈ EXT(I(rdf:type))}
Property-set: YP(x) := {p | ∃o. 〈I(x), I(o)〉 ∈ EXT(I(p))}

Notice that every subject term has a non-empty property-set (every subject
term must appear in at least one triple) but some subject terms may have an
empty type-set (in case they do not appear as the subject of a triple with the
rdf:type predicate). We will simply use Y in places where both YC and YP

apply. Since we are interested in relating names to their meanings we will use
X to denote an arbitrary IRI name and will write 〈X, Y〉 for a pair consisting
of an arbitrary IRI name and either of its meaning proxies.

Mutual information

Two random variables X and Y are independent iff P(X, Y) = P(X) · P(Y) for
all possible values of X and Y. Mutual information I(X; Y) is a measure of
the dependence between X and Y, in other words a measure of the discrepancy
between the joint distribution P(X, Y) and the product distribution P(X) ·
P(Y):

I(X; Y) = E[log P(X, Y)− log P(X) · P(Y)],

where E is the expectation under P(X, Y). In particular, there is no mutual
information between X and Y (i.e. I(X; Y) = 0) when X and Y are indepen-
dent, in which case the value of X carries no information about the value of
Y or vice versa.

Information and codes

While the whole chapter can be read strictly in terms of probability distri-
butions, it may be instructive to take an information theoretical perspective,
since information theory inspired many of the techniques we use. Very
briefly: it can be shown that for any probability distribution P(X), there
exists a prefix-free encoding of the values of X such that the codeword for a
value x has length − log P(x) bits (all logarithms in this chapter are base-2).
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“Prefix-free means” that no codeword is the prefix of another, and we allow
non-integer codelengths for convenience. The inverse is also true: for every
prefix free encoding (or “code”) for the values of X, there exists a proba-
bility distribution P(X), so that if element x is encoded in L(x) bits, it has
probability P(x) = 2−L(x) [37, Theorem 5.2.1].

Mutual information can thus be understood as the expected number of bits
we waste if we encode an element drawn from P(X, Y) with the code corre-
sponding to P(X)P(Y), instead of the optimal choice, the code corresponding
to P(X, Y).

§ 2.1 Problem statement and approach

We can now define the central question of this chapter more precisely. Let o
be an IRI. Let n(o), c(o) and p(o) be its name (a Unicode string), its type-set
and its predicate-set respectively. Let O be a random element so that P(O) is
a uniform distribution over all IRIs in the domain. Let X = n(O), YC = c(O)
and YP(O). As explained, we use YC and YP as meaning proxies, if the value
of X can be reliably used to predict the value of YC or YP, then we take X to
contain information about its meaning. The treatment is the same for both
proxies so we will use Y as a symbol for a meaning proxy in general to report
results for both.

We take the IRIs from an RDF dataset and consider them to be a sequence
of randomly chosen IRIs from the dataset’s domain with names X1:n and
corresponding meanings Y1:n. Our method can now be stated as follows:

If we can show that there is significant mutual information be-
tween the name X of an IRI and its meaning Y, then we have
shown that the IRIs in this domain carry information about their
meaning.

This implies a best-effort principle: if we can predict the value of Y from the
value of X we have shown that X carries meaning. However, if we did not
manage this prediction, there may yet be smarter methods to do so and we
have not proved anything. For instance, an IRI that seems to be a randomly
generated string could always be an encrypted version of a meaningful one.
Only by cracking the encryption could we prove the connection. Thus, we
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can prove conclusively that IRIs carry meaning, but not prove conclusively
that they do not.

Of course, even randomly generated IRIs might, through chance, provide
some information about their meaning. We use a hypothesis test quantify the
amount of evidence we have. We begin with the following null hypothesis:

H0: There is no mutual information between the IRIs X1:n and
their meanings Y1:n.

There are two issues when calculating the mutual information between names
and meaning proxies for real-world data:

1. Computational cost: The straightforward method for testing indepen-
dence between random variables is the use of a χ2-test. Unfortunately,
this results in a computational complexity that is impractical for all but
the smallest datasets.

2. Data sparsity: For many names there are too few occurrences in the
data in order for a statistical model to be able to learn its meaning prox-
ies. In these cases we must learn predict the meaning from attributes
shared by different IRIs with the same meaning (clustering “similar”
IRIs together).

To reduce computational costs, we develop a less straightforward likelihood
ratio test that does have acceptable computational properties. To combat
data-sparsity, we exploit the hierarchical nature of IRIs to group together IRIs
that share initial segments. Where we do not have sufficient occurrences of
the full IRI to make a useful prediction, we can look at other IRIs that share
some prefix, and make a prediction based on that.

§ 2.2 Hypothesis testing

The approach we will use is a basic statistical hypothesis test: we formulate a
null hypothesis (that the IRIs and their meanings have no mutual information)
and then show that under the null hypothesis, the structure we observed in
the data is very unlikely.
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Let X1:n, Y1:n denote the data of interest and let P0 denote the true distribution
of the data under the null hypothesis that X and Y are independent:

P0(Y1:n|X1:n) = P0(Y1:n).

We will develop a likelihood ratio test to disprove the null hypothesis. The
likelihood ratio Λ is the ratio between the probability of the data if the null
hypothesis is true, divided by the probability of the data under an alternative
model P1, which in this case attempts to exploit any dependencies between
names and semantics of terms. We are free to design the alternative model
as we like: the better our efforts, the more likely we are to disprove P0, if it
can be disproven. We can never be sure that we will capture all possible ways
in which a meaning can be predicted from its proxy, but, as we will see in
Section § 4, a relatively straightforward approach suffices for most datasets.

Likelihood ratio

The likelihood ratio Λ is a test statistic contrasting the probability of the data
under P0 to the probability under an alternative model P1:

Λ =
P0(Y1:n|X1:n)

P1(Y1:n|X1:n)
=

P0(Y1:n)

P1(Y1:n|X1:n)

If the data is sampled from P0 (as the null hypothesis states) it is extremely
improbable that this alternative model will give much higher probability to
the data than P0. Specifically:

P0(Λ ≤ λ) ≤ λ (6)

This inequality gives us a conservative hypothesis test: it may underestimate
the statistical significance, but it will never overestimate it. For example, if
we observe data such that Λ ≥ 0.01, the probability of this event under the
null hypothesis is less than 0.01 and we can reject H0 with significance level
0.01. The true significance level may be even lower, but to show that, a more
expensive method may be required. To provide an intuition for what (6)
means, we can take an information theoretic perspective. We rewrite:
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§ 3 the alternative model

P0(− log Λ ≥ k) ≤ 2−k with k = − log λ

− log Λ = (− log P0(Y1:n | X1:n))− (− log P1(Y1:n | X1:n))

That is, if we observe a likelihood ratio of Λ, we know that the code corre-
sponding to P1 is − log Λ bits more efficient than P0. Under P0, the probability
of this event is less than 2−k (i.e. less than one in a billion for as few as 30

bits). Both codes are provided with X1:n, but the first ignores this information
while the second attempts to exploit it to encode Y1:n more efficiently. Finally,
note that H0 does not actually specify P0, only that it is independent of X1:n,
so that we cannot actually compute Λ. We solve this by using

P̂(Y = y) =
|{i |Yi = y}|

n

in place of P0. P̂ is guaranteed to upper-bound any P0 (note that it “cheats”
by using information from the dataset).3This means that by replacing the
unknown P0 with P̂ we increase Λ, making the hypothesis test more conserva-
tive.

§ 3 the alternative model

As described in the previous section, we must design an alternative model
that gives higher probability to datasets where there is mutual information
between IRIs and their meanings.4Any alternative model yields a valid test,
but the better our design, the more likely it is we will be to be able reject the
null-hypothesis, and the more strongly we will be able to reject it.

As discussed in the previous section, for many IRIs, we may only have
one occurrence. From a single occurrence of an IRI we cannot make any
meaningful predictions about its predicate-set, or its type-set. To make
meaningful predictions, we cluster IRIs together. We exploit the hierarchical
nature of IRIs by storing them together in a prefix-tree (also known as a trie).

3 A detailed proof for this, and for (6) is shared as an external resource at http:
//wouterbeek.github.io/iswc2016_appendix.pdf

4 Or, equivalently, we must design a code which exploits the information that IRIs carry
about their meaning to store the dataset efficiently.
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This is a tree with labeled edges where the root node represents the empty
string and each leaf node represents exactly one IRI. The tree branches at
every internal node into subtrees that represent (at least) two distinct IRIs that
have a common prefix. The edge labels are chosen so that their concatenation
along a path starting at the root node and ending in some node n always
results in the common prefix of the IRIs that are reachable from n. In other
words: leaf nodes represent full IRIs and non-leaf nodes represent IRI prefixes.
Since one IRI may be a strict prefix of another IRI, some non-leaf nodes may
represent full IRIs as well.

For each IRI in the prefix tree, we choose a node to represent it: instead of
using the full IRI, we represent the IRI by the prefix corresponding to the
node, and use the set of all IRIs sharing that prefix to predict the meaning.
Thus, we are faced with a trade-off: if we choose a node too far down, we
will have too few examples to make a good prediction. If we choose a node
too far up, the prefix will not contain any information about the meaning of
the IRI we are currently dealing with.

Once the tree has been constructed we will make the choice once for all IRIs
by constructing a boundary. A boundary B is a set of tree nodes such that
every path from the root node to a leaf node contains exactly one node in B.
Once the boundary has been selected we can use it to map each IRI X to a
node nX in B. Multiple IRIs can be mapped onto the same boundary node.
Let XB denote the node in the prefix tree for IRI X and boundary B. We use
B to denote the set of all boundaries for a given IRI tree.

For now, we will take the boundary as a given, a parameter of the model.
Once we have described our model P1(Y1:n | X1:n, B) with B as a parameter,
we will describe how to deal with this choice.

We can now describe our model P1. The most natural way to describe it, is as
a sampling process. Note that we do not actually implement this process, it
is simply a construction. We only compute the probability P1(Y1:n | X1:n, B)
that a given set of meanings emerges from this process. Since we will use an
IRI’s boundary node boundary in place of the full IRI, we can rewrite

P1(Y1:n | X1:n, B) = P1(Y1:n | XB
1:n).

When viewed as a sampling process, the task of P1 is to label a given sequence
of IRIs with randomly chosen meanings. Note that when we view P0 this way,
it will label the IRIs independently of any information about the IRI, since
P0(Y1:n | X1:n) = P0(Y1:n). For P1 to assign datasets with meaningful IRIs a
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§ 3 the alternative model

higher probability than P0, P1 must assign the same meaning to the same
boundary node more often than it would by chance.

We will use a Pitman-Yor process [119] as the basic structure of P1.

We assign meanings to the nodes XB
i in order. At each node, we decide

whether to sample its meaning from the global set of possible meanings Y or
from the meanings that we have previously assigned to this node.

Let Yi be the set of meanings that have previously been assigned to node XB
i :

Yi = {yj | j ≤ i ∧ XB
j = XB

i+1}.

With probability (|Yi |+1)/2
i+ 1

2
, we choose a meaning for XB

i that has not been

assigned to it before (i.e. y ∈ Y − Yi). We then choose meaning y with

probability
|{j≤i:Yj=y}|+ 1

2
i+|Y| 12

5. Note that both probabilities have a self-reinforcing

effect: every time we choose to sample a new meaning, we are more likely to
do so in the future, and every time this results in a particular meaning y, we
are more likely to choose y in the future.

If we do not choose to sample a new meaning, we draw y from the set of
meanings previously assigned to XB

i . Specifically:

P(Yi = y | XB
i ) =

|{j ≤ i | XB
j = XB

i+1, Yj = y}| − 1
2

i + 1
2

.

Note that, again, the meanings that have been assigned often in the past are
assigned more often in the future. These “the rich-get richer”-effects mean
that the Pitman-Yor process tends to produce power-law distributions.

Note that this sampling process makes no attempt to map the “correct”
meanings to IRIs: it simply assigns random ones. It is unlikely to produce
a dataset that actually looks natural us. Nevertheless, a natural dataset
with mutual information between IRIs and meanings still has a much higher
probability under P1 than under P0, which is all we need to reject the null
hypothesis.

While it may seem from this construction that the order in which we choose
meanings has a strong influence on the probability of the sequence, it can in

5 The Pitman-Yor process itself does not specify which new meaning we should choose,
only that a new meaning should be chosen. This distribution on meanings in Y is
inspired by the Dirichlet-Multinomial model.
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fact be shown that every permutation of any particular sequence of meanings
has the same probability (the model is exchangeable). This is a desirable
property, since the order in which IRIs occur in a dataset is usually not
meaningful.

To compute the probability of Y1:n for a given set of nodes X1:n we use

P1(Y1:n | XB
1:n) =

n−1

∏
i=0

P1(Yi+1 | Y1:i, XB
1:n) with

P1(Yi+1 = y | Y1:i, XB
1:n)

=


(|Yi|+ 1) 1

2

i + 1
2

·
|{j ≤ i : Yj = y}|+ 1

2

i + |Y| 12
if y 6∈ Yi,

|{1 ≤ j ≤ i | XB
j = XB

i+1, Yj = y}| − 1
2

i + 1
2

otherwise.

Choosing the IRI boundary

We did not yet specify which boundary results in clusters that are of the
right size, i.e., which boundary choice of boundary gives us the highest
probability for the data under P1, and thus the best chance of rejecting the
null hypothesis.

Unfortunately, which boundary B is best for predicting the meanings Y cannot
be determined a priori. To get from P1(Y | X, B) to P1(Y | X), i.e. to get rid
of the boundary parameter, we take a Bayesian approach: we define a prior
distribution W(B) on all boundaries, and compute the marginal distribution
on Y1:n:

P1(Y1:n | X1:n) = ∑
B∈B

W(B)P1(Y1:n | X1:n, B) (7)

This is our complete alternative model.

To define W(B), remember that a boundary consists of IRI prefixes that are
nodes in an IRI tree (see above). Let lcp(x1, x2) denote the longest common
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prefix of the IRIs denoted by tree nodes x1 and x2. We then define the
following distribution on boundaries:

W(B) := 2−|{lcp(x1,x2) | x1,x2∈B}|

Here, the set of prefixes in the exponent corresponds to the nodes that are in
between the root and some boundary node, including the boundary nodes
themselves. Therefore, the size of this set is equal to the number of nodes in
the boundary plus all internal nodes that are closer to the root. Each such
node divides the probability in half, which means that W can be interpreted
as the following generative process: starting from the root, a coin is flipped
to decide for each node whether it is included in the boundary (in which case
its descendants are not) or not included in the boundary (in which case we
need to recursively flip coins to decide whether its children are).

The number of possible boundaries B is often very large, in which case
computing 7 takes a long time. We therefore use a heuristic (Algorithm 1)
to lower-bound (7), by using only those terms that contribute the most to
the total. Starting with the single-node boundary containing only the root
node, we recursively expand the boundary. We compute P1 for all possible
expansion of each boundary we encountered, but we recurse only for the one
which provides the largest contribution.

Note that this only weakens the alternative model: the probability under the
heuristic version of P1 is always lower than it would be under the full version,
so that the resulting hypothesis tests results in a higher p-value. In short,
this approximation may result in fewer rejections of the null hypothesis, but
when we do reject it, we know that we would also have rejected it if we had
computed P1 over all possible boundaries. If we cannot reject, there may be
other alternative models that would lead to a rejection, but that is true for the
complete P1 in (7) as well. Algorithm 1 calculates the probability of the data
under the alternative model, requiring only a single pass over the data for
every boundary that is tested.

§ 4 evaluation

In the previous section we have developed a likelihood ratio test which allows
us to verify the null hypothesis that names are statistically independent from
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Algorithm 1 Heuristic calculation for the IRI boundary.
1: procedure MarginalProbability(X1:n, Y1:n, IRI tree with root r)
2: B← {r} . The boundary in the sum in (7)
3: Q← {r} . Queue of boundary states to be expanded
4: best_term←W(B)P1(Y1:n | X1:n, B) . Largest term found
5: acc← best_term . Accumulated probability
6: while Q 6= ∅ do
7: n← shi f t(Q)

8: B′ ← B \ {n} ∪ children(n)
9: term←W(B)P1(Y1:n | X1:n, B′)

10: acc← acc + term
11: if term ≥ best_term then
12: (B, best_term)← (B′, term)

13: add(Q, children(n))
return acc . Approx. P1(Y1:n | X1:n) from below

the two meaning proxies. Moreover, the alternative model P1, provides a way
of quantifying how much meaning is (at least) shared between IRI names X
and meaning proxies Y.

Since we calculate P1 on a per-dataset basis our evaluation needs to scale
in terms of the number of datasets. This is particularly important since we
are dealing with Semantic Web data, whose open data model results in a
very heterogeneous collection of real-world datasets. For example, results
that are obtained over a relatively simple taxonomy may not translate to
a more complicated ontology. Moreover, since we want to show that our
approach and its corresponding implementation scale, the datasets have to be
of varying size and some of them have to be relatively big.

For this experiment we use the LOD Laundromat data collection [14], a
snapshot of the LOD Cloud that is collected by the LOD Laundromat scraping,
cleaning and republishing framework. LOD datasets are scraped from open
data portals like Datahub6 and are automatically cleaned and converted to a
standards-compliant format. The data cleaning process includes removing
‘stains’ from the data such as syntax errors, duplicate statements, blank nodes
and more.

6 See http://datahub.io
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Figure 28: The fraction of datasets for which we obtain a significant
result at significance level α = 0.01. Note that we group
the datasets in logarithmic bins (i.e., the bin edges {ei} are
chosen so that the values {log ei} are linearly spaced. As
explained in Section § 2, all datasets have predicate-sets but
not all datasets have type-sets. The fraction of datasets with
no type-set is marked in gray.

We processed 544,504 datasets from the LOD Laundromat data collection,
ranging from 1 to 129,870 triples. For all datasets we calculate the Λ-value for
the two meaning proxies YC and YP, noting that if Λ < α, then p < α also,
and we can reject the null-hypothesis with significance level at least α. We
choose α = 0.01 for all experiments.

Figure 28 shows the frequency with which the null hypothesis was rejected
for datasets in different size ranges.

The figure shows that for datasets with at least hundreds of statements our
method is usually able to reliably refute the null hypothesis at a very strong
significance level of α = 0.01. 6, 351 datasets had no instance/class-assertions
(i.e., rdf:type-statements) whatsoever (shown in gray in Figure 28). For these
datasets it was therefore not possible to obtain results for YC.
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Note that we may not conclude that no datasets with less than 100 statements
contain meaningful IRIs. We had too little data to show meaning in the IRIs
with our method, but other, more expensive methods may yet be successful.

In Figure 29 we explore the correlation between the results for type-sets YC

and property-sets YP. As it turns out, in cases where we do find evidence
for social meaning the evidence is often overwhelming, with a pΛ-value
exponentially small in terms of the number of statements. It is therefore
instructive to consider not the Λ-value itself but its binary logarithm. A further
reason for studying log Λ is that − log Λ can be seen not only as a measure
of evidence against the null hypothesis that Y and X are independent, but
also as a conservative estimate of the mutual information I(X:Y): predicting
the meanings from the IRIs instead of assuming independence allows us to
encode the data more efficiently by at least − log Λ bits.

In Figure 29, the two axes correspond to the two meaning proxies, with YP on
the horizontal and YC on the vertical axis. To show the astronomical level of
significance achieved for some datasets, we have indicated several significance
thresholds with dotted lines in the figure. The figure shows results for 544, 504
datasets7 and as Figure 29 shows, the overwhelming majority of these indicate
very strong support for the encoding of meaning in IRIs, measured both via
mutual information content with type-sets and with property-sets. Recall
that − log Λ is a lower bound for the amount of information the IRIs contain
about their meaning. For datasets that appear to the top-left of the diagonal
property-sets YP provide more evidence than type-sets YC. For points to
the bottom-right of the diagonal, type-sets YC provide more evidence than
property-sets YP.

Only very few datasets appear in the upper-right quadrant. Manual inspection
has shown that these are indeed datasets that use ‘meaningless’ IRIs. There
are some datasets where the log Λ for property-sets is substantially higher
than zero; this probably occurs when there are very many property-sets so
that the alternative model has many parameters to fit, whereas the null model
is a maximum likelihood estimate so it does not have to pay for parameter
information.

7 Datasets with fewer than 1, 000 statements are not included in order to get a clear
picture of what happens in case we have sufficient data to refute the null, as indicated
by our observations from Figure 28. A zoomed out version of Figure 29, scaling to
log(p) values of −300, 000 is available at https://goo.gl/r3uxpA, but is not included
in this chapter because its scale is no longer suitable for print.
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Figure 29: This figure shows log Λ for both meaning proxies, for each
dataset. Datasets that appear below a horizontal line pro-
vide sufficient evidence (at that α) to refute the claim that
Semantic Web names do not encode type-sets YC. Datasets
that appear to the left of a vertical line provide sufficient
evidence (at that α) to refute the claim that Semantic Web
names do not encode property-sets YP. Datasets containing
no instance/class- or type-relations are not included.
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Figure 30: Measuring the amount of information that is encoded in
Semantic Web names. The horizontal axis shows the entropy
of the empirical distribution of Y for a given dataset, a lower-
bound for the information contained in the meaning of the
average IRI. The vertical axis shows the number of bits used
to encode the average meaning by the code corresponding
to P1. This is an upper bound, since P1 may not be the
optimal model. Datasets containing no type relations are
not included in the right-hand figure.

Datasets that cluster around the diagonal are ones that yield comparable
results for YC and YP. There is also a substantial grouping around the
horizontal axis: these are the datasets with poor rdf:type specifications.
There is some additional clustering visible, reflecting that there is structure
not only within individual Semantic Web datasets but also between them.
This may be due to a single data creator releasing multiple datasets that share
a common structure. These structures may be investigated further in future
research.

The results reported on until now have been about the amount of evidence
against the null hypothesis. In our final figure we report about the amount of
information that is encoded in Semantic Web names. For this we ask ourselves
the information theoretic question: how many bits of the schema informa-
tion in Y can be compressed by taking into account the name X? Again
we make a conservative estimate: the average number of bits required to
describe Y is underestimated by the empirical entropy, whereas the average
number of bits we need to encode Y with our alternative model, given by
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− log(P1(Y1:n|X1:n)/n, is an overestimate (because P1 is an ad-hoc model
rather than the true distribution). Again, we only consider datasets with more
than 1, 000 statements.

The results in Figure 30 show that for many datasets more than half of the
information in Y, and sometimes almost all of it, can in fact be predicted by
looking at the IRI. On the other hand, for datasets of high entropy the alter-
native model P1 tends not to compress a lot. Pending further investigation,
it is unclear whether this later result is due to inefficiency in the alternative
model or because the IRIs in those datasets are just less informative.

§ 5 related work

Statistical observations

Little is known about the information theoretic properties of real-world RDF
data. Structural properties of RDF data have been observed to follow a power-
law distribution. These structural properties include the size of documents
[48] and frequency of term and schema occurrence [48, 115, 140]. Such
observations have been used as heuristics in the implementation of triple
stores and data compressors.

The two meaning proxies we have used were defined by [63] who report
the empirical entropy and the mutual information of both YC and YP for
various datasets. However, we note that the distribution underlying YC and
YP, as well as the joint distribution on pairs 〈YP, YC〉, is unknown and has
to be estimated from the observed frequencies of occurrence in the data. This
induces a bias in the reported mutual information. Specifically, the mutual
information may be substantial even though the variables YC and YP are in
fact independent. Our approach in Section § 2.2 avoids this bias.

Social Meaning

The concept of social meaning on the Semantic Web was actively discussed
on W3C mailing lists during the formation of the original RDF standard in
2003-2004. social meaning is similar to what has been termed the “human-
meaningful” approach to semantics by [55]. While social meaning has been
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extensively studied from a philosophical point of view by [66], to the best of
our knowledge there are no earlier investigations into its empirical properties.

Perhaps most closely related is again the work in [63]. They study the same
two meaning proxies (which we have adopted from their work), and report on
empirical entropy and mutual information of between two quantities. That is
essentially different from our work, where we study the entropy and mutual
information content not between these two quantities, but between each of
them and the IRIs whose formal meaning they capture. Thus, [63] tells us
whether type-sets are predictive of predicate-sets, whereas our work tells us
whether IRIs are predictive of their type- and predicate-sets.

Naming RDF resources

Human readability and memorization are explicit design requirements for
URIs and IRIs [22, 52, 141]. At the same time, best practices have been
described that advise against putting “too much meaning” into IRIs [141].
This mainly concerns aspects that can easily change over time and that
would, therefore, conflict with the permanence property of so-called ‘Cool
URIs’ [18]. Examples of violations of best practices include indicators of the
status of the IRI-denoted resource (‘old’, ‘draft’), its access level restrictions
(‘private’, ‘public’) and implementation details of the underlying system
(‘/html/’, ‘.cgi’).

Several guidelines exist for minting IRIs with the specific purpose of naming
RDF resources. [130] promotes the use of the aforementioned Cool URIs due
to the improved referential permanence they bring and also prefers IRIs to
be mnemonic and short. In cases in which vocabularies have evolved over
time the date at which an IRI has been issued or minted has sometimes been
included as part of that IRI for versioning purposes.

§ 6 conclusion & future work

In this chapter we have shown that Semantic Web data contains social mean-
ing. Specifically, we have quantitatively shown that the social meaning
encoded in IRI names significantly coincides with the formal meaning of
IRI-denoted resources.
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We believe that such quantitative knowledge about encoded social meaning in
Semantic Web names is important for the design of future tools and methods.
For example, ontology alignment tools already use string similarity metrics
between class and property names in order to establish concept alignments
[139]. The Ontology Alignment Evaluation Initiative (OAEI) contains specific
cases in which concept names are (consistently) altered [51]. The analytic
techniques provided in this chapter can be used to predict a priori whether
or not such techniques will be effective on a given dataset. Specifically,
datasets in the upper right quadrant of Figure 29 are unlikely to yield to those
techniques.

Similarly, we claim that social meaning should be taken into account when
designing reasoners. [80] already showed how the names of IRIs could be
used effectively as a measure for semantic distance in order to find coherent
subsets of information. This is a clear case where social meaning is used to
support reasoning with formal meaning. Our analysis in the current chapter
has shown that such a combination of social meaning and formal meaning is
a fruitful avenue to pursue.
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9
C O N C L U S I O N

The ‘K’ in ‘Semantic Web’ stands for ‘Knowledge’. Logic started out as an
endeavor in which little to no data was involved. KR made it possible to apply
logic to larger collections of real-world assertions, resulting in knowledge
systems that solve practical problems. The Semantic Web had the vision of
combining KR with the Internet, resulting in a universal knowledge platform.
However, the proper integration of KR and the web has proven difficult. While
the early Semantic Web had a strong emphasis on KR, existing approaches
did not scale to the volume, variety and messiness of the web. In response to
the early Semantic Web, the Linked Open Data, Schema.org, and Microdata
movements have introduced solutions for some of these issues, but by doing
so have de-emphasized the use of KR methodologies.

§ 1 summarising our results

In this thesis we have shown that KR and the web can be combined without
watering down either of the components. Web-scale data cleaning (Chapter 2)
and web-scale data querying (Chapter 3) have made it possible to analyze
and improve the quality of data on the web (Chapter 4). Combining this with
a large-scale metadata collection (Chapter 5), allows us the run web-scale
research evaluations for the first time (Chapter 6). But scaling existing ap-
proaches to the web is not enough. When we try to scale KR to the web we
find out that traditional KR approaches have overlooked a set of simplify-
ing assumptions (Chapter 1). These assumptions can only be overcome by
rethinking existing approaches towards semantics, KR and logic. We have
given concrete examples of how quality issues that arise at the term level can
be addressed (Chapter 4), and how simplifying assumptions can be overcome
in naming (Chapter 8) and equating (Chapter 7). We will now review each of
the hypotheses from Chapter 1.
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§ 1.1 Quality assumption

We formulated the following hypothesis with respect to the quality assump-
tion:

Hypothesis 1 (Quality). It is possible to analyze, assess and improve the quality of
the LOD Cloud as a whole by fully automated means.

In Chapter 2 we have given an overview of the infrastructural and syntactic
issues that make today’s LOD Cloud difficult to process by human and
machine users. We did so by giving a detailed operationalization of the first
four start of the five-star model for Linked Open Data publishing. We showed
that the operationalization is detailed enough that is can be implemented into
a concrete system, resulting in LOD Laundromat, the largest automated data
cleaning and republishing framework.

In Chapter 4 we presented a detailed taxonomy of literal term quality, a topic
that has not been covered before, and have conducted a LOD Cloud-wide
analysis in terms of this taxonomy. While other data quality studies have
provided informative overviews of various quality aspects, our contribu-
tions go beyond assessing and analyzing; we also make large-scale quality
improvements to (our copy of) the LOD Cloud as a whole.

The LOD Laundromat crawl that was run in 2016/06 has been stored at the
Netherlands Institute for Permanent Access to Digital Research Resources
(DANS)1. Because of the large storage size, the crawl is not directly accessible
online (the LOD Laundromat web service should be used for that), but is
guaranteed to be preserved for a long time. The crawl is stored in the so-
called ‘dark store’ and can be retrieved with identifier easy-dataset:65097.
We hope that our scrape will be used several years from now in innovative
comparative research, e.g., in order to compare the structure of the future
Semantic Web with how it was in 2016.

§ 1.2 Accessibility assumption

We formulated the following hypothesis with respect to the accessibility
assumption:

1 See https://dans.knaw.nl/en
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§ 1 summarising our results

Hypothesis 2 (Access). Using recent advances in Linked Data storage and state-
of-the-art Linked Data tooling, it is possible to facilitate query access to (a very
large subset of) the LOD Cloud for thousands of users, while running on university
hardware.

In Chapter 3 we have given an overview of the main reasons why the Semantic
Web cannot be readily accessed using existing techniques. Some of these
reasons are inherent in the way in which the original Semantic Web vision
has been formulated, and some of them have been encoded into standards
and specifications. We argue that these culprits need to be addressed, even if
this means that the original SW vision has to be revised in order to save the
greater goal of constructing a globally accessible knowledge base.

After identifying the main culprits, we have explained how we have used
recent advances in Linked Data storage and have built state of the art Linked
Data tooling in order to make a very large subset of the LOD Cloud accessible
through 657,902 live queryable endpoints (Hypothesis 2). What is more, these
657,902 endpoints have been online available for the last two years, and have
been queried millions of times by thousands of users, this all while running
on university hardware.

The various query services presented in Chapters 3 and 6 have been used
by many colleagues in the field. For example, the SPARQL endpoint has
processed 12,376,978 queries posed by 2,887 unique users (identified by IP).
40,857,324 data documents have been downloaded from the LOD Wardrobe,
and 12,093 unique users have visited the LOD Laundromat website (identified
by IP).

The LOD Laundromat infrastructure was awarded Best Linked Open Data Ap-
plication in 2015. The LOD Laundromat has been used by many researchers
in the meantime, and has also proven to be a viable foundation to build new
applications and services on top of. For example, LOTUS was developed on
top of the LOD Laundromat. LOTUS is a modern Semantic Search Engine [82]
that won the second prize in the Linked Data Application Award competition
of 2016.
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§ 1.3 Homogeneity assumption

We formulated the following hypothesis with respect to the homogeneity
assumption:

Hypothesis 3 (Heterogeneity). Semantic Web research evaluations, currently
conducted over 2 datasets on average, can be scaled up to run on (a very large subset
of) the LOD Cloud.

In Chapter 6 we give an indication of the scale at which Semantic Web
research evaluations are currently performed. This makes clear that current
practice does not take the true heterogeneity of the LOD Cloud into account.
We have introduced LOD Lab, a new Linked Data evaluation paradigm in
which the large-scale evaluations of approaches and algorithms becomes the
new norm.

Because our LOD Lab paradigm allows so much data to be readily accessed
(Chapter 3), we need to introduce means of selecting those data files that are
appropriate for a given evaluation. For this we use the LOD Laundromat
metadataset introduced in Chapter 5. By combining these query endpoints
and metadataset, together with the term and namespace indices (Section § 4),
it becomes possible to filter those datasets that are relevant for a specific
research evaluation.

Because the LOD Lab paradigm builds on a complex stack of research results
implemented in multiple, complementary services, whose description is
similarly spread over multiple papers, we also introduce Frank, an easy-to-use
command-line tool that allows anybody to run the same large-scale analyses
and evaluations that we are running. Finally, we have put our vision of a
new evaluation approach into practice by rerunning three recently published
research evaluations on a much larger scale, thereby showing that we can
improve the reproducibility of research results in our domain.

§ 1.4 Context-independence assumption

We formulated the following hypothesis with respect to the context-independence
assumption:
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§ 1 summarising our results

Hypothesis 4 (Contextual Dependence). On the web, meaning is not always
context-independent. However, in many cases context-dependent meaning can still
be determined by automated means.

In Chapter 7 we have investigated an important instance where the context-
independence assumptions causes problems: the web-wide use of identity
(owl:sameAs). We have given an overview of the conflicts between the stan-
dardized OWL semantics and the pragmatics of using identity for linking.
We have formulated an alternative semantics for identity that is more in
line with how identity is actually being used: things are often considered
identical in some but not all contexts. In contrast with existing approaches,
ours allows the contexts in which identity assertions are used to be calculated
automatically.

Even though we have only focused on identity, we believe that many other se-
mantic constructs are also used in a context-dependent way, and will similarly
benefit from a context-dependent semantics. Our approach is complementary
to existing approaches in which the context is formally modeled explicitly
[89], although we emphasize the need for future work to investigate how such
formal structures can be generated by automated means.

§ 1.5 Declarativeness assumption

We formulated the following hypothesis with respect to the declarativeness
assumption:

Hypothesis 5 (Declarativeness assumption). Non-declarative meaning, i.e., mean-
ing that is not encoded formally and that is not captured by a model-theoretic seman-
tics, exists and can be quantified.

In Chapter 8 we focus on one instance of non-declarative meaning: naming, or
the use of IRIs to denote resources. We prove empirically that names encode
non-declarative or ‘social meaning’. We use two declarative meaning proxies
to quantify the overlap between social and formal meaning: the classes to
which an instance is explicitly asserted to belong, and the properties that
are explicitly asserted about an instance. Our approach only gives a lower
bound to the amount of non-declarative meaning, because we can currently
not quantify the amount of non-formal meaning that is not also encoded
formally. Future investigations may however uncover more aspects of social
meaning in naming, as well as in many language aspects.
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§ 2 the future of big data kr

In this final section we describe what we believe to be the future directions
for Big Data KR and Semantic Web research. The first future direction (Future
Direction 1) of Big Data KR research is technologically trivial, but socially
challenging. It consists of applying the LOD Lab approach described in this
thesis (Chapter 6) to all research evaluations where this is possible (Future
Direction 1).

Future Direction 1. In KR and Semantic Web research, evaluations will no longer
be run over 2 datasets on average. Instead, running research evaluations over (a very
large subset of) the Semantic Web will become the new norm.

Theoretically speaking, we foresee three major fields of work that emerge
from the work presented in this thesis: (a) an empirical turn in KR and
semantics, (b) the impact of structural aspects of the distributed Semantic
Web graph on meaning, and (c) the formulation of a comprehensive theory of
meaning on the web.

§ 2.1 Empirical turn

Until now logic and KR have been analytic fields: they have studied how
meaning should be properly represented and reasoned over. With the avail-
ability of the Semantic Web and the infrastructure presented in this thesis, we
are now in a position to perform empirical studies of meaning as well (Future
Direction 2). Such empirical studies allow us to learn how meaning is actually
being used (correctly or incorrectly).

This is similar to the study of language, where prescriptive linguistics explains
how a decent piece of discourse should be structured and formatted according
to the conventions of a given society, but where descriptive linguistics records
how language is actually being used (more or less correctly) and how human
beings are able to encode and transmit linguistic meaning in the first place
[47].

This ‘empirical turn’ is now possible due to the availability of a very large
formal knowledge base, in combination with the infrastructure described in
this thesis, which allows that knowledge base to be accessed and used.
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Future Direction 2 (Empirical turn). KR and Semantic Web research will change
from prescriptive to descriptive. Large-scale empirical studies into the actual practices
of naming, equating, referring, asserting and implying will be conducted.

The most interesting research result of empirical semantics will be a partial
reworking of established formalizations of meaning. Early examples of this
are given in Chapter 7, where the use of owl:sameAs cannot be fully captured
by Leibniz identity, and in Chapter 8, where model theory does not take into
account the fact that meaning is often encoded in names. Under the assump-
tion that Semantic Web users are able to encode and interchange meaning
with one another, the question arises why the everyday practice of meaning
construction and exchange cannot be explained by existing formalizations of
meaning.

§ 2.2 Graph structure & meaning

The Semantic Web is not a flat list of statements, it is a distributed graph in
which the distribution of subgraphs over authorities and the links that exist
between those subgraphs are actually meaningful.

Currently, the structural properties of the graph (e.g., clustering, locality,
graph distance, node popularity, number of occurrences) are not taken into
account in determining the meaning of the data (Future Direction 3).

Future Direction 3. Future work will investigate the impact of (distributed) graph
structure on the meaning of (collections of) statements.

According to the model theoretic semantics of RDF(S) and OWL it does not
matter how often a statement appears in the data, or the order in which a client
processes those statements. However, there are other semantic paradigms
such as sequent calculus in which the cardinality and order to occurrence are
meaningful.

Earlier work by Christophe Guéret [64] uses swarm intelligence in order to
perform inference over inconsistent datasets. The structural locality of state-
ments in the RDF graphs is used in order to infer only consistent statements.
This is achieved by a swarm of agents, each implementing an RDF(S) entail-
ment rule, that traverse the LOD Cloud. If the antecedent to an entailment
rules is found, the agent adds the corresponding consequent to the graph,
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Figure 31: An example of the in-browser graph representation of
DataHives. This shows the subgraph hosted in Stefan’s
browser, with two types of bee agents (red foragers and blue
scouts) that are visiting from Wouter’s subgraph.

but only when this does not result in an inconsistency. An early version
of this concept was implemented by Pepijn Kroes under the title DataHives
[94]. In DataHives users host their data in their own web browser and bee
agents traverse the respective graphs based on shared nodes (Figure 31). In
DataHives the order in which statements are encountered and the number
of times a statement appears in the global graph impact the outcome of
entailment.

§ 2.3 A comprehensive theory of meaning on the web

Innovations such as Linked Data, SKOS, Microdata and Schema.org have
played a crucial role in popularizing atomic expressions on the web. Without
these innovations there would not have been enough data on the web today
to conduct our investigations into Big Data KR. However, the meaning of
atomic expressions is only the first component of a comprehensive theory of
meaning. New innovations are now needed to explain the compositionality of
meaning and the predictability of inference. A comprehensive theory of meaning
on the web must consist of the following three components:
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1. The assignment of descriptive characterizations of meaning to atomic
expressions.

2. The systematic assignment of meaning to complex expressions, based
on the meanings of their composite parts.

3. The systematic derivation of expressions from other expressions, mim-
icking broadly observed human intuitions about which derivations are
valid.

Let us briefly discuss each of these components in turn.

atomic expressions The assignment of descriptive characterizations
of meaning to atomic expressions has been broadly implemented in today’s
Semantic Web. The large-scale investigations in Chapters 2, 3 and 4 have
been conducted at this atomic level. The popularity of the RDF datamodel
can largely be explained due to its flexibility in asserting binary predicates
(i.e., properties) over pairs of entities. The restriction to binary relations
has resulted in the familiar graph structure that fits well with the network
structure of an open-ended and distributed knowledge graph.

At the moment, prescriptive KR and Semantic Web approaches only make
use of declarative model theory in order to describe the meanings of atomic
expressions (i.e., terms and triples). Our descriptive approach in Chapter 8

shows that this focus is too narrow: the way in which meaning is actually
encoded in names cannot be explained based on existing prescriptive Semantic
Web standards alone (Future Direction 4).

Future Direction 4 (Non-declarative meaning). Future work will study the non-
declarative aspects of the meaning of atomic expressions, and the way these aspects
interact with declarative meaning.

compositionality The systematic assignment of meaning to complex
expressions, based on the meanings of their composite parts, is something in
which logics and KR approaches excel. Unsurprisingly, today’s alternatives
to DL and OWL for modeling data on the web are inherently unable to
implement this compositionality requirement.

For example, the semantics of hierarchical relationships in SKOS is explicitly
limited to the scope of atomic expressions. According to the SKOS standard:
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“skos:broader and skos:narrower are only used to assert a direct (i.e., im-
mediate) hierarchical link between two concepts.” [107]. This results in a
Semantic Web that is meaningful at the level of atomic statements (e.g., ‘mu-
nicipalities’ is broader than ‘municipalities of Mexico City’ in DBpedia), but
that are non-sensical at the level of collections of statements (e.g., the DBpedia
concept hierarchy contains cycles). Future work will investigate alternative
approaches towards the compositionality of meaning (Future Direction 5).

Future Direction 5 (Compositionality). Future work will propose new theories of
compositionality that will describe how the meaning of complex expressions can be
systematically described in terms of the meanings assigned to their composite parts.

predictability of inference The systematic derivation of expres-
sions from other expressions is another area in which logics and KR excel.
While OWL standardizes human intuitions about valid deduction, other
forms of inference (e.g., in- and abduction) have been studied as well. In
Chapter 7 we saw that traditional entailment leads to inconsistencies when
calculated on a global scale. In general, it is not reasonable to presuppose
that data publishers are always able to foresee the logical consequences of
assertions they make on a global scale. In Section § 7 we show that when
entailment is restricted to only apply within a context of use, it may still be
possible to use traditional notions of validity that only apply relative to that
given context.

Future work will study the way in which assertions on the web are related,
and can be inferred from one another in a predictable way (Future Direction 6)
by taking the context of use into account.

Future Direction 6 (Predictability of inference). Future work will focus on
describing the predictability of inference on the web based on large-scale descriptive
studies.
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S U M M A RY

With the invention of the Internet and the Semantic Web, the material condi-
tions for building an automated system that can store the world’s knowledge
has arisen. While pre-Internet KR systems were relatively small and homoge-
neous, Linked Data is produced and consumed by a large number of people
and organizations who interchange knowledge on a global scale using open
standards.

In this thesis, we claim the these differences in the material conditions of the
production and interchange of knowledge on the Semantic Web has profound
implications for the way in which Knowledge Representation and Reasoning
(KR) research can be and – we argue – should be conducted. Specifically,
we identify a set of simplifying assumptions under which KR research in
the past was conducted, which no longer hold true under Big Data KR. This
development is also observed in the Semantic Web field, where research on
Description Logics and the study of relatively small ontologies has gradually
been extended to cover increasingly larger collections of Linked Open Data
(LOD). Nevertheless, even in most Semantic Web research of the past decade,
many of the simplifying assumptions are still present.

quality Even though Linked Data is intended to be interpreted by ma-
chine agents, data quality is often too low to make this work in practice. We
show that it is possible to analyze, assess and improve the quality of the
LOD Cloud as a whole by fully automated means. By automatically cleaning
hundreds of thousands of Linked Data documents in LOD Laundromat, we
are able to analyze and improve data quality on a large scale.

access While Linked Data is standardized by the web community, data
is still disseminated in idiosyncratic ways or is limited by APIs that do not
allow data to be accessed in a scalable way. With Linked Data-as-a-Service we
show that it is possible to facilitate query access to (a very large subset of) the
LOD Cloud for thousands of users, while running on university hardware.
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homogeneity Even though the Semantic Web consists of hundreds of
thousands of datasets, contemporary Semantic Web research evaluations are
conducted over two datasets on average. Since Linked Datasets vary greatly
in terms of size, structure, and level of semantic detail, it is unclear to what
extent evaluation results obtained over a small number of datasets can be
translated to the Semantic Web as a whole. With LOD Lab we show that it
is possible to take the true heterogeneity of the Semantic Web into account
during research evaluations.

content-independence The standardized semantics for Linked Data
assigns meanings to assertions in a context-independent way. This allows
information to be interchanged across contexts. At the same time, assertions
on the web are known to be true in some contexts but not in others. An
instance of this is the use of the owl:sameAs predicate, which denotes the
identity relation. We show that even though the official semantics of identity
leads to incorrect results when applied to the Semantic Web, it is still possible
to assign a context-dependent meaning in such cases, and that the context-
dependent meaning can be assigned by automated means.

declarativeness The Semantic Web characterizes the meaning of
(collections of) declarative statements in terms of the model-theoretic interpre-
tations under which those statements are true. The architects of the Semantic
Web already recognized that there are other aspects of meaning, sometimes
referred to as ‘Social Meaning‘, that cannot be captured by such a declarative
semantics. We focus on one particular instance of non-declarative meaning:
naming. Since we cannot currently quantify the amount of non-formal mean-
ing that is not also encoded formally, we use declarative meaning proxies to
quantify the overlap between non-formal and formal meaning. We show that
for most datasets there is a significant overlap between the formal meaning
that is encoded in the declarative meaning proxies and the non-formal mean-
ing that is encoded in names. As such, our approach gives a lower bound for
the amount of non-declarative meaning that is encoded in the Semantic Web.

Logic and KR have been analytic research fields: they have studied how
meaning should be properly represented and reasoned over. We hope that
the availability of the Big Data KR infrastructures and approaches that are
presented in this thesis will enable empirical studies of meaning in addition
to existing analytic approaches. Such an ‘empirical turn’ in logic and KR
will allow us to learn how meaning is actually being represented and used
(correctly or incorrectly) in practice.
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